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Chapter 1

Introduction
This habilitation thesis consists of 7 chapters in addition to the introduction. Five
chapters have already been published in the following peer-reviewed journals: Journal
of International Economics, World Development, Energy Journal, Economic Modelling, and Applied Economics. The remaining chapters are under review at the Oxford
Bulletin of Economics and Statistics and at Land Economics, respectively. None of
the chapters overlap with my dissertation thesis, which included 6 papers published,
among other outlets, in the Journal of International Economics, IMF Economic Review, and Energy Economics. For my graduate research I received the Medal for
Research on Development by the Global Development Network for the best work on
financing for development awarded to authors from transition and developing countries under 35 years of age, the Czech Minister of Education Award for outstanding
students and graduates, the National Bank of Slovakia Governor’s Award for the best
dissertation relevant to monetary policy, and the Czech National Bank’s Economic
Research Award for the best publication. The chapters included in the habilitation
thesis taken together have received more than 500 citations in Google Scholar; for 5
of the chapters I have served as the corresponding author.1
The chapters cover various questions in international economics (FDI spillovers),
energy and resource economics (water demand, daylight saving time), and macroeconomic policy in a post-transition economy (tax elasticities and monetary trans1

I use my maiden name, Irsova, in all of my academic publications.

1. Introduction

2

mission). Direct usability for public policy is what binds the chapters together, and
some of them have already been tapped for policy making: for example, the chapter
on energy savings from daylight saving time has been quoted by members of the
European Parliament, the chapters featuring quantitative surveys of the effects of
FDI on domestic productivity have become standard references in the publications
of international organizations (such the World Bank), and the chapters on monetary
transmission and tax elasticities are used internally at the Czech National Bank. To
deliver what I believe are policy-relevant results I use various empirical methods:
meta-regression analysis, Bayesian and frequentist model averaging, dynamic heterogeneous panel techniques, and efficiency measurement via stochastic frontier analysis
and data envelopment analysis. In what follows I briefly describe the content of each
chapter.
Chapter 2 focuses on the effects of daylight saving time (DST) on energy consumption. It is a joint work with Tomas Havranek and Dominik Herman; I assess
my contribution to be roughly 40%. As of the year 2017, daylight saving time is
used by 77 countries and regions with a combined population in excess of 1.5 billion,
making DST one of the most widespread policies in the world. It is also one of the
most controversial policies, with dozens of countries and regions having abandoned
it in recent decades. While DST has many other effects, in this paper we focus on
its impact on electricity consumption, which was originally the primary argument
advanced in favor of the policy and for which abundant empirical evidence exists.
Since the pioneering Ebersole (1974) report, many studies have estimated the effect
of DST on electricity savings.
The two major surveys of the literature, Reincke & van den Broek (1999) and
Aries & Newsham (2008), show that different researchers obtain substantially different results. One can find empirical evidence in support of electricity savings resulting
from DST, just as one can find evidence of increased electricity demand associated
with DST. For example, the most-cited empirical study, Kotchen & Grant (2011),
concludes that, contrary to the policy’s objective, DST increases electricity demand.
(The result might be the reason that the study receives so many citations, although
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it was also published in a prestigious journal, The Review of Economics and Statistics.) The survey by Aries & Newsham (2008, p. 1864) concludes that “the existing
knowledge about how DST affects electricity use is limited, incomplete, or contradictory.” The estimates diverge over time instead of converging to a consensus number.
In this paper we propose a systematic and quantitative synthesis of the literature
that would allow researchers and the public to take stock of the work on this topic
produced over the last four decades.
This study represents, to the best of our knowledge, the first meta-analysis that
focuses on the impact of DST on electricity consumption. We collect 162 estimates
from 44 studies, including research articles, government papers, and energy company
reports. The literature implies that, on average, the savings from DST amount to
0.34% of total electricity consumption during the days when DST is applied. This
mean estimate is consistent with the conclusions of previous (narrative) surveys:
Reincke & van den Broek (1999) and Aries & Newsham (2008) place their best
estimate of the effect between 0% and 0.5%. The simple average reported effect is,
however, usually a biased estimate of the true effect in economics (Doucouliagos &
Stanley 2013): the distribution of the estimates is often truncated due to publication
bias, and the size of the effect is typically driven by study design.
When researchers or journal editors treat statistically significant estimates or estimates consistent with the conventional view more favorably, the distribution of estimates in the literature becomes biased. Random sampling errors occasionally cause
estimates to have the “wrong” sign, but suppressing these estimates on a global scale
may seriously distort the mean reported effect. For example, Stanley (2005) shows
that the price elasticity of water demand is exaggerated fourfold due to publication
selection. Nevertheless, unlike most other fields of empirical economics, the DST
literature does not exhibit this bias, as we show in the paper. Negative, insignificant,
and positive results are treated in a similar way by researchers, editors, and referees.
We find, however, that the design of the study has important and systematic effects
on the results.
Belzer et al. (2008) illustrate how researchers can use different data sets and met-
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hods to estimate the DST effect. We explore this influence of data, method, and
even publication characteristics on the estimated coefficients. Using Bayesian model
averaging we address model uncertainty and find that, among the 14 explanatory
variables we codify, several are particularly influential: the choice of the differencein-differences approach to estimate savings (vs. simple regression, simulation, or extrapolation), the choice of data frequency, and the impact factor of the journal in
which the study was published, which we employ as a proxy for unobserved quality
aspects. Importantly, we also find that the estimated electricity savings increase with
higher latitudes (which translates to more savings for countries farther away from
the equator).
Our results suggest that the effect of latitude can not only offset the effect of
various estimation methods but can also easily outweigh the mean estimated savings
and imply increased electricity consumption due to DST for countries closer to the
equator. The DST policy makes little sense when the amount of daylight does not
vary substantially during the year, and in this case the policy constitutes a shock that
may well have unintended consequences for electricity consumption. In theory, the
relationship between latitude and electricity savings from DST should be concave
because DST also makes little sense near the poles where the difference between
winter and summer daylight hours is too large. The human population, however, is
concentrated in the subtropical and temperate climate zones, and the estimates in
our sample reflect countries and regions of the corresponding latitudes. The positive
relationship between latitude and electricity savings can thus be regarded as a linear
approximation of the underlying relationship.2
Chapter 3 deals with the effect of foreign direct investment (FDI) on domestic
productivity. It is a joint work with Tomas Havranek; I assess my contribution to be
50%. With the rise in global flows of FDI in recent decades, the policy competition
for FDI among transition and developing countries has intensified. Consequently,
many researchers have focused on the economic rationale of FDI incentives (Blom2

We experimented with adding the square of latitude and of the number of daylight hours in the
Bayesian model averaging analysis, but these variables were not important in any specification.
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strom & Kokko 2003, provide a review). The major hypothesis examined in the
literature states that domestic firms may indirectly benefit from FDI: it is assumed
that knowledge “spills over” from foreign investors or their acquired firms and helps
domestic firms augment their productivity. (There is now solid evidence that FDI
directly increases the productivity of the acquired firms; see Arnold & Javorcik 2009,
for the case of Indonesia.) Nevertheless, the reported estimates of these “productivity
spillovers” differ greatly in terms of both the statistical significance of the effect and
its magnitude.
We build on the work of Crespo & Fontoura (2007), who review the literature on
the determinants of FDI spillovers and thoroughly discuss the numerous factors that
may cause the spillover effects to vary. Whereas the survey of Crespo & Fontoura
(2007) is narrative, we examine spillover determinants using a quantitative method
of literature surveys: meta-analysis. Meta-analysis was originally developed in medicine to aggregate costly clinical trials, and it has been widely used in economics
to investigate the heterogeneity in reported results since the pioneering contribution
of Stanley & Jarrell (1989). In our case, meta-analysis makes use of evidence reported for many countries and different types of investment projects, enabling us to
investigate hypotheses that are difficult to address in single-country case studies.
In the search for spillover determinants we focus on the characteristics of FDI
host and source countries, foreign firms, and domestic firms in the host country.
Moreover, we collect an extensive set of 34 control variables that may help explain
the differences in reported findings, including the aspects of data used by primary
studies on FDI spillovers, their methodology, publication quality, and author characteristics. To find the most important determinants we employ Bayesian model
averaging. Bayesian model averaging is suitable for meta-analysis because of the
inherent model uncertainty: while there is a consensus in the literature that some
factors may mediate productivity spillovers (such as the technology gap, trade openness, or financial development), it is not clear which aspects of study design are
important. Nevertheless, omission of these control variables may lead to biased estimates of coefficients for the main variables of interest. Bayesian model averaging
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allows us to concentrate on potential spillover determinants while taking all method
variables into account.
In this paper we meta-analyze horizontal spillovers from FDI; that is, the effects
of foreign investment on domestic firms in the same sector (as opposed to vertical
spillovers, which denote the effect of FDI on domestic firms in supplier or customer sectors). To our knowledge, there have been two meta-analyses of horizontal
spillovers: Görg & Strobl (2001) and Meyer & Sinani (2009). The meta-analysis by
Görg & Strobl (2001) concentrates on the effect of study design on reported spillover coefficients and additionally tests for publication bias. Meyer & Sinani (2009)
examine country heterogeneity in the estimates of spillovers. Compared with the
earlier meta-analyses, we gather a more homogeneous sample of estimates so that
we are able to examine the economic effect of spillovers. Moreover, we collect ten
times more estimates of spillovers and investigate three times more factors that may
explain spillover heterogeneity than Meyer & Sinani (2009), the larger of the earlier
meta-analyses. We also revisit the issue of publication bias in the literature on horizontal spillovers from FDI employing modern meta-regression methods developed
by Stanley (2005) and Stanley (2008).
Our results suggest that the nationality of foreign investors is important: when
the technology gap of domestic firms with respect to foreign investors is too large,
horizontal spillovers are small. Moreover, spillovers are likely to be smaller with
higher trade openness and better protection of intellectual property rights in the
host country. On the other hand, higher levels of human capital in the host country
are associated with larger spillovers. Finally, investment projects in the form of joint
ventures with domestic firms bring more positive spillovers than fully foreign-owned
projects. We found no evidence of publication bias in the literature on horizontal
spillovers.
Productivity spillovers from FDI are often cited as the most important reason for
promoting inward FDI (Blomstrom & Kokko 2003). Therefore, if horizontal spillovers
were the only effect of inward FDI on the domestic economy, our meta-analysis would
suggest that promotion of FDI brings no benefits on average. Although we found
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that changes in some country characteristics can be expected to have positive effects
on FDI spillovers, some of these changes are also likely to have serious detrimental
side effects. For example, changing the degree of protection of intellectual property
or the degree of trade openness, difficult as it is, would certainly affect many other
aspects of the economy, the volume of FDI attracted among them, and is thus not
suitable for policy purposes.
Nevertheless, there are tools that may, with caution, be used to increase the benefits from FDI without obvious side effects. If the country already spends money on
promoting foreign investment, it could benefit from focusing the resources on investors who are most likely to generate positive spillovers. Our meta-analysis indicates
that these are investors coming from countries with a modest technology edge who
are willing to form joint ventures with domestic firms. Such investment projects
would help foster not only horizontal, but also vertical spillovers, as documented by
Chapter 7 of this habilitation.
Chapter 4 focuses on the transmission of monetary policy in the Czech Republic.
It is a joint work with Tomas Havranek and Jitka Lesanovska; I assess my contribution to be 40%. To understand the process of monetary policy transmission in their
country well, central bankers need to know how financial market interest rates pass
through to client rates corresponding to various loan and deposit products offered
by commercial banks. With more widespread availability of bank- and product-level
data in recent years, researchers have begun to explore the determinants of the passthrough mechanism at the level of individual banks (for example, de Graeve et al.
2007; Gambacorta 2008), which yields more granulated information for policy makers. Nevertheless, the empirical examinations of interest rate pass-through often
produce different results depending on the country or time period under investigation, and hence recommendations cannot be easily carried from one examined country
to another. The role of the late 2000s financial crisis on the pass-through mechanism
is especially unclear, with some studies suggesting little change in transmission (Illes
& Lombardi 2013), some significant distortion in pass-through (Hristov et al. 2014),
and some changes in transmission only for certain products (Hansen & Welz 2011).
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Using a unique data set for the Czech Republic, we provide a comprehensive study
of the interest rate pass-through before and after the fall of Lehman Brothers and
explore the relationships between the pricing policies of individual banks and bank
characteristics. The case of the Czech Republic is interesting because, among other
things, its banking sector remained stable during the crisis and did not suffer the
tremors that affected many other European countries. Any change in pass-through,
therefore, can be interpreted as a change in pricing policies, not a change induced
by banks’ liquidity problems. To be specific, we focus on the role of banks’ cost
efficiency, which has been shown for some other developed countries to be associated
with the pass-through mechanism (Schlüter et al. 2012). Our analysis consists of
three main steps. First, we estimate the interest rate pass-through for each product
both before and after the crisis. Each product category is paired with a corresponding
financial market interest rate according to the term structure. For the estimation
we use the mean group estimator (Pesaran & Smith 1995) and pooled mean group
estimator (Pesaran et al. 1999), which take into account bank-level heterogeneity in
pricing policies.
Second, we estimate cost efficiency scores for each bank both before and after
the crisis. To our knowledge, we provide the first examination of changes in the cost
efficiency of Czech banks after the crisis and employ both stochastic frontier analysis
and data envelopment analysis. Third, we extract pass-through coefficients for individual banks, focusing on the strength of the long-term pass-through (the equilibrium
response of bank rates to changes in the corresponding market rate), the mean adjustment lag between the short and the long term, and the spread (markup) between
the bank and market rates. We then relate these coefficients to the characteristics
of each bank. In contrast to previous studies that examine heterogeneity in pricing
policies, we use weighted least squares estimation where more precise estimates of
the pass-through coefficients for individual banks get more weight.
Our results suggest that the financial crisis changed the pass-through mechanism
dramatically. Before the crisis the long-term pass-through was close to complete for
most products, but after 2008 it weakened for all product categories except mortga-
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ges. Moreover, average spreads between bank and market rates increased a lot and
banks started to change their rates more frequently. Both before and after the crisis
we find evidence of significant heterogeneity in bank pricing policies in the short run,
but less so in the long run, which is consistent with the results of Gambacorta (2008)
and Horvath & Podpiera (2012). Concerning the determinants of pricing policies,
we find that the pass-through mechanism for deposit products influences the given
bank’s pass-through for loan products. To be specific, large markups in loan rates
over the corresponding market rates are associated with large spreads between deposit rates and market rates. In other words, banks that offer attractive deposit rates
usually charge high loan markups, which reflects more risk taking. Finally, we find
that cost-efficient banks tend to respond to changes in market rates with longer lags,
thus smoothing loan rates, which is in line with Schlüter et al. (2012). We fail to
find any strong relationship between banks’ cost efficiency and loan markups.
Chapter 5 deals with the impact of changes in tuition on enrollment numbers. It
is a joint work with Tomas Havranek and Olesia Zeynalova; I assess my contribution
to be 50%. The responsiveness of demand for higher education to changes in tuition
fees constitutes a key parameter not only for deans but also for policymakers. It
is therefore not surprising that dozens of researchers have attempted to estimate
this relationship. While the relationship (often, but not always, presented in the
form of an elasticity) can be expected to vary somewhat across different groups of
students and types of schools, there has been no consensus even on the mean effect, as
many literature surveys demonstrate (see, for example, Jackson & Weathersby 1975;
Chisholm & Cohen 1982; Leslie & Brinkman 1987; Heller 1997): the estimates often
differ by an order of magnitude. Our goal in this paper is to exploit the voluminous
work of previous researchers on this topic, assign a pattern to the differences in
results, and derive a mean effect that could be used as “the best estimate for public
policy purposes” that the literature has sought to identify (Leslie & Brinkman 1987,
p. 189).
Achieving our two goals involves collecting the reported estimates of the effect of
tuition on enrollment and regressing them on the characteristics of students, schools,
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and other aspects of the data and methods employed in the original studies. Such
a “meta-analysis” approach is complicated by two problems, which have yet to be
addressed in the literature on tuition and enrollment:3 publication selection and model uncertainty. Publication selection arises from the common preference of authors,
editors, and referees for results that are intuitive and statistically significant. In the
context of the tuition-enrollment nexus, one might well treat positive estimates with
suspicion, as few economists consider education to be Giffen good. However, sufficient imprecision in estimation can easily yield a positive estimate, just as it can yield
a very large negative estimate. The zero boundary provides a useful rule of thumb
for model specification, but the lack of symmetry in the selection rule will typically
lead to a an exaggeration of the mean reported effect (Doucouliagos & Stanley 2013).
The second problem, model uncertainty, arises frequently in meta-analysis because many factors might influence the reported coefficients. Nevertheless, absent
a theory that would specify which variables must be included in and which must
be excluded from the model, researchers face a dilemma between model parsimony
and potential omitted variable bias. The most common solution is to employ stepwise regression, but this approach is not appropriate because important variables can
be excluded by accident in sequential t-tests. Instead, we employ model averaging
techniques that are commonly used in growth regressions: Bayesian model averaging
and frequentist model averaging, which are well described and compared by Amini &
Parmeter (2012). The essence of model averaging is to estimate (nearly) all models
with the possible combinations of explanatory variables and weight them by statistics
related to goodness of fit and parsimony.
Our results suggest that the mean reported effect of tuition on enrollment is significantly downward biased because of publication selection (in other words, positive
and insignificant estimates of the relationship are discriminated against). After correcting for publication selection, we find no evidence of a tuition-enrollment nexus
on average. This result holds when we construct a synthetic study with ideal parameters (such as a large data set, control for endogeneity, etc.) and compute the
3

To the best of our knowledge, the only existing meta-analysis on this topic is Gallet (2007).
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implied “best-practice estimate”: this estimate is also close to zero. Nevertheless, we
find evidence of substantial and systematic heterogeneity in the reported estimates.
Most prominently, our results suggest that male students and students at private
schools display substantial responsiveness to changes in tuition.
Our findings concerning male students are consistent with those of Mueller &
Rockerbie (2005), who argue that because female students tend to have a higher rate
of return from university education, they are willing to spend more on tuition fees.
Concerning private schools, it might be easier for their students to find substitutes in
the event of an increase in tuition; for public school students, a large portion of the
market (most private schools) is already unaffordable. Next, we find that highly cited
studies tend to report little sensitivity of enrollment to tuition, although the direction
of causality is unclear. Our results also suggest that the reported responsiveness is
higher for US students and when panel data are used, while it is lower when income
is controlled for and in the short run.
Two qualifications of our analysis are in order. First, while we would prefer
to work with elasticities, many studies estimate the relationship between tuition
and enrollment using approaches other than the log-log specification. We already
have to exclude a significant portion of studies because they do not report standard
errors, t-statistics, or confidence intervals for their results, thus making it impossible
for us to test the presence of publication bias. Restricting our data set to log-log
specifications would drastically reduce the number of degrees of freedom available
for our analysis. While it is possible to recompute some of the other coefficients to
elasticities evaluated at the sample mean, many studies do not report the statistics
necessary for this computation. Therefore, we choose to work with partial correlation
coefficients, which can be computed easily from all the studies. Since our main
result indicates negligible partial correlation absent publication bias, it also directly
translates into a finding of a zero mean elasticity of demand for higher education to
tuition fees. Second, the results of a meta-analysis are obviously conditional on the
quality of the previous studies included in the sample. For instance, if all studies in
the literature share a common misspecification that biases their results toward zero,
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we are unable to control for such a misspecification, and our results are thus also
biased. Therefore, the correct interpretation of our analysis is that, judging from
the available empirical research, our best guess concerning the effect of tuition on
enrollment is close to zero.
Chapter 6 focuses on the elasticity of tax revenue to tax bases in the Czech
Republic. It is a joint work with Tomas Havranek and Jiri Schwarz; I assess my
contribution to be 30%. Tax revenue elasticities are crucial parameters for both
the fiscal and monetary authorities in every economy for three reasons. First, the
elasticities are necessary for forecasting government revenue based on macroeconomic
predictions. Second, both commonly used methods of cyclical adjustment of public
finances, the European Commission method and the European System of Central
Banks method, employ estimates of tax revenue elasticities in order to split the
public budget balance into its cyclical and structural part. Third, the calculation of
tax multipliers depends crucially on the values of tax elasticities (Mertens & Ravn
2014). Despite their importance, tax revenue elasticities are often not estimated
but only calibrated, especially for emerging and transition economies. Either the
calibration is based on the ratio of the marginal to the average tax rate, or, for some
tax categories, the elasticity is assumed to equal one.4
The recent literature that employs data from developed countries offers a clear
picture of the best practice approach in the estimation of tax revenue elasticities: researchers compute short- and long-run elasticities simultaneously using revenue data
adjusted for the effects of tax reforms and tax policy changes (Koester & Priesmeier
2012). The dynamic nature of the relationships in question, amplified by, among
other things, lags in tax collection or tax optimization over short periods, can render
purely short-run elasticities that are misleading for practical purposes. On the other
hand, focusing solely on long-run elasticities prohibits us from taking into account
the process of adjustment to tax base shocks (Bruce et al. 2006).
4
It is important to note that sometimes calibration of elasticities can provide benefits over econometric estimation. For example, with the short time series available for many transition countries, it
might be infeasible to account for potential structural breaks in the elasticities using the econometrics
approach.
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Correcting the data set for the effects of tax reforms and tax policy changes is a
necessary condition for the identification of the elasticity coefficients. An important
drawback of elasticities computed with unadjusted data is that many countries, and
emerging and transition economies in particular, face frequent tax system changes.
The inconsistency in unadjusted data introduced by tax reforms significantly reduces
the usability of the resulting elasticities for predictions of tax revenue and cyclical
adjustment of public balances in countries such as the Czech Republic. But, due
to the very limited availability of data on the impact of fiscal reforms in transition
economies, the existing literature covering these countries focuses solely on estimating
unadjusted elasticities.
The existing literature also reveals a strong cross-country variability of the elasticities indicating a need for a flexible estimation method. This paper contributes to
the state of research by estimating both the long-run and short-run tax revenue elasticities and examining the speed of adjustment of tax revenue towards equilibrium
using an error correction model with quarterly data. Most recent papers in the literature on tax elasticities use adjusted annual time series that are often too short
for a regression analysis in the case of transition and post-transition countries. We
introduce a framework for using quarterly data usually available to the monetary and
fiscal authorities and estimate revenue elasticities for four categories which account
for about 90% of all government tax revenue in the Czech Republic, using a unique
data set of tax revenue adjusted for the effect of tax reforms and tax policy changes
at the quarterly frequency.
Our results reveal that, with the exception of value added tax and social security
contributions, the short-run elasticities are much smaller than their long-run counterparts: in the case of wage tax, it takes about half a year for the elasticity to reach
unity, and even after a year the elasticity remains significantly below its long-run
equilibrium value. The long-run elasticity estimates are 1.4 for wage tax, 1.7 for
profit tax, 0.9 for value added tax, and 1 for social security contributions.
Concerning value added tax, we would intuitively expect the revenue elasticity to
equal one. Nevertheless, our estimated long-run elasticity of 0.9 is plausible as well,
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given that the share of housing-related expenditure (which has been either subject
to a reduced tax rate or exempted from value added tax altogether during the whole
observed period) in our tax base has been steadily increasing since 1995, and doubled
by 2013. Moreover, anecdotal evidence suggests that value added tax collection can
be plagued by tax evasion, which may also help explain why the elasticity lies slightly
below unity.
Our estimate of the long-run wage tax revenue elasticity, 1.4, is consistent with the
progressivity of personal income tax in the Czech Republic. Nevertheless, the shortrun elasticity only equals 0.3 and the adjustment process appears to be relatively
slow: it takes two quarters for the elasticity to reach unity, and even after a year
the elasticity still remains significantly below its equilibrium long-run value. One
potential explanation for the collection lag might be the additional tax revenue from
tax returns (submitted by April for the previous calendar year), which might be
particularly significant if the person holds two or more jobs. Especially in the case of
wage tax elasticity, therefore, the dynamics seem to be crucial and have to be taken
into account in order to model the behavior of tax revenues correctly. In general,
the estimates of revenue elasticities concerning both value added and wage tax are
broadly comparable with those found in the existing literature. An issue related to
wage tax elasticity is the elasticity of social security contributions, which we estimate
to be close to 1: in other words, revenue from social security contributions reacts
one-to-one to changes in the corresponding tax base.
More puzzling is our estimate of the profit tax revenue elasticity, which equals 1.7
in the long run. Given the proportionality of corporate income tax, we would expect
this elasticity to be close to one. But even a single-bracket tax system is prone to the
so-called “fiscal drag” due to a usually large number of various deductions, as shown
by Creedy & Gemmell (2008). Koester & Priesmeier (2012) note that many previous
studies find the elasticity to exceed unity (for example, Bouthevillain et al. 2001;
Breuer 2010; Kremer et al. 2006). Furthermore, the available tax base only includes
operating income and disregards other sources of taxable income, which may create
an upward bias compared to the theoretically true elasticity. Because, however, the
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theoretically correct tax base is unavailable for policy analysis, our results suggest
that using a unitary elasticity can lead to overly pessimistic predictions of profit
tax revenues during booms and overly optimistic predictions during recessions. The
potentially large disparity between more precise but unavailable accrual-based tax
revenue and the cash-based data used could also have contributed to the high estimate
of the profit tax revenue elasticity.
In a nutshell, our analysis provides relatively robust estimates of long-run tax
revenue elasticities for the Czech Republic, highlights the importance of estimating
both short- and long-run elasticities in a dynamic setting, and provides a framework
for using quarterly time series and adjusting tax revenue data in transition countries
for the effects of tax reforms and tax policy changes.
Chapter 7 deals with vertical spillovers from FDI. It is a joint work with Tomas
Havranek; I assess my contribution to be 50%. Few topics in international economics
have been examined as extensively as productivity spillovers from foreign affiliates
to domestic firms. The evidence for spillovers had been mixed until Javorcik (2004)
redirected the attention of researchers from horizontal (within-sector) to vertical
(between-sector) spillovers. Since then, there has been a virtual explosion of studies
on vertical spillovers, and empirical research in this area is still growing at an exponential rate with more than a score of studies published in the last two years alone. A
consensus has emerged that spillovers from foreign affiliates to their suppliers in host
countries are positive and significant, yet the estimated size of these spillovers varies
broadly. The point estimates of the economic effect of backward linkages reported
by the two best known studies, Javorcik (2004) and Blalock & Gertler (2008), differ
by the order of magnitude: Javorcik (2004) found the effect 30 times greater. Moreover, following the methodology of Javorcik (2004) and Blalock & Gertler (2008),
many other studies conducted for different countries have found insignificant or even
negative spillover effects. But despite the striking heterogeneity in the literature, no
systematic survey has been done.
To take a step beyond single-country case studies and establish robust evidence for
spillover effects, we employ the meta-analysis methodology (Stanley 2001). Meta-
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analysis, the quantitative method of research synthesis, has been commonly used
in economics for two decades (Card & Krueger 1995; Smith & Huang 1995; Card
et al. 2010). Recent applications of meta-analysis in international economics include
Disdier & Head (2008) on the effect of distance on trade, Cipollina & Salvatici (2010)
on reciprocal trade agreements, and Havranek (2010) on the trade effect of the euro.
Meta-analysis is more than a literature survey: it sheds light on the determinants of
the examined phenomenon that are difficult to investigate in primary studies because
of data limitations. For example, within our meta-analysis framework, we show it
is possible to examine the predictions of the theoretical model by Rodriguez-Clare
(1996), which implies that spillovers to host-country suppliers increase with larger
communication costs between the foreign affiliate and its headquarters, and decrease
with greater differences between the host and source countries in terms of the variety
of intermediate goods produced. To test these hypotheses empirically we take the
advantage of 57 vertical spillover studies providing estimates for many countries and
different types of investors.
In comparison with previous meta-analyses on productivity spillovers (Görg &
Strobl 2001; Meyer & Sinani 2009), this paper concentrates on vertical instead of
horizontal spillovers. We include many more estimates to investigate the full variability in the literature: 3,626 compared with 25 (Görg & Strobl 2001) and 121 (Meyer
& Sinani 2009). To our knowledge, this makes our paper the largest meta-analysis
conducted in economics so far. Moreover, the previous meta-analyses on spillovers
used the reported t-statistics to evaluate the statistical significance of spillovers, whereas we use an economic measure of spillovers and employ new synthesis methods.
Thus, we are able to estimate the net spillover effect beyond publication bias and
misspecifications that are corrected by some studies.
In a meta-analysis of data from 47 countries we find robust evidence consistent
with knowledge transfer from foreign investors to domestic firms in supplier sectors
(backward spillovers), but only a small effect on firms in customer sectors (forward
spillovers) and no effect on firms in the same sector (horizontal spillovers). Similar to Görg & Strobl (2001), we detect publication bias in the literature: positive
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or significant estimates are more likely to be selected for publication. This upward
bias is present only among the estimates of backward spillovers from journal articles;
unpublished studies and estimates of forward and horizontal spillovers exhibit no selection. On the other hand, misspecifications tend to bias the estimates downwards.
Our results suggest that intuition is the driving force of publication selection: negative estimates are less likely to be reported in journals, even if the researcher avoids
all well-known misspecifications.
Taking into consideration publication and misspecification bias, our preferred estimate suggests that a 10-percentage-point increase in foreign presence is associated
with an increase in the productivity of domestic firms in supplier sectors of about
9%. Greater spillovers seem to be generated by FDI from distant countries with
slight technological advantages over domestic firms. The results are in line with the
theoretical model of Rodriguez-Clare (1996) and, in the case of distance, corroborate
the findings of Javorcik & Spatareanu (2011) for Romania. Greater spillovers seem to
be received by countries that are open to international trade and that have underdeveloped financial systems. In addition, fewer spillovers are generated by fully owned
foreign affiliates compared with joint ventures, and fewer spillovers are received by
domestic firms in services compared with manufacturing.
Chapter 8 focuses on the income elasticity of water demand. It is a joint work with
Tomas Havranek and Tomas Vlach; I assess my contribution to be 50%. The growing
scarcity of drinking water represents a major global risk (WEF 2015). To understand
how the consumption of water will evolve when developing countries get richer, we
need reliable estimates of the income elasticity of water demand. The parameter
is also used by policy makers to design efficient and equitable environmental water
policies. Researchers have long sought to pin down this crucial parameter but have
yet to reach consensus. The two previous quantitative surveys conducted on this
topic, Dalhuisen et al. (2003) and Sebri (2014), put the representative estimate in
the literature between 0.2 and 0.4 and focus on the drivers of heterogeneity in the
reported income elasticities. Neither of these studies, however, corrects the literature
for publication bias, and neither accounts for model uncertainty when explaining the
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heterogeneity behind the estimates. In this paper we collect 307 estimates of the
income elasticity of water demand and analyze the variation behind these estimates,
paying special attention to publication bias, endogeneity bias, and model uncertainty.
Publication bias arises from the tendency of researchers, editors, and referees to
publish results that are either significant or have the desired sign. In theory, water
is a necessity with no obvious substitutes; therefore, common sense dictates that the
income elasticity of water should be positive and statistically significant. But if the
underlying elasticity that we try to estimate is sufficiently small and our data and
methods sufficiently imprecise, we should get negative or statistically insignificant
estimates from time to time. If such estimates are underreported, publication bias
arises. In a related study on the price elasticity of water demand, Stanley (2005) finds
that publication bias exaggerates the estimates fourfold. The studies estimating the
price elasticity of water demand typically also estimate the income elasticity, often in
the same equation. This demonstrates the importance of accounting for publication
selection.
The endogeneity problem in water demand equations is well documented and has
been explored by previous meta-analyses. Here we offer a twist to the typical story
that estimates accounting for endogeneity are always preferable. This statement
holds when no publication selection exists. But if publication selection constitutes
a problem, as we show is the case, estimates based on instrumental variables give
rise to more publication selection because they are typically less precise than OLS
estimates and, in this particular case, also smaller. Researchers seeking to control for
endogeneity while simultaneously providing estimates that are publishable (intuitive
and statistically significant) are sometimes forced to pursue a lengthy search for the
desired specification with a point estimate that is large enough to offset the standard
error. It follows that OLS estimates are exaggerated by endogeneity bias, while
IV estimates are exaggerated by publication bias, and the simple mean reported
elasticities might not vary substantially between these two approaches.
Indeed, our results suggest that the income elasticity of water demand is, on
average, biased upwards due to publication bias and that the extent of bias is linked
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to the treatment of endogeneity. Publication bias is absent from estimates produced
by methods ignoring endogeneity (such as OLS). By contrast, while methods controlling for endogeneity (such as IV) report estimates corrected for endogeneity bias,
these estimates are correlated with their standard errors and collectively suffer from
publication bias. As a result, although researchers address endogeneity bias at the level of individual studies, the resulting publication bias means that the mean reported
estimate is not closer to the underlying value of the income elasticity. This interplay
between the two biases is too complex for any narrative survey to decipher, and the
use of meta-analysis is therefore crucial. The two biases cause the reported estimates
to be similar for IV and OLS methods, which has led previous meta-analyses to conclude that correcting for endogeneity, while theoretically laudable, has little practical
benefit. We argue otherwise.
Furthermore, we collect 32 method and data characteristics that should help us
explain the differences among the estimated elasticities. The large number of characteristics, however, means that we face model uncertainty, so we depart from the
frequentist methods of the previous meta-analyses and instead apply Bayesian model
averaging (model averaging techniques are also available in frequentist econometrics,
but they are less flexible, and their application with so many variables is nearly
infeasible). Bayesian model averaging runs millions of regressions that include the
possible subsets of all of the explanatory variables. Consequently, it constructs a
weighted average over these regressions, where each weight is approximately proportional to the goodness of fit of the respective regression. The results of Bayesian
model averaging enable us to construct a “best-practice” estimate in the literature
conditional on numerous data and method choices, which is another value added of
meta-analysis. It follows that the income elasticity of water demand is likely 0.15 or
even less, smaller than usually perceived, and in any case the literature is inconsistent
with values of the elasticity over 0.5.
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Chapter 2

Does Daylight Saving Save
Electricity? A Meta-Analysis
Abstract: The original rationale for adopting daylight saving time (DST) was energy savings. Modern research studies, however, question the magnitude and even direction of the
effect of DST on electricity consumption. Representing the first meta-analysis in this literature, we collect 162 estimates from 44 studies and find that the mean reported estimate
indicates slight electricity savings: 0.34% during the days when DST applies. The literature is not affected by publication bias, but the results vary systematically depending on
the exact data and methodology applied. Using Bayesian model averaging we identify the
most important factors driving the heterogeneity of the reported effects: data frequency, estimation technique (simulation vs. regression), and, importantly, the latitude of the country
considered. Electricity savings are larger for countries farther away from the equator, while
subtropical regions consume more electricity because of DST.
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Introduction

As of the year 2017, daylight saving time is used by 77 countries and regions with a
combined population in excess of 1.5 billion, making DST one of the most widespread
policies in the world. It is also one of the most controversial policies, with dozens of
countries and regions having abandoned it in recent decades. While DST has many
other effects, in this paper we focus on its impact on electricity consumption, which
was originally the primary argument advanced in favor of the policy and for which
abundant empirical evidence exists. Since the pioneering Ebersole (1974) report,
many studies have estimated the effect of DST on electricity savings.
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Figure 2.1: Estimates of the DST impact diverge over time
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Notes: The figure depicts estimates of the effect of DST on electricity
consumption reported in individual studies (negative estimates translate to electricity savings). The horizontal axis represents the year in
which each study was published. Some studies report more estimates
and results also vary within studies depending, among other things,
on the number of robustness checks conducted and regions analyzed.

The two major surveys of the literature, Reincke & van den Broek (1999) and
Aries & Newsham (2008), show that different researchers obtain substantially different results. One can find empirical evidence in support of electricity savings resulting
from DST, just as one can find evidence of increased electricity demand associated
with DST. For example, the most-cited empirical study, Kotchen & Grant (2011),
concludes that, contrary to the policy’s objective, DST increases electricity demand.
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(The result might be the reason that the study receives so many citations, although it
was also published in a prestigious journal, The Review of Economics and Statistics.)
The survey by Aries & Newsham (2008, p. 1864) concludes that “the existing knowledge about how DST affects electricity use is limited, incomplete, or contradictory.”
As documented by Figure 2.1, the estimates diverge over time instead of converging
to a consensus number. In this paper we propose a systematic and quantitative synthesis of the literature that would allow researchers and the public to take stock of
the work on this topic produced over the last four decades.
This study represents, to the best of our knowledge, the first meta-analysis that
focuses on the impact of DST on electricity consumption. We collect 162 estimates
from 44 studies, including research articles, government papers, and energy company
reports. The literature implies that, on average, the savings from DST amount to
0.34% of total electricity consumption during the days when DST is applied. This
mean estimate is consistent with the conclusions of previous (narrative) surveys:
Reincke & van den Broek (1999) and Aries & Newsham (2008) place their best
estimate of the effect between 0% and 0.5%. The simple average reported effect is,
however, usually a biased estimate of the true effect in economics (Doucouliagos &
Stanley 2013): the distribution of the estimates is often truncated due to publication
bias, and the size of the effect is typically driven by study design.
When researchers or journal editors treat statistically significant estimates or estimates consistent with the conventional view more favorably, the distribution of estimates in the literature becomes biased. Random sampling errors occasionally cause
estimates to have the “wrong” sign, but suppressing these estimates on a global scale
may seriously distort the mean reported effect. For example, Stanley (2005) shows
that the price elasticity of water demand is exaggerated fourfold due to publication
selection. Nevertheless, unlike most other fields of empirical economics, the DST
literature does not exhibit this bias, as we show in the paper. Negative, insignificant,
and positive results are treated in a similar way by researchers, editors, and referees.
We find, however, that the design of the study has important and systematic effects
on the results.
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Belzer et al. (2008) illustrate how researchers can use different data sets and methods to estimate the DST effect. We explore this influence of data, method, and
even publication characteristics on the estimated coefficients. Using Bayesian model
averaging we address model uncertainty and find that, among the 14 explanatory
variables we codify, several are particularly influential: the choice of the differencein-differences approach to estimate savings (vs. simple regression, simulation, or extrapolation), the choice of data frequency, and the impact factor of the journal in
which the study was published, which we employ as a proxy for unobserved quality
aspects. Importantly, we also find that the estimated electricity savings increase with
higher latitudes (which translates to more savings for countries farther away from
the equator).
Our results suggest that the effect of latitude can not only offset the effect of
various estimation methods but can also easily outweigh the mean estimated savings
and imply increased electricity consumption due to DST for countries closer to the
equator. The DST policy makes little sense when the amount of daylight does not
vary substantially during the year, and in this case the policy constitutes a shock that
may well have unintended consequences for electricity consumption. In theory, the
relationship between latitude and electricity savings from DST should be concave
because DST also makes little sense near the poles where the difference between
winter and summer daylight hours is too large. The human population, however, is
concentrated in the subtropical and temperate climate zones, and the estimates in
our sample reflect countries and regions of the corresponding latitudes. The positive
relationship between latitude and electricity savings can thus be regarded as a linear
approximation of the underlying relationship.1
The remainder of the paper is organized as follows. Section 2.2 describes the
data collection process and the basic properties of the data set. Section 2.3 tests for
publication selection bias in the literature. Section 2.4 explores country and method
heterogeneity in the estimated DST effects and constructs best practice estimates for
1

We experimented with adding the square of latitude and of the number of daylight hours in the
Bayesian model averaging analysis, but these variables were not important in any specification.
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different countries. Section 2.5 presents robustness checks. Section 2.6 concludes the
paper. An online appendix at meta-analysis.cz/dst provides the data and code
that will allow other researchers to replicate our analysis.

2.2

Data

Studies estimating the electricity consumption effect of a change from standard time
to daylight saving time typically employ econometric analysis. In general, the authors
of the primary studies estimate the following model:
lnConsumptiont = α + DST · Treatment effectt + Controlst + ,

(2.1)

where Consumption is the average electricity consumption during time t for a given
hour, day, and year. The variable Treatment effect is a dummy variable for a selected
treatment group and usually equals 1 for all hours when daylight saving time applies.
Controls are explanatory variables that reflect seasonality and holidays, weather
(precipitation, humidity, temperature, wind, and pressure), the intensity of sunlight,
heterogeneity among consumption units, and other specific effects such as economic
activity or oil prices, possibly including interaction terms and lags. The error term
is denoted by .
From the studies reporting the DST effect we collect the treatment coefficient
DST from (2.1). This coefficient represents the effect of daylight saving time on
electricity consumption, or the difference in electricity consumption for a particular
time period between the treatment group and the control group. These groups might
be defined differently, for example as the period before the start and end of DST
versus the period after the start and end of DST, the period when DST is not
observed versus the period when DST is in place, the period when DST is observed
versus the period to which DST is extended, or the period of midday and midnight
hours versus the period of morning and evening hours. Multiple studies examine the
pattern in electricity use before and after the spring and fall time change (for example
Kandel & Metz 2001). Other studies, such as Mirza & Bergland (2011) and Kotchen
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& Grant (2011), examine the differences in consumption for hours unaffected and
affected by the DST policy. Belzer et al. (2008) examines the impact of an extended
DST policy.
Apart from econometric analysis, researchers can use simulation techniques to
estimate the effect of DST on electricity consumption. Here the authors usually
construct a model of electricity flows within different representative buildings and
attempt to extrapolate this model to the country level. Such an approach entails
multiple assumptions and simplifications, and it is thus more challenging to incorporate it into the meta-analysis framework. Despite the difficulty, we include these
estimates in our analysis following the approach of Havranek et al. (2015b), who
apply meta-analysis to simulation-based estimates of the social cost of carbon and
show substantial publication bias in the literature.
Table 2.1: Studies used in the meta-analysis
Independent studies:
ADEME (2010)
Ahuja & SenGupta (2012)
Ahuja et al. (2007)
Belzer et al. (2008)
Bellere (1996)
Binder (1976)
Bouillon (1983)
Danish Government Report (1974)
Ebersbach & Schaefer (1980)
Ebersole et al. (1975)
Filliben et al. (1976)
Fischer (2000)

Hill et al. (2010)
Hillman (1993)
HMSO (1970)
IFPI (2001)
Kandel (2007)
Kandel & Metz (2001)
Kandel & Sheridan (2007)
Karasu (2010)
Kellogg & Wolff (2007)
Kellogg & Wolff (2008)
Kotchen & Grant (2011)
Kozuskova (2011)

Krarti & Hajiah (2011)
Mirza & Bergland (2011)
MCO (2001)
Momani et al. (2009)
Nordic Council (1974)
Ramos & Diaz (1999)
Rock (1997)
Shimoda et al. (2007)
Shore (1984)
Terna (2016)
Verdejo et al. (2016)
Wanko & Ingeborg (1983)

Independent estimates from Reincke & van den Broek (1999):
ADEME (1995)
ELTRA (1984)
ENEL (1999)

EnergieNed (1995)
EVA (1978)
SEP (1995)

VDEW (1993)
Wiener Stadtwerke (1999)

Some studies report estimates incomparable with the rest of the literature. Our
criteria for including studies in the meta-analysis are that 1) the study reports the
effect of a change from standard time to daylight saving time (the effect of a one-hour
clock shift during summer months), 2) the study reports the estimate in a way that
enables us to extract an estimate in percent per day for each day the DST policy
is implemented, and 3) the study focuses on electricity consumption (there are few
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estimates for other energy sources). To avoid comparing apples to oranges, we have to
exclude several studies or individual estimates within studies. For example, Littlefair
(1990), Crowley et al. (2014), Fong et al. (2007), and Rock (1997) report the effect
of double DST; Kotchen & Grant (2011) report several estimates of the effect of
a change from DST to standard time. Some studies only report lighting electricity
savings, such as Fong et al. (2007) or Rajaram & Rawal (2011); Pout (2006) does not
include electricity use for lighting in her analysis. Other studies (for example Innanen
& Innanen 1978; Basconi 2007; Sarwar et al. 2010; Pellen 2014) report DST savings
in such detail or manner that we were unable to recalculate them to be comparable
with the rest of the sample.
Our final data set comprises 162 estimates taken from 44 independent studies
reported in Table 2.1. We take advantage of the previous literature surveys on the
electricity savings from DST by Reincke & van den Broek (1999) and Aries & Newsham (2008), which identify the major studies on the DST effect published prior to
2008. Additionally, we search Google Scholar for studies published thereafter; the
search query is available in the online appendix at meta-analysis.cz/dst. We
identify 34 primary sources, i.e., studies directly estimating the DST effect (either
as a treatment coefficient DST from (2.1) in the regression framework or as a result of simulation or extrapolation) and one secondary source, Reincke & van den
Broek (1999), who report the results of 8 independent unpublished studies with DST
estimates collected from interviews with public or private energy companies. We
also inspect the references of all the studies in our sample published after 2008 to
determine whether we missed papers. We add the last study on April 30, 2016.
We collect all the estimates reported in the studies. Therefore, we have an unbalanced panel data set, since different studies provide a different number of estimates.
Some researchers conducting meta-analysis prefer to collect only one representative
estimate from each study, but we follow Stanley (2001, p. 135), who suggests that
it is “better err on the side of inclusion.” Figure 2.2 shows that there is substantial
heterogeneity in the estimates between and within studies, which might stem especially from the differences in methods and data. Moreover, Figure 2.3 shows the

2. Does Daylight Saving Save Electricity? A Meta-Analysis

32

Figure 2.2: Estimates of the DST savings effect vary across and
within studies
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Notes: The figure shows a box plot of the estimates of the DST effect on electricity savings reported
in individual studies. Negative estimates denote electricity savings. Outliers are excluded from
the figure but included in all statistical tests. Results vary within studies depending, among other
things, on the number of robustness checks conducted and regions analyzed.

heterogeneity of estimates between different countries. It follows that it is important
to control for the variations in the design of the study. Thus, we collect 16 aspects
of study design for all estimates (details can be found in Table 2.4 of Section 2.4).
The final data set is available online at meta-analysis.cz/dst.
Table 2.2 reports the mean of the DST savings’ estimates for different groups
of study design characteristics. On the left-hand side we report simple averages;
on the right-hand side the averages are weighted by the inverse of the number of
observations reported per study. This type of weighting does not allow large studies
to dominate the mean. Assigning each study the same weight yields an overall mean
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Figure 2.3: Some countries may consume more electricity because of
DST
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Notes: The figure shows a box plot of the estimates of the DST effect on
electricity savings reported for different countries. Negative estimates
denote electricity savings. Outliers are excluded from the figure but
included in all statistical tests. Results vary within studies depending,
among other things, on the number of robustness checks conducted and
regions analyzed.

estimate of −0.34, which suggests electricity savings of 0.34 percent of total electricity
consumption during the days when the daylight saving policy is applied. The 95%
confidence interval of (−0.43, −0.26) indicates considerable uncertainty around the
mean. This finding is consistent with existing surveys: Reincke & van den Broek
(1999) and Aries & Newsham (2008) place the mean estimate between 0% and 0.5%.
Table 2.2 documents that the means of DST electricity savings effects vary substantially across data and method choices. We observe that using hourly data instead
of daily data in the analysis tends to reduce the estimate of savings. We also observe
that the simulated results tend to be smaller than those obtained by regression or
other means of analysis. When a study estimates the savings effect in the residential
sector alone, we observe that the upper confidence interval of our estimate suggests electricity penalties instead of electricity savings. The difference-in-differences
approach seems to be associated with higher estimated savings.
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Table 2.2: DST effects vary across subsets of data, method, and publication characteristics
Unweighted
DST est. by group

No. of obs.

Mean

Data characteristics
Hourly data
Daily data
Main estimate
Europe
USA

139
15
67
43
94

-0.361
-0.687
-0.250
-0.474
-0.341

-0.428
-1.220
-0.410
-0.651
-0.441

Design of the analysis
Regression analysis
Simulation analysis
Other analysis
Residential consumption
Commercial consumption
Lighting consumption
Difference-in-differences

117
21
24
17
145
7
94

-0.395
-0.241
-0.120
0.219
-0.399
-0.337
-0.407

Publication characteristics
Journal publication
Unrefereed publication

41
121

Observations with SE
All observations

101
162

Weighted

95% conf. int.

Mean

95% conf. int.

-0.295
-0.155
-0.091
-0.297
-0.241

-0.335
-0.654
-0.338
-0.386
-0.307

-0.412
-1.099
-0.475
-0.527
-0.436

-0.258
-0.209
-0.202
-0.245
-0.178

-0.495
-0.408
-0.384
-0.132
-0.480
-0.621
-0.520

-0.295
-0.073
0.144
0.570
-0.319
-0.053
-0.294

-0.418
-0.259
-0.320
-0.117
-0.382
-0.304
-0.449

-0.544
-0.395
-0.550
-0.417
-0.471
-0.586
-0.619

-0.293
-0.123
-0.091
0.184
-0.293
-0.021
-0.279

-0.026
-0.439

-0.250
-0.517

0.199
-0.361

-0.121
-0.446

-0.284
-0.544

0.043
-0.348

-0.402
-0.334

-0.518
-0.419

-0.286
-0.250

-0.411
-0.343

-0.577
-0.429

-0.244
-0.257

Notes: The table presents mean estimates of the DST effect on electricity consumption (in %) for selected
groups of data, method, and publication characteristics (see details in Table 2.4). On the right-hand side
of the table the DST estimates are weighted by the inverse of the number of estimates reported per study.
SE = standard error.
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Figure 2.4: Journal publications report smaller savings from DST
journal estimate
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Notes: The figure depicts the Epanechnikov kernel density of the DST effect
estimates. The dashed curve denotes the normal distribution density, the
solid vertical line denotes sample mean of the DST estimate, and the dotted
vertical line denotes the mean of the DST estimates coming from journal
publications.
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Figure 2.4 depicts the distribution of the estimates of DST savings. The distribution is approximately symmetrical, and the mean estimate of −0.33 is very close to
the median estimate of −0.3, suggesting that there are not many outlying observations; thus, we do not need to exclude any estimates from our analysis. From Table 2.2
we see that the estimates that the authors prefer tend to be close to the average (when
we assign each study the same weight). Nevertheless, studies in peer-reviewed journals appear to publish smaller estimates (see Table 2.2), which might indicate that
factors other than the methodological reasons we can directly observe are responsible
for the conservative estimates—it is an indication of potential publication selection.

2.3

Publication Bias

The preference of authors and editors for a certain magnitude or statistical significance of an estimate is a common phenomenon in the economics literature (Doucouliagos & Stanley 2013; Havranek & Irsova 2012). The literature on the effects of DST
on electricity consumption is unique in the character of publication outlets: many of
the estimates come from the reports of government or electricity companies. These
institutions may have different reasons to prefer higher or lower estimates; there is,
however, little reason for the authors from research institutes to succumb to such
bias. Statistically insignificant estimates, in any case, might be more easily overlooked, leading to the so called file-drawer problem. Some cases of publication bias
have been previously documented even in the field of energy economics (for example,
Havranek et al. 2012; Reckova & Irsova 2015; Havranek & Kokes 2015; Havranek
et al. 2015b).
The so-called funnel plot is one of the most common tools used to detect publication bias. It is a scatter diagram with the estimate of the effect on the horizontal axis
and the precision of the estimate (the inverse of the standard error) on the vertical
axis (see Stanley 2005). For the majority of the estimates we consider, the authors
report t-statistics and, therefore, assume the estimated coefficient and its standard
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Figure 2.5: Funnel plot suggests little publication bias
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Notes: The figure depicts a funnel plot of the estimates of the DST effect. In
the absence of publication bias, the funnel should be symmetrical around the
most precise estimates of the DST effect on electricity savings. The dashed
vertical line denotes the mean of the estimates. Outliers are excluded from
the figure but included in all statistical tests.

error to be independent of one another.2 This property implies there should be
no relationship between an estimate and its standard error. Thus, regardless of the
magnitude of the true effect, the estimates in the plot should vary randomly and symmetrically around the true effect. With decreasing precision, the estimates become
more dispersed, thus creating an inverted funnel.
From Figure 2.5 we conclude that there is little evidence of publication bias in the
literature on DST electricity savings: when selection process is related to the magnitude of the effect, the funnel plot becomes asymmetrical; when the selection process
favors statistical significance, the funnel becomes hollow and wide. We observe that
Figure 2.5 does not exhibit either of these properties: the funnel is not hollow and is
relatively symmetrical. Nevertheless, the funnel plot is only a simple visual test, and
the dispersion of the estimates might suggest the presence of heterogeneity; therefore,
we still need more rigorous tests to support our claim that there is no bias present
2

Some estimates of DST savings result from simulations, and thus the ratio of the estimate to its
standard error does not follow the t-distribution. We use the approach of Havranek et al. (2015b)
and account for the simulated estimates and their standard errors (even for the estimates with
asymmetric confidence intervals we compute approximated standard errors, such as in Havranek
2015). This approach yields 11 additional observations, but it is worth noting that our results would
hold even if these estimates were excluded.
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in the literature.
As we have noted, in the absence of publication bias the estimates of DST savings
and their standard errors should be uncorrelated (Stanley 2005):
DSTij = DST0 + β · SE(DSTij ) + uij ,

(2.2)

where DSTij and SE(DSTij ) are the i-th estimates of the effect of DST on electricity
savings and its standard error reported in the j-th study and uij is the error term.
DST0 represents the true effect beyond potential publication bias captured by β. If
there were no publication bias present in our sample, β would equal zero. In Table 2.3
we show that various versions of this test corroborate our conclusion of insignificant
publication bias in the DST literature.
Table 2.3: Funnel asymmetry tests show no publication bias

SE (publication bias)
Constant (true effect)

OLS

FE

BE

Country

ME

IV

-0.410
(0.265)
∗∗∗
-0.293
(0.000778)

-1.217
(0.790)
∗∗∗
-0.222
(0.0700)

-0.410
(0.757)
∗∗∗
-0.294
(0.00812)

-0.496
(0.805)
∗∗∗
-0.278
(0.0459)

-0.449
(0.688)
∗∗∗
-0.291
(0.00731)

0.226
(1.088)
∗
-0.445
(0.243)

101

101

101

101

101

90

Observations

The table presents the results of a regression DSTij = DST0 + β · SE(DSTij ) + uij , where DSTij and
SE(DSTij ) are i-th estimate of the effect of DST on electricity savings and its standard error reported
in the j-th study. The model is estimated by weighted least squares with the inverse of the reported
estimate’s standard error taken as the weight. OLS = ordinary least squares, FE = study-level fixed
effects, BE = study-level between effects, Country = country-level fixed effects, ME = study-level mixed
effects, and IV = instrumental variable estimation, where the instrument for the standard error is the
number of observations (if the study is based on regression analysis). Standard errors in parentheses are
clustered at the study and country level (two-way clustering follows Cameron et al. 2011).
∗

p < 0.10,

∗∗

p < 0.05,

∗∗∗

p < 0.01.

The first column of Table 2.3 presents the baseline model of the funnel asymmetry
test from (2.2). The coefficient β, estimated by OLS, is not statistically significant
(p-value = 0.12), and the constant DST0 places the true effect of daylight savings
at approximately −0.29%. In the second column we add study-level fixed effects
to the baseline specification (following the guidelines of Stanley et al. 2013). Using
within-study variation for identification only marginally decreases the true effect,
as does using within-country variation in the fourth column. The estimated bias
becomes even less significant in other specifications: the model in the third column
uses between-study variation and provides nearly the same mean effect as our baseline
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model. The mixed effects model in the fifth column is convenient for our unbalanced
panel, since it employs restricted maximum likelihood and thus essentially assigns
each study the same weight; the results are again similar to the baseline case. In the
last column, we use the number of observations as an instrument for the standard
error. The instrumental variable estimation is naturally less precise, but the result
complies with the rest of the analysis: there is no publication bias present in the
literature on electricity savings from daylight saving time. Absence of publication
bias is rare in economics, but is also reported, for example, by Havranek & Irsova
(2017) on the impact of borders on trade.

-5

t-statistic (if the DST true effect is -0.29%)
0
5

10

Figure 2.6: Galbraith plot suggests some publication selection or heterogeneity
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Notes: The horizontal black lines form the boundary of the (−1, 96; 1, 96)
interval, which should not be surpassed in more that 95% of cases if there
is no publication bias related to statistical significance and no heterogeneity.
Outliers are excluded from the figure but included in all statistical tests.

As a complementary robustness check we depict the Galbraith plot (Galbraith
1988), which specifically concentrates on the likelihood of reporting significant results. It is a funnel plot rotated 90 degrees and adjusted to remove heteroskedasticity (Stanley 2005). We follow Havranek (2010) to define the adjusted t-statistics
T (DSTij ):
T (DSTij ) =

DSTij − DST0
,
SE(DSTij )

(2.3)
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where DST0 represents the true effect estimated by the funnel asymmetry test and
DSTij represents the i-th estimate of the daylight saving effect with SE(DSTij ) as
the corresponding standard error reported in the j-th study. For DST0 , we employ
the baseline true effect from the first column of Table 2.3, −0.293, and plot the final
statistics in Figure 2.6. If there is no systematic relationship between the effect and
the precision, the observations should be randomly distributed around zero and the
computed t-statistic should not be outside the interval (−1.96, 1.96) in more than 5%
of cases. Our results indicate that nearly 24% of the estimates would be significant if
the true effect were 0.293%. Such a result could create some formal grounds for the
presence of publication bias related to the significance of estimates. Nevertheless,
Figure 2.6 merely shows the presence of excess variation since the extreme values of
t-statistics, on average, offset one another (Stanley 2005), and therefore the mean
effect is not biased. Moreover, the value of the true effect in Table 2.3 also needs
to be challenged. There could be possible dependencies in study design and country
heterogeneity that affect our previous estimates, and we will address these issues in
the next section.

2.4
2.4.1

Heterogeneity of DST Estimates
Sources of Heterogeneity

We have seen from Figure 2.2 and Figure 2.3 that the estimates of the DST effect vary
considerably, but we have not been able to explain the variance by sampling error
and selective reporting. There is, however, another type of variation that might have
a systematic influence on the estimated effects of DST. Aries & Newsham (2008) note
that different studies estimate the DST effect using different data sets and methods.
We will attempt to explain these variations using meta-regression analysis (as in
Havranek & Irsova 2011, who show how broadly estimates of an economic effect can
vary across methods and countries). Since we do not observe publication bias in our
sample, we remove the standard error from (2.2) and replace it with explanatory
variables related to data and methodology. In so doing, we eliminate the apparent
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heteroskedasticity affecting the equation and control for heterogeneity among the
estimates.
The explanatory variables capturing the variation in data and methodology are
listed in Table 2.4; the table provides the definition of these variables and their summary statistics. The last column of the table presents the mean of the variables weighted by the inverse of the number of observations extracted from a study. We divide
the variables into three groups. First, we collect information on data characteristics
reflecting the data set and geographical specifics. Second, we collect information on
the design of the analysis to capture methodological differences. Third, we collect
information on publication characteristics, such as the journal impact factor. Our
intention here is not to provide an exhaustive survey of the methods used in the
DST literature but to identify the main reasons for the heterogeneity affecting the
estimates.

Data characteristics We consider the number of years examined in a study as a
potentially useful explanatory variable: it might show that savings become more
apparent in the long run when firms and households become better adapted to the
policy. We also control for what the authors find to be their own preferred estimate
in a particular study, which might indicate whether their own best-practice estimate
is systematically different from the rest of the reported results. Another source of
heterogeneity could be the granularity of the data: the information in daily data
is less detailed than the information in hourly data, for which researchers directly
observe changes in consumption during the morning and evening hours. We capture
the country-specific differences by including the variable for the duration of sunlight.
Specifically, we identify the average coordinates of the place, which relates either to
the country or the city for which the daylight savings effects were estimated. For
this geographical centroid, we identify the longest day of 2016 and its respective
number of sunlight hours. We also include dummy variables for the United States
and European countries.

The number of years used in the estimation.
= 1 if the estimate is preferred by the authors of the study.
= 1 if the data are examined on hourly or higher than hourly granularity.
= 1 if the data are examined on a daily basis.
Average time between sunrise and sunset on the longest day for the country
or region under examination (Source: U.S. Naval Observatory Astronomical
Applications Department).
= 1 if European countries are examined.
= 1 if US data are examined.

Description
The estimate of the impact of daylight saving time (DST) on electricity consumption in % per day of DST.
The estimated standard error of DST savings.

0.44
0.50
0.45
0.34
0.50
0.31
0.20
9.5
0.44
0.26
0.94

0.72
0.13
0.58
0.10
0.04
34.8
0.25
0.07
1.91

1.72
0.49
0.29
0.29
1.26

0.266

SD
0.547

0.27
0.58

2.30
0.41
0.09
0.09
15.19

0.339

Mean
-0.334

27.1
0.32
0.05
1.60

0.39
0.26
0.21
0.15
0.13

0.52
0.23

2.12
0.79
0.14
0.14
15.57

0.400

WM
-0.343

Notes: SD = standard deviation. WM = mean weighted by the inverse of the number of observations reported per study. All variables except
for citations and the impact factor are collected from studies estimating the DST effect (the search for studies was terminated on April 30, 2016).
Citations are collected from Google Scholar and the impact factor from RePEc. The data set is available at meta-analysis.cz/dst.

Europe
USA
Design of the analysis
Regression analysis = 1 if the primary study is based on regression analysis.
Simulation analysis = 1 if the study is based on simulation.
Difference-in-diff.
= 1 if the difference-in-differences approach is employed.
Residential cons.
= 1 if only residential consumption is examined.
Lighting cons.
= 1 if total electricity savings are reported as a result of lighting reduction.
Publication characteristics
Publication year
The publication year of the study (base = 1970).
Journal article
= 1 if the study was published in a peer-reviewed journal.
Impact factor
The recursive RePEc impact factor of the outlet.
Citations
The logarithm of the total number of citations of the study in Google Scholar.

SE
Data characteristics
Data period
Main estimate
Hourly data
Daily data
Daylight hours

Variable
Daylight savings

Table 2.4: Description and summary statistics of regression variables
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Design of the analysis DST estimates come either as a result of econometric analysis, simulation, or another type of analysis such as extrapolation or comparison.
Among the econometric analyses, which generate more than 70% of our estimates,
we observe frequent use of the difference-in-differences technique. The difference-indifferences approach accounts for differences between a control group (a time period
that should not be affected by DST) and a treatment group (a time period that
should be affected by DST). The set of other moderator variables included in the
regression analysis also differs, as does the functional form. In most cases, a log-level
model is employed to obtain the difference-in-differences estimate; nevertheless, for
example, Shore (1984), Basconi (2007), and Kandel & Sheridan (2007) employ a
level-level model directly examining the magnitudes of electricity consumption only
(the elasticity is then computed using sample means). The level-level model is, however, scarce in our data set, and therefore, we do not add a corresponding dummy
since it would display very little variation.
Nearly 30% of our estimates come from a type of analysis other than regression.
Typically, these estimates are produced by simulation or by more or less sophisticated
extrapolation. The simulations vary in their specification; moreover, the specification
is not always reported in detail. Assumptions of the simulations are derived either
from regression analysis, simple historical data analysis, or survey findings. The
control variables are then similar to those specified in regression analysis with the
exception that buildings and households are modeled in much greater detail. Therefore, the obvious benefit of simulation is that it is able to investigate the electricity
consumption patterns in greater depth; however, researchers must be more confident
in the correctness of the model specification. Extrapolation is usually based on shifts
in the daily load curves. In comparison with the previous approaches, extrapolation
is somewhat less sophisticated because this type of analysis makes it more difficult
to control for other relevant influencing factors.
We also control for the type of end-use and the type of end-customer of the
electricity considered in an analysis. The largest share of electricity consumption
goes to lighting, heating, cooling, and appliances. Estimates of the influence of
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DST on the consumption of individual electricity categories are relatively rare, and
would be difficult to compare. Therefore, we restrict our attention to estimates of
the impact on total electricity savings, with one exception: for 7 estimates in our
sample, the analysis in the primary study focuses on lighting electricity consumption,
but expresses the savings as a percentage of total consumption. Once again, here we
follow the advise of Stanley (2001, p. 135) to “better err on the side of inclusion” in
meta-analysis and collect the estimates for lighting electricity consumption as well,
but control for this aspect of methodology. Our results do not change qualitatively
when these 7 observations are deleted. Moreover, some researchers only estimate the
DST effect for residential areas, while the rest of the literature does not differentiate
between residential and business consumption. As the daily consumption cycle for
households differs from that for commercial or industrial buildings, we also control
for the type of end-customer assumed in an analysis.

Publication characteristics There might be methodological advances in the literature that we are not able to capture directly by method variables (the number of
studies and the number of estimates is not large). We employ several publication
characteristics as proxies for such aspects. For example, advances in methodology
should be captured by publication year—even though publication year may also capture underlying changes in the effect of DST on electricity consumption, related to,
for example, the rise of photovoltaics, which make the synchronization between daylight hours and human activity more beneficial (see, for instance, Green & Staffell
2017; Philibert 2012; Haar & Haar 2017). We also use several variables that control
for publication quality, which may also reflect unobserved aspects of data and methods. We examine whether studies yield consistently different results when they are
published in a peer-reviewed journal and in a journal with a higher or lower impact
factor and whether the number of citations is correlated with the result.
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Estimation Framework

In the end we have 14 aspects of study design. Ideally, we would like to regress all
these explanatory variables on the estimates of the DST effect we collected. Having
a relatively large number of variables, however, we face the problem that some of
them might prove redundant—in other words, there is substantial model uncertainty.
Redundant variables inflate the variance of all other parameters, and researchers
usually attempt to eliminate the insignificant variables one by one. Such a generalto-specific method is not statistically valid because t-tests are not designed to be
run conditionally on one another. Following Havranek et al. (2015a) and a plethora
of studies that address model uncertainty in economics, we employ Bayesian model
averaging instead.
Bayesian model averaging (BMA) estimates a number of models that use subsets
of the 14 explanatory variables on the right-hand side. For the estimation we use the
bms package in R (Feldkircher & Zeugner 2009) and a Markov Chain Monte-Carlo
sampler that only goes through the most important part of the model mass (there
are 214 possible models in total). Each estimated coefficient (posterior mean) is
the average coefficient of all the models weighted by the posterior model probability,
which is akin to adjusted R2 in frequentist econometrics. Another important concept,
posterior inclusion probability, is the sum of all posterior model probabilities of the
model in which a particular variable is included and reports how likely the variable is
to be included in the true model. The posterior standard deviation is analogous to the
standard error and follows the distribution of a coefficient from all estimated models.
Further details on BMA can be found, for example, in Hoeting et al. (1999), Eicher
et al. (2011), or Zeugner & Feldkircher (2015). BMA has been used in meta-analysis,
for example, by Irsova & Havranek (2013) and Zigraiova & Havranek (2016).

2.4.3

Results

The BMA results are depicted in Figure 2.7. Each row in the figure identifies a
variable, and rows are sorted in descending order according to the posterior inclusion
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probability. Each column in the figure identifies a model, and columns are sorted from
left to right in descending order according to the posterior model probability. Each
cell in the figure identifies a variable included in a model: if the cell is red (lighter in
grayscale), the sign of the variable is negative; if the cell is blue (darker in grayscale),
the sign of the variable is positive. A cell with no color identifies variables excluded
from the model. Five out of the 14 variables are included in the best model, and
their estimated signs are robust to the inclusion of the other variables in the model.
Figure 2.7: Model inclusion in Bayesian model averaging
Impact factor
Daylight hours
Difference-in-differences
Daily data
Simulation analysis
Journal publication
Residential consumption
Regression analysis
Citations
Data period
USA
Lighting consumption
Main estimate
Publication year

0

0.23

0.32

0.4

0.48

0.55

0.63

0.69

0.76 0.82 0.89 0.95 1

Notes: Response variable: the estimate of the DST effect on electricity savings. The columns
denote individual models; the variables are sorted by posterior inclusion probability in descending
order. Blue color (darker in grayscale) = the variable is included and the estimated sign is positive.
Red color (lighter in grayscale) = the variable is included and the estimated sign is negative. No
color = the variable is not included in the model. The horizontal axis measures cumulative
posterior model probabilities. A detailed description of all variables is available in Table 2.4;
numerical results of the BMA estimation are reported in Table 2.5.

We report the numerical results of BMA in Table 2.5. The posterior inclusion
probability is at least substantial (which is, according to Kass & Raftery 1995, above
0.9) for five variables: Impact factor, Daylight hours, Difference-in-differences, Daily
data, and Simulation analysis. For the rest of the variables, the posterior inclusion
probability is very weak (below 0.23), which suggests that they are not particularly
important in determining the magnitude of the estimate of the DST effect. In addi-
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tion, we run a frequentist check, reported on the right-hand side of the table, as a
simple OLS with standard errors clustered at both the study and country level. The
OLS results are consistent with our results from BMA: the highly significant variables
correspond to those with high posterior inclusion probability, and the coefficients in
both models are fairly similar in value and display the same signs. Additional diagnostics of the BMA exercise are available in Table 2.9 and Figure 2.9 in Section 2.A.
Table 2.5: Explaining the differences in the estimates of the DST
electricity savings
Response variable:
Estimate of DST savings

Bayesian model averaging

Frequentist check (OLS)

Post. mean

Post. SD

PIP

Coef.

Std. er.

p-value

Data characteristics
Data period
Main estimate
Daily data
Daylight hours
USA

-0.003
0.004
-0.444
-0.118
0.008

0.013
0.030
0.152
0.031
0.049

0.111
0.086
0.964
0.990
0.102

-0.020
0.064
-0.413
-0.101
0.185

0.037
0.082
0.166
0.032
0.117

0.591
0.434
0.013
0.002
0.113

Design of the analysis
Regression analysis
Simulation
Difference-in-differences
Residential consumption
Lighting consumption

-0.021
-0.361
-0.412
0.050
0.010

0.071
0.165
0.110
0.114
0.061

0.143
0.912
0.989
0.228
0.089

-0.116
-0.530
-0.438
0.106
0.058

0.190
0.150
0.066
0.170
0.137

0.541
0.000
0.000
0.532
0.674

Publication characteristics
Publication year
Journal publication
Impact factor
Citations

0.000
0.040
0.958
0.007

0.001
0.092
0.167
0.025

0.082
0.229
1.000
0.133

0.002
0.219
0.746
0.021

0.007
0.239
0.165
0.044

0.738
0.359
0.000
0.641

Constant
Studies
Countries
Observations

1.698
44
21
162

NA

1.000

1.316
44
21
162

0.637

0.039

Notes: The response variable is the estimate of the DST effect on electricity consumption (in
%). PIP = posterior inclusion probability. SD = standard deviation. The standard errors in the
frequentist check are clustered at both the study and country level (two-way clustering follows
Cameron et al. 2011). In this specification, we employ a uniform model prior and use the unit
information prior on Zellner’s g (Eicher et al. 2011). Further details on the BMA estimation are
available in Figure 2.7. A detailed description of all variables is available in Table 2.4.

Data characteristics According to our findings, the more daylight hours there are
on the longest day in a year at a specific location, the higher are the electricity
savings from DST. The variable Daylight hours is a proxy for the location’s latitude,
which corresponds to the countries and regions in our sample (when analyzing DST, it
makes more sense to directly consider the length of the day rather than latitude). The
implementation of DST has little effect at very high or very low latitudes: at higher
latitudes (close to the poles), the length of the day and night change significantly
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throughout the seasons, meaning that the standard working hours are far from the
sunrise and sunset in summer and winter; while at lower latitudes (close to the
equator), the daylight hours are nearly constant throughout the year. The time
change generates the greatest effect in the zone between the two extremes, where
daylight increases sufficiently during summer months to be relevant to working hours
and leisure time in the evenings.
One might suspect that the relationship between Daylight hours and DST savings
is not linear. We tested for the nonlinearity but found the quadratic term, Daylight
hours squared, to be insignificant. Therefore, we argue that the proportionality
of Daylight hours and DST savings is a linear approximation of their underlying
relationship. Since few people live close to the poles, our sample comprises regions
in the subtropical and temperate zones. The results from Table 2.5 suggest that
the further we go from the equator, the higher the electricity savings we observe
from DST, which is in line with intuition. Numerically, the −0.12 coefficient from
the BMA suggests that for each additional hour of sunlight on the longest day in
an affected region, the DST policy yields 0.12% more in electricity savings (other
things being equal). Weinhardt (2013) examines the heterogeneity in the response of
residential electricity consumption across different latitudes for the USA. Contrary
to our findings, he observes lower savings in the northern part of the US and higher
savings in the southern part of the US.
Sampling frequency represents another source of heterogeneity in the estimated
coefficients of DST savings. The usage of Daily data drives the saving estimates
upwards; estimates with higher frequency, mostly hourly data, are associated with
smaller savings. The effect of daily data is also economically significant, and the
estimated coefficient amounts to −0.44. Temporal aggregation thus introduces a
substantial upward bias into the estimated DST savings. The effects of temporal
aggregation have been discussed extensively in time series econometrics (Christiano
& Eichenbaum 1987; Silvestrini & Veredas 2008); the problem arises whenever the
decision frequency of households differs from the sampling frequency of the data
available to the econometrician. In the context of electricity consumption, households
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certainly optimize their behavior (at least) at the hourly frequency, exploiting the
pricing schemes that often differ between peak hours and other periods. With hourly
data one can control for these changes in consumption. Using daily data implies that
the econometrician inevitably ignores this optimization process, which might also
be related to the change in available daylight hours; in other words, we witness an
omitted variable bias. In practice, however, it is difficult to predict ex ante the sign
of the aggregation bias. But suppose, for the sake of illustration, that the DST policy
results in a slight shift in electricity consumption from off-peak to peak hours. Even if
the entire daily consumption does not change, the underlying impact is detrimental,
because now the society needs more sources of electricity to cover peak demand
(these additional sources are often idle in off-peak hours). Such a scenario would
be consistent with our results, but unfortunately we do not have enough individual
estimates for peak and off-peak hours to test this hypothesis.
Concerning other data variables, the length of the sample period used in an
analysis does not appear to be particularly important, and it does not seem to be
relevant whether the data come from the US. The estimates that the authors of
studies themselves prefer are close to the overall mean, which is also in line with our
finding of no publication bias in the literature.

Design of the analysis Most estimates of DST savings represent the output of either
simulation or regression analysis. Our results imply that the choice of methodology
entails, on average, systematically different estimates of DST savings. First, the
coefficient estimated for Simulation analysis indicates that the simulated estimates
of DST savings are larger on average by 0.36 than the rest of the data set, which
is significant because the mean estimate of DST is only 0.34. This result supports
the previous literature: Kellogg & Wolff (2008), for example, also report that their
simulation failed to predict the morning increase in consumption related to DST and
overestimated the evening decrease. The use of regression analysis does not seem to
deliver results different from the baseline case (extrapolation) unless the Differencein-differences approach is used. We observe an even larger impact on DST savings
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than in the case of simulations: other things being equal, the difference-in-differences
specification is associated with savings that are 0.41 greater than the baseline case.
Finally, Kotchen & Grant (2011) argue that residential consumers adjust their
behavioral patterns when the time change occurs and that the commercial and industrial electricity adjustment in demand is not particularly important. Sexton &
Beatty (2014) study behavioral responses to DST and find that residential consumers
shift electricity-intensive activities earlier in the day. Nevertheless, the insignificance
of the residential consumption variable instead suggests that the savings estimated
for overall consumption do not differ substantially from the savings estimated for residential consumption alone. We observe a similar outcome for lighting consumption:
the differences between end-customers and end-uses of electricity are not a source of
systematic differences among the estimates in our sample.

Publication characteristics While controlling for specific data and method choices,
we also include several publication characteristics. Among the proxies for quality,
the number of citations and journal publication are found to be less important than
the Impact factor of a journal. The difference in implied DST savings between a
study from a journal with a zero impact factor and an impact factor of one is 0.96;
better journals publish more pessimistic estimates of DST savings. This suggests
the presence of additional heterogeneity in methods or data (reflecting quality) that
we could not capture using the data- or method-specific variables codified for this
study, but that plays a role for a paper being published in a prestigious journal.
The correlation is likely to be due to unobserved quality aspects than to publication
bias, because in the previous section we show that there is no relation between the
estimates of the DST effect and their standard errors. The coefficient for the year
of publication has a low posterior inclusion probability, which suggests that newer
publications do not yield substantially different estimates.
The mean reported estimate of −0.34% does not fit all countries, as we observed
above. To provide the reader with an example of how the estimates of DST savings
for individual countries would be affected if we used the meta-regression results and
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filtered out the potential biases stemming from small data sets and improper methodology, we estimate the “best practice” DST savings for each country in our sample
using the outcome of the BMA exercise. This aspect of our analysis is the most
subjective since it involves defining the preferred value for all explanatory variables
(except for the number of daylight hours, where the values are given by the country’s
location and are the most important factor in explaining the heterogeneity among
the estimates), and other researchers might have different opinions on what constitutes best practice. We attempt to construct a synthetic study that assigns greater
weight to estimates based on broad data sets and reliable methodology and reported
in highly cited studies and prestigious journals.
We prefer the maximum number of years available for estimation in the primary
study and higher than daily data granularity since we wish to emphasize studies
using the most detailed information available (we plug in “9” for the Data period
and “0” for Daily data). We assign greater weight to the authors’ most preferred
estimates. In terms of methods, we prefer a study to use the difference-in-differences
approach, the most commonly employed tool that allows for better identification
than simple regression (and we also find it cleaner than simulation and extrapolation). We prefer general estimates of electricity savings to partial estimates based on
residential consumption and avoid derivations from estimates based solely on lighting
consumption.
Next, we plug in the maximum value of publication year from our sample since we
prefer recent studies. Moreover, we emphasize publication quality: we place greater
weight on studies published in refereed journals and those with the maximum number
of citations. We prefer journals with a high impact factor but also need to control for
one outlier, (Kotchen & Grant 2011); therefore, we choose the 95th percentile for the
Impact factor variable (if we use the sample maximum, we obtain negative electricity
savings). Finally, we set the dummy variable USA to zero for other countries than
the United States and control for country heterogeneity using the variable Daylight
hours, which varies from 13.2 (northern Chile) to 19.8 (southern Norway).
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Table 2.6: DST effects on electricity savings differ across countries
Mean
Australia
Austria
Chile
Czech Republic
Denmark
France
Germany
India
Israel
Italy
Japan
Jordan
Kuwait
Mexico
Netherlands
New Zealand
Norway
Sweden
Turkey
United Kingdom
USA
Europe
All countries

0.189
-0.059
0.074
-0.104
-0.258
-0.037
-0.130
0.248
0.146
0.012
0.112
0.150
0.168
0.223
-0.165
0.038
-0.512
-0.510
0.063
-0.201
0.087
-0.083
-0.014

95% conf. int.
-0.600
-0.822
-0.701
-0.865
-1.016
-0.802
-0.889
-0.550
-0.637
-0.756
-0.666
-0.634
-0.618
-0.572
-0.924
-0.733
-1.286
-1.283
-0.710
-0.959
-0.543
-0.845
-0.760

0.978
0.704
0.848
0.656
0.501
0.727
0.630
1.047
0.929
0.780
0.891
0.933
0.954
1.017
0.593
0.808
0.262
0.264
0.836
0.557
0.716
0.679
0.732

Notes: The table presents mean estimates of the DST coefficient in
% implied by the Bayesian model averaging and our definition of best
practice. The confidence intervals are approximate and constructed
using the standard errors estimated by OLS.

Table 2.6 provides the best-practice DST estimates for all 21 countries examined
by the studies in our data set. These estimates are calculated as a linear combination using the coefficients from the BMA meta-regression in Table 2.5 and values of
the variables corresponding to our definition of best practice. The resulting global
estimate is −0.01%, quite distant from −0.34%, the simple average effect reported in the literature. The 95% confidence interval of our best-practice estimate is
wide, (−0.76, 0.73). Nevertheless, plausible changes in the definition of best practice
would not typically lead to substantial changes in the result. For example, if we
were to prefer simulation analysis instead of the difference-in-differences approach,
the change in the result would only be 0.02. (Of course, more radical changes in
the definition would change the result substantially.) We conclude that electricity
savings from DST are, on average, negligible and highly unlikely to exceed 0.76% of
total electricity consumption during the days when the daylight saving policy is in
place.
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Robustness Checks

In this section we introduce alternatives to the baseline BMA specification employed
in the main part of the analysis. The baseline specification uses the unit information g-prior (UIP), which gives the prior the same weight in the estimation as one
observation from our data set. We also employ a uniform model prior, which means
that each model has the same prior probability. Such a combination of priors is
often used, because it is non-informative (in the absence of a theory that predicts a
particular value of the parameters in question, we want the data, not the priors, to
drive the results) and has been shown to perform well in predictive exercises (Eicher
et al. 2011). Of course, other combinations of priors are plausible. First, we employ
a random model prior, which refers to the beta-binomial prior advocated by Ley &
Steel (2009): the prior model probabilities are identical for all possible model sizes
(when all models have the same probability, as in the previous case, moderate model
sizes will get more weight, because they are more common). In this specification,
we set Zellner’s g prior following Fernandez et al. (2001), the so-called BRIC prior.
Second, we use the random model prior in combination with a more informative gprior, the data-dependent hyper-g prior suggested by Feldkircher & Zeugner (2012),
which should be less sensitive to noise in the data. Third, we use frequentist model
averaging, which employs no explicit priors.
The intuition of frequentist model averaging is similar to that of BMA discussed earlier: many models featuring different combinations of explanatory variables
are estimated and weighted according to their parsimony and goodness of fit. The
dominance of BMA in model averaging applications is given by the computational
simplicity of Bayesian relative to frequentist methods in this field. As far as we know,
the only previous meta-analysis that uses frequentist model averaging is Havranek
et al. (2017), not yet published at the time of writing this paper. Several studies,
especially in the literature on growth determinants, employ combinations of Bayesian and frequentist approaches (for instance, Sala-I-Martin et al. 2004). The few
studies that rely on solely frequentist techniques typically use information criteria

-0.016
-0.310
-0.390
0.037
0.007
0.000
0.030
0.977
0.005
1.627
44
21
162

Design of the analysis
Regression analysis
Simulation
Difference-in-differences
Residential consumption
Lighting consumption

Publication characteristics
Publication year
Journal publication
Impact factor
Citations

Constant
Studies
Countries
Observations
NA

0.001
0.082
0.162
0.021

0.064
0.193
0.128
0.100
0.053

0.016
0.028
0.179
0.035
0.043

1.000

0.061
0.173
1.000
0.097

0.110
0.800
0.965
0.167
0.066

0.105
0.067
0.910
0.971
0.076

1.454
44
21
162

0.001
0.104
0.797
0.016

-0.051
-0.406
-0.394
0.082
0.026

-0.008
0.016
-0.401
-0.105
0.057

Post. mean

NA

0.003
0.139
0.190
0.040

0.102
0.151
0.113
0.134
0.112

0.021
0.063
0.148
0.034
0.112

Post. SD

1.000

0.359
0.557
1.000
0.413

0.432
0.969
0.993
0.497
0.356

0.405
0.361
0.973
0.987
0.440

PIP

Bayesian model averaging: hyper-g

1.334
44
21
162

0.002
0.238
0.753
0.000

-0.121
-0.523
-0.431
0.100
0.072

-0.019
0.056
-0.403
-0.100
0.205

Coef.

0.629

0.004
0.155
0.190
0.021

0.137
0.152
0.126
0.163
0.181

0.030
0.104
0.151
0.037
0.137

SE

0.034

0.633
0.125
0.000
1.000

0.376
0.001
0.001
0.538
0.690

0.530
0.593
0.008
0.007
0.136

p-value

Frequentist model averaging

Notes: The response variable is the estimate of the DST effect on electricity consumption (in %). PIP = posterior inclusion probability. In the specification
on the left-hand side of the table, we employ a random model prior, which refers to the beta-binomial prior advocated by Ley & Steel (2009): the prior model
probabilities are identical for all possible model sizes. In this specification, we set Zellner’s g prior following Fernandez et al. (2001). In the right hand-side
specification, we employ a random model prior and use the data-dependent hyper-g prior suggested by Feldkircher & Zeugner (2012), which should be less
sensitive to noise in the data. Further details on both BMA estimations are available in Table 2.10 and Table 2.11. Frequentist model averaging uses Mallow’s
model averaging estimator (Hansen 2007) with orthogonalization of covariate space according to Amini & Parmeter (2012) to narrow the number of estimated
models. A detailed description of all variables is available in Table 2.4.

-0.004
0.003
-0.415
-0.114
0.005

Data characteristics
Data period
Main estimate
Daily data
Daylight hours
USA

PIP

Post. mean

Estimate of DST savings

Post. SD

Bayesian model averaging: BRIC

Response variable:

Table 2.7: Explaining the differences in DST estimates: robustness checks
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as weights. However, Hansen (2007) shows that weights selected by minimizing the
Mallows criterion (an estimate of the average squared error from the model average
fit) are asymptotically optimal. We follow the approach suggested by Amini & Parmeter (2012), who build on the pioneering insight of Magnus et al. (2010) and use
orthogonalization of the covariate space, thus significantly reducing the number of
models that need to be estimated.
The results of the robustness checks are reported in Table 2.7; more details on
the estimation are available in the Appendix. We can notice two regularities: first,
posterior inclusion probabilities are always slightly smaller in the BRIC robustness
check than in the baseline case; second, they are substantially larger when the hyperg prior is used. Similarly, the mean number of regressors is 6.064 for the UIP prior,
5.569 for the BRIC prior, and 8.7 for the hyper-g prior. These results are anticipated
by Feldkircher & Zeugner (2012, pp. 690–691), who show how posterior inclusion
probabilities are a function of g. For this reason, Feldkircher & Zeugner (2012)
argue against comparing the absolute value of the posterior inclusion probabilities
among models for which different g-priors are used (and especially the hyper-g prior).
Nevertheless, the results in Table 2.7 are so remarkably consistent with our baseline
estimation that even taking posterior inclusion probabilities at their face value would
not change our interpretation of the analysis. The most conspicuous difference is
the estimated impact of the variable Journal publication, for which we find weak
impact (PIP> 0.5) using the hyper-g prior, instead of no impact when using UIP or
BRIC. This finding would imply that estimates published in refereed journals tend to
report less savings from DST, by about 0.1 percentage points. The frequentist model
averaging specification, however, suggests that this effect is statistically insignificant.
As another robustness check, we conduct the BMA exercise only using estimates
corresponding to the United States. Perhaps some characteristics of the countries in
our data set are associated with the data or methodology used by researchers, which
might bias our baseline results. In any case, with more homogeneous data there
will be less noise in the estimates of the effects of DST, which might deliver more
precise quantifications of the underlying relationships. On the other hand, restricting
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Table 2.8: Explaining the differences in the estimates of DST electricity savings for the US
Response variable:

Bayesian model averaging

Estimate of DST savings

Frequentist check (OLS)

Post. mean

Post. SD

PIP

Coef.

Std. er.

p-value

Data characteristics
Data period
Main estimate
Daily data

0.094
0.034
-0.412

0.091
0.090
0.373

0.602
0.207
0.642

0.155
0.096
-0.669

0.062
0.091
0.194

0.013
0.290
0.001

Design of the analysis
Regression analysis
Simulation
Residential consumption

-0.359
-0.315
0.521

0.391
0.411
0.502

0.594
0.484
0.593

-0.718
-0.675
0.691

0.106
0.090
0.327

0.000
0.000
0.035

Publication characteristics
Publication year
Impact factor
Citations

0.014
0.451
0.053

0.010
0.457
0.131

0.737
0.583
0.241

0.023
0.293
0.033

0.006
0.167
0.189

0.000
0.080
0.863

Constant
Studies
Observations

-0.908
10
94

NA

1.000

-0.976
10
94

0.391

0.012

Notes: The response variable is the estimate of the DST effect on electricity consumption (in
%) for the United States. PIP = posterior inclusion probability. SD = standard deviation. The
standard errors in the frequentist check are clustered at the study level. In this specification,
we employ a uniform model prior and use the unit information prior on Zellner’s g (Eicher
et al. 2011). Further details on the BMA estimation are available in Table 2.12. A detailed
definition of all variables is available in Table 2.4.

Figure 2.8: Model inclusion in Bayesian model averaging for the US
Publication year
Daily data
Data period
Regression analysis
Residential consump.
Impact factor
Simulation analysis
Citations
Main estimate

0

0.22

0.31 0.39

0.47

0.55

0.62

0.7 0.76 0.83 0.9 0.96

Notes: Response variable: the estimate of the DST effect on electricity savings in the United States. The columns denote individual models; the variables are sorted by posterior inclusion probability in descending order. Blue color (darker in grayscale) =
the variable is included and the estimated sign is positive. Red
color (lighter in grayscale) = the variable is included and the estimated sign is negative. No color = the variable is not included
in the model. The horizontal axis measures cumulative posterior
model probabilities. Numerical results of the BMA estimation are
reported in Table 2.8.
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our attention to the US eliminates a large portion of the information content of our
data set, and also forces us to drop some variables because of collinearity (note, for
example, that we cannot use the crucial variable Daylight hours). The results of
the BMA analysis, which is conducted using the UIP g-prior and uniform model
prior, and shown in Figure 2.8 and Table 2.8, with more details provided in the
Appendix. It is not surprising that the results change quantitatively, given that
we throw away 34 out of the 44 studies. Nevertheless, the qualitative nature of
the findings endures: the frequency of data, estimation technique, and the journal’s
impact factor are robustly associated with the reported effect of DST on electricity
consumption. What is more, these results suggest that, at least in the US, newer
studies tend to report less electricity savings due to DST.

2.6

Conclusion

The main reason for implementing the daylight saving time scheme was to reduce
energy consumption. Some students of DST, however, question the real effect and
find the present evidence on this topic limited and often contradictory (Aries &
Newsham 2008). To shed greater light on this issue, we conduct a meta-analysis of
electricity savings from DST; using 162 estimates taken from 44 studies, we estimate
the underlying effect. We find that the mean estimate, 0.34% savings, is exaggerated
if we take into account the impact of data, method, and publication characteristics. When we place greater weight on the estimates that we consider more reliable
(that is, studies published in prestigious journals using high data frequencies and the
difference-in-differences method), we obtain a mean effect close to zero. In contrast,
we find no exaggeration attributable to publication selection, the usual culprit of bias
in applied economics (Doucouliagos & Stanley 2013).
Our meta-analysis suggests that the cross-country heterogeneity in DST savings
can be explained by a country’s location. To the best of our knowledge, this is the first
empirical analysis of the relationship between the effects of DST and cross-country
geography, and the analysis is enabled by our rich meta-data set based on the works
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of previous researchers. The largest electricity savings from DST are enjoyed by
countries with the longest daylight summer hours; the closer to the equator we go,
the smaller the savings we observe. Our results also indicate that the method choices
systematically influence the estimated savings: the use of simulation analysis or the
difference-in-differences approach both result in larger estimated savings compared
with simple regression or extrapolation. Moreover, higher data frequencies tend to
be associated with smaller estimated savings, and studies published in journals with
high impact factors also tend to be more pessimistic about the effects of DST.
A qualification of our results is in order. Because we use meta-analysis techniques, our estimates of the effect of DST are conditional on estimates reported in
previous studies. Thus our estimate of the mean effect can be viewed as a weighted
average of the literature on DST: a non-trivial weighted average, because we control
for publication bias and systematic misspecifications, but a weighted average nonetheless. If all studies in the literature share a common misspecification that biases
their results in one direction, we are unable to control for such a misspecification and
our result gets biased as well. Therefore, the correct interpretation of our analysis is
that, based on the available previous research, the best guess concerning the effect
of DST on electricity consumption is close to zero.
Other aspects of DST than electricity savings will probably prove more important,
but they are often difficult to estimate. The DST policy may affect traffic safety
(Ferguson et al. 1995), crime rates (Doleac & Sanders 2015), business and commercial
activities (Kamstra et al. 2000; Muller et al. 2009), and usable leisure time and can
even induce physiological (Lahti et al. 2010; Toro et al. 2015) and psychological effects
(Shapiro et al. 1990; Olders 2003; Kuehnle & Wunder 2014). The topic calls for a
cost-benefit analysis, but to conduct such analysis we would need estimates of the
aforementioned effects. On the cost side, one could use the estimates of the number
of traffic casualties attributable to DST, which in the US amounts to 366 per year
according to Coate & Markowitz (2004). Multiplying this by the mean value of a
statistical life, $2.74 million, reported by Doucouliagos et al. (2012) and corrected
for publication bias, we obtain $1 billion in yearly losses for the US alone (in 2000
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dollars). A recent study by Smith (2016) exploiting the 2007 DST policy change puts
the number at $275 million. An implication of our meta-analysis is that it is time
for the research literature to reorient itself to examine the more subtle and covert
effects of DST.
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Ebersole, N., D. Rubin, E. Darling, I. Englander, L. Frenkel, N. Meyerhoff, D. Prerau, K. Schaeffer, & J. Morrison (1975): “The Daylight
Saving Time Study: Volume I - Final Report on the Operation and Effects of Daylight Saving Time.” A report to Congress from the Secretary of Transportation,
Washington: US Department of Transportation.
Ebersole, N. U. (1974): “The Year-Round Daylight Saving Time Study.” National
government publication, Final report to Congress from the Secretary of Transportation, Washington: US Department of Transportation.
Eicher, T. S., C. Papageorgiou, & A. E. Raftery (2011): “Default priors and
predictive performance in Bayesian model averaging, with application to growth

2. Does Daylight Saving Save Electricity? A Meta-Analysis

61

determinants.” Journal of Applied Econometrics 26(1): pp. 30–55.
ELTRA (1984): “Internal ELTRA (Denmark Power Grid Operator) estimate on
energy savings from DST via Mr. Henning Parbo.” In K.-J. Reincke & F. van den
Broek (editors), “Summer Time: Thorough examination of the implications of
summer-time arrangements in the Member States of the European Union,” Executive summary. Commission Europeenne 1999: Leiden.
ENEL (1999): “Internal ENEL (Italian national energy company - Ente nazionale
per l’energia elettrica) estimate on energy savings from DST via ing. Mario Moro.”
In K.-J. Reincke & F. van den Broek (editors), “Summer Time: Thorough
examination of the implications of summer-time arrangements in the Member States of the European Union,” Executive summary. Commission Europeenne 1999:
Leiden.
EnergieNed (1995): “Internal estimate of the Federation of Energy Companies
in the Netherlands (Energie-Nederland) on energy savings from DST.” In K.-J.
Reincke & F. van den Broek (editors), “Summer Time: Thorough examination
of the implications of summer-time arrangements in the Member States of the
European Union,” Executive summary. Commission Europeenne 1999: Leiden.
EVA (1978): “Internal EVA (Austrian Energy Agency - Energieverwertungsagentur) forecast on energy savings from DST via Mag. Fickel.” In K.-J. Reincke
& F. van den Broek (editors), “Summer Time: Thorough examination of the
implications of summer-time arrangements in the Member States of the European
Union,” Executive summary. Commission Europeenne 1999: Leiden.
Feldkircher, M. & S. Zeugner (2009): “Benchmark Priors Revisited: On Adaptive Shrinkage and the Supermodel Effect in Bayesian Model Averaging.” IMF
Working Papers 09/202, International Monetary Fund.
Feldkircher, M. & S. Zeugner (2012): “The impact of data revisions on the
robustness of growth determinants—a note on ‘determinants of economic growth:
Will data tell?” Journal of Applied Econometrics 27(4): pp. 686–694.

2. Does Daylight Saving Save Electricity? A Meta-Analysis

62

Ferguson, S. A., D. F. Preusser, A. K. Lund, P. L. Zador, & R. G. Ulmer
(1995): “Daylight saving time and motor vehicle crashes: the reduction in pedestrian and vehicle occupant fatalities.” American Journal of Public Health 85(1):
pp. 92–96.
Fernandez, C., E. Ley, & M. Steel (2001): “Benchmark priors for Bayesian model
averaging.” Journal of Econometrics 100(2): pp. 381–427.
Filliben, J. J., I. R. Bartky, H. Ku, & H. Oser (1976): “Review and technical
evaluation of the DOT daylight saving time study.” Technical appendix to NBS Internal Report (Hearing to Daylight Savings Act of 1976), pp. 125-351 KF27.I5589,
US National Bureau of Standards, Washington.
Fischer, U. (2000): “Does the summer time help to save energy? (in German: Hilft
die Sommerzeit beim Sparen von Energie?” Licht 52(5): pp. 574–577.
Fong, W. K., H. Matsumoto, Y. F. Lun, & R. Kimura (2007): “Energy Savings
Potential of the Summer Time Concept in Different Regions of Japan From the
Perspective of Household Lighting.” Journal of Asian Architecture and Building
Engineering 6(2): pp. 371–378.
Galbraith, R. F. (1988): “A note on graphical presentation of estimated odds ratios
from several clinical trials.” Statistics in Medicine 7(8): pp. 889–894.
Green, R. & I. Staffell (2017): “Prosumage and the british electricity market.”
Economics of Energy & Environmental Policy 6(1): pp. 33–49.
Haar, L. N. & L. Haar (2017): “An Option Analysis of the European Union Renewable Energy Support Mechanisms.” Economics of Energy & Environmental
Policy 6(1): pp. 131–150.
Hansen, B. (2007): “Least Squares Model Averaging.” Econometrica 75(4): pp.
1175–1189.
Havranek, T. (2010): “Rose effect and the euro: is the magic gone?” Review of
World Economics 146(2): pp. 241–261.
Havranek, T. (2015): “Measuring Intertemporal Substitution: The Importance of

2. Does Daylight Saving Save Electricity? A Meta-Analysis

63

Method Choices and Selective Reporting.” Journal of the European Economic
Association 13(6): pp. 1180–1204.
Havranek, T., R. Horvath, Z. Irsova, & M. Rusnak (2015a): “Cross-country
heterogeneity in intertemporal substitution.” Journal of International Economics
96(1): pp. 100–118.
Havranek, T. & Z. Irsova (2011): “Estimating Vertical Spillovers from FDI: Why
Results Vary and What the True Effect Is.” Journal of International Economics
85(2): pp. 234–244.
Havranek, T. & Z. Irsova (2012): “Survey Article: Publication Bias in the Literature on Foreign Direct Investment Spillovers.” Journal of Development Studies
48(10): pp. 1375–1396.
Havranek, T. & Z. Irsova (2017): “Do Borders Really Slash Trade? A MetaAnalysis.” IMF Economic Review 65(2): pp. 365–396.
Havranek, T., Z. Irsova, & K. Janda (2012): “Demand for gasoline is more priceinelastic than commonly thought.” Energy Economics 34(1): pp. 201–207.
Havranek, T., Z. Irsova, K. Janda, & D. Zilberman (2015b): “Selective reporting and the social cost of carbon.” Energy Economics 51(C): pp. 394–406.
Havranek, T. & O. Kokes (2015): “Income elasticity of gasoline demand: A metaanalysis.” Energy Economics 47(C): pp. 77–86.
Havranek, T., M. Rusnak, & A. Sokolova (2017): “Habit Formation in Consumption: A Meta-Analysis.” European Economic Review 95: pp. 142–167.
Hill, S. I., F. Desobry, E. W. Garnsey, & Y. F. Chong (2010): “The impact on
energy consumption of daylight saving clock changes.” Energy Policy 38(9): pp.
4955–4965.
Hillman, M. (1993): Time for Change: Setting Clocks Forward by One Hour throughout the Year. A new review of the evidence. Policy Studies Institute, London.
HMSO (1970): Review of British Standard Time. Command 4512 Series. Her Majesty’s Stationary Office: Great Britain - Home Office and Great Britain - Scottish

2. Does Daylight Saving Save Electricity? A Meta-Analysis

64

Home and Health Dept.
Hoeting, J. A., D. Madigan, A. E. Raftery, & C. T. Volinsky (1999): “Bayesian
model averaging: a tutorial.” Statistical Science 14(4): pp. 382–417.
IFPI (2001): “Interim report: The energy impact of daylight saving time implementation in Indiana.” Technical report, Indiana Fiscal Policy Institute.
Innanen, K. A. & S. E. H. Innanen (1978): “On the Management of Daylight
Saving Time in Southern Ontario.” Journal of the Royal Astronomical Society of
Canada 72(4): pp. 206–219.
Irsova, Z. & T. Havranek (2013): “Determinants of Horizontal Spillovers from
FDI: Evidence from a Large Meta-Analysis.” World Development 42(C): pp. 1–
15.
Kamstra, M. J., L. A. Kramer, & M. D. Levi (2000): “Losing sleep at the market:
the daylight saving anomaly.” American Economic Review 90(4): pp. 1005–1011.
Kandel, A. (2007): “Electricity Savings of Early Daylight Saving Time.” Staff paper,
California Energy Commission.
Kandel, A. & D. Metz (2001): “Effects of Daylight Saving Time on California
Electricity Use.” Staff report, California Energy Commission.
Kandel, A. & M. Sheridan (2007): “The Effect of Early Daylight Saving Time on
California Electricity Consumption: A Statistical Analysis.” Staff report, California
Energy Commission.
Karasu, S. (2010): “The effect of daylight saving time options on electricity consumption of Turkey.” Energy 35(9): pp. 3773–3782.
Kass, R. E. & A. E. Raftery (1995): “Bayes Factors.” Journal of the American
Statistical Association 90(430): pp. 773–795.
Kellogg, R. & H. Wolff (2007): “Does extending daylight saving time save
energy? Evidence from an Australian experiment.” IZA Discussion Paper 2704,
Institute for the Study of Labor.
Kellogg, R. & H. Wolff (2008): “Daylight time and energy: Evidence from an

2. Does Daylight Saving Save Electricity? A Meta-Analysis

65

Australian experiment.” Journal of Environmental Economics and Management
56(3): pp. 207–220.
Kotchen, M. J. & L. E. Grant (2011): “Does Daylight Saving Time Save Energy?
Evidence from a Natural Experiment in Indiana.” The Review of Economics and
Statistics 93(4): pp. 1172–1185.
Kozuskova, K. (2011): “Jake jsou naklady a vynosy letniho casu.” Bachelor thesis,
The University of Economics, Prague, Faculty of Economics.
Krarti, M. & A. Hajiah (2011): “Analysis of impact of daylight time savings on
energy use of buildings in Kuwait.” Energy Policy 39(5): pp. 2319–2329.
Kuehnle, D. & C. Wunder (2014): “Using the life satisfaction approach to value
daylight savings time transitions. Evidence from Britain and Germany.” BGPE
Discussion Paper 156, Bavarian Graduate Program in Economics.
Lahti, T., E. Nysten, J. Haukka, P. Sulander, & T. Partonen (2010): “Daylight saving time transitions and road traffic accidents.” Journal of Environmental
and Public Health 2010(657167): pp. 1–3.
Ley, E. & M. F. Steel (2009): “On the effect of prior assumptions in Bayesian model
averaging with applications to growth regression.” Journal of Applied Econometrics
24(4): pp. 651–674.
Littlefair, P. (1990): “Effects of clock change on lighting energy use.” Energy
World 175: pp. 15–17.
Magnus, J. R., O. Powell, & P. Prufer (2010): “A comparison of two model averaging techniques with an application to growth empirics.” Journal of Econometrics
154(2): pp. 139–153.
MCO (2001): “Internal estimate on energy savings from DST from electricity market
company M-Co New Zealand.” In G. R. Aries, M. B. C. & Newsham (editor),
“Effect of daylight saving time on lighting energy use: A literature review,” volume
38(2008), pp. 1858–1866. Energy Policy.
Mirza, F. M. & O. Bergland (2011): “The impact of daylight saving time on

2. Does Daylight Saving Save Electricity? A Meta-Analysis

66

electricity consumption: Evidence from southern Norway and Sweden.” Energy
Policy 39(6): pp. 3558–3571.
Momani, M. A., B. Yatim, & M. A. M. Ali (2009): “The impact of the daylight
saving time on electricity consumption—A case study from Jordan.” Energy Policy
37(5): pp. 2042–2051.
Muller, L., D. Schiereck, M. W. Simpson, & C. Voigt (2009): “Daylight saving
effect.” Journal of Multinational Financial Management 19(2): pp. 127–138.
Nordic Council (1974): “Sommertid/ny normaltid.” Joint Nordic commission
report series (Nordisk Utredningsserie) 12, Nordisk Ministerrad, Stockholm.
Olders, H. (2003): “Average sunrise time predicts depression prevalence.” Journal
of Psychosomatic Research 55(2): pp. 99–105.
Pellen, A. (2014): “How Does Daylight Saving Time Affect Electricity Demand?”
2014 Conference (58th) No. 165870, February 4-7, 2014, Port Maquarie, Australia.
Philibert, C. (2012): “Solar integration.” Economics of Energy & Environmental
Policy 1(2): pp. 37–45.
Pout, C. (2006): “The effect of clock changes on energy consumption in UK buildings.” Technical Report Client report number 222-601, Building Research Establishment.
Rajaram, P. & R. Rawal (2011): “Potential Savings in lighting energy due to advancement in Indian Standard time: An Enquiry in context of commercial office
spaces in India.” In “Proceedings of Building Simulation: 12th Conference of International Building Performance Simulation Association, Sydney, 14-16 November,”
pp. 1639–1646.
Ramos, G. & R. Diaz (1999): “A methodology to classify residential customers by
their pattern of use.” In “Proceedings of the Power Engineering Society Summer
Meeting of The Institute of Electrical and Electronics Engineers (IEEE),” volume 1,
pp. 226–231.
Reckova, D. & Z. Irsova (2015): “Publication Bias in Measuring Anthropogenic

2. Does Daylight Saving Save Electricity? A Meta-Analysis

67

Climate Change.” Energy & Environment 26(5): pp. 853–862.
Reincke, K.-J. & F. van den Broek (1999): Summer Time: Thorough examination
of the implications of summer-time arrangements in the Member States of the
European Union. Executive summary. Study conducted by Research voor Beleid
International for the European Commission. Commission Europeenne, Leiden.
Rock, B. A. (1997): “Impact of daylight saving time on residential energy consumption and cost.” Energy and Buildings 25(1): pp. 63–68.
Sala-I-Martin, X., G. Doppelhofer, & R. I. Miller (2004): “Determinants of
Long-Term Growth: A Bayesian Averaging of Classical Estimates (BACE) Approach.” American Economic Review 94(4): pp. 813–835.
Sarwar, R., R. Chakrabartty, N. Ahmed, K. M. Ahmed, & Q. Ahsan (2010):
“Effect of Daylight Saving Time on Bangladesh Power System.” In “Proceedings from the International Conference on Electrical and Computer Engineering
(ICECE) 2010: Dhaka,” pp. 291–293.
SEP (1995): “Internal estimate of the Samenwerkende Energie Producenten (SEP)
on energy savings from DST.” In K.-J. Reincke & F. van den Broek (editors),
“Summer Time: Thorough examination of the implications of summer-time arrangements in the Member States of the European Union,” Executive summary.
Commission Europeenne 1999: Leiden.
Sexton, A. L. & T. K. Beatty (2014): “Behavioral responses to Daylight Savings
Time.” Journal of Economic Behavior & Organization 107(PA): pp. 290–307.
Shapiro, C. M., F. Blake, E. Fossy, & B. Adams (1990): “Daylight saving time
in psychiatric illness.” Journal of Affective Disorders 19(3): pp. 177–181.
Shimoda, Y., T. Asahi, A. Taniguchi, & M. Mizuno (2007): “Evaluation of cityscale impact of residential energy conservation measures using the detailed end-use
simulation model.” Energy 32(9): pp. 1617–1633.
Shore, H. (1984): “Summer Time and Electricity Conservation: The Israeli Case.”
Energy Journal 5(2): pp. 53–70.

2. Does Daylight Saving Save Electricity? A Meta-Analysis

68

Silvestrini, A. & D. Veredas (2008): “Temporal Aggregation Of Univariate And
Multivariate Time Series Models: A Survey.” Journal of Economic Surveys 22(3):
pp. 458–497.
Smith, A. C. (2016): “Spring Forward at Your Own Risk: Daylight Saving Time
and Fatal Vehicle Crashes.” American Economic Journal: Applied Economics
8(2): pp. 65–91.
Stanley, T., H. Doucouliagos, M. Giles, J. H. Heckemeyer, R. J. Johnston,
P. Laroche, J. P. Nelson, M. Paldam, J. Poot, G. Pugh, & R. S. R. and
(2013): “Meta-analysis of economics research reporting guidelines.” Journal of
Economic Surveys 27(2): pp. 390–394.
Stanley, T. D. (2001): “Wheat from Chaff: Meta-analysis as Quantitative Literature Review.” Journal of Economic Perspectives 15(3): pp. 131–150.
Stanley, T. D. (2005): “Beyond Publication Bias.” Journal of Economic Surveys
19(3): pp. 309–345.
Terna (2016): “Daylight saving time: In seven months Italy saved...” Press releases
from october 2006-2016, Terna Group: grid operator for electricity transmission in
Italy.
Toro, W., R. Tigre, & B. Sampaio (2015): “Daylight Saving Time and incidence of
myocardial infarction: Evidence from a regression discontinuity design.” Economics
Letters 136: pp. 1361–4.
VDEW (1993): “Internal VDEW (Association of German Power Utilities - Vereinigung Deutscher Elektrizitätswerke e.V.) estimate on energy savings from DST
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Diagnostics of BMA

Table 2.9: Summary of BMA estimation: UIP
Mean no. regressors
6.0646
Modelspace
16,384
Model prior
Uniform

Draws
2 · 106
Visited
34%
g-prior
UIP

Burn-ins
1 · 106
Topmodels
100%
Shrinkage-stats
Av = 0.9939

Time
5.024066 mins
Corr PMP
1

No. models visited
560,236
No. obs.
162

Notes: In this specification, we employ the priors suggested by Eicher et al. (2011), who
recommend using the uniform model prior (each model has the same prior probability)
and the unit information prior (the prior provides the same amount of information as one
observation of the data).

Figure 2.9: Model size and convergence, BMA with UIP prior
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Figure 2.10: Model Inclusion in BMA with BRIC prior
Impact factor
Daylight hours
Difference-in-differences
Daily data
Simulation analysis
Journal publication
Residential consumption
Regression analysis
Data period
Citations
USA
Main estimate
Lighting consumption
Publication year

0

0.3

0.38

0.45

0.54

0.61 0.68 0.74 0.8 0.85 0.92 0.98

Notes: Response variable: estimate of the DST effect in electricity savings. Columns
denote individual models; variables are sorted by posterior inclusion probability in
descending order. Blue color (darker in grayscale) = the variable is included and the
estimated sign is positive. Red color (lighter in grayscale) = the variable is included and
the estimated sign is negative. No color = the variable is not included in the model.
The horizontal axis measures cumulative posterior model probabilities. A detailed
description of all variables is available in Table 2.4; numerical results of the BMA
estimation are reported in Table 2.7.

Figure 2.11: Model Inclusion in BMA with hyper-g prior
Impact factor
Difference-in-differences
Daylight hours
Daily data
Simulation analysis
Journal publication
Residential consumption
USA
Regression analysis
Citations
Data period
Main estimate
Publication year
Lighting consumption

0

0.07

0.14

0.2

0.26 0.33 0.39 0.45 0.51 0.58 0.64 0.7 0.75 0.81 0.88 0.94

1

Notes: Response variable: estimate of the DST effect in electricity savings. Columns
denote individual models; variables are sorted by posterior inclusion probability in
descending order. Blue color (darker in grayscale) = the variable is included and the
estimated sign is positive. Red color (lighter in grayscale) = the variable is included and
the estimated sign is negative. No color = the variable is not included in the model.
The horizontal axis measures cumulative posterior model probabilities. A detailed
description of all variables is available in Table 2.4; numerical results of the BMA
estimation are reported in Table 2.7.
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Table 2.10: Summary of BMA estimation: BRIC
Mean no. regressors
5.5698
Modelspace
16,384
Model prior
Random

Draws
2 · 106
Visited
29.88%
g-prior
BRIC

Burn-ins
1 · 106
Topmodels
100%
Shrinkage-stats
Av = 0.9949

Time
4.995537 mins
Corr PMP
1

No. models visited
489,541
No. obs.
162

Notes: The “random” model prior refers to the beta-binomial prior advocated by Ley &
Steel (2009); Zellner’s g prior is set according to Fernandez et al. (2001).

Figure 2.12: Model size and convergence, BMA with BRIC prior

0.4

Posterior Model Size Distribution
Mean: 5.5698

Prior

0.0

0.2

Posterior

0

1

2

3

4

5

6

7

8

9

10

11

12

13

14

Model Size

Posterior Model Probabilities
(Corr: 1.0000)

PMP (Exact)

0.00

0.20

PMP (MCMC)

0

500

1000

1500

Index of Models

2000

2500

2. Does Daylight Saving Save Electricity? A Meta-Analysis

73

Table 2.11: Summary of BMA estimation: hyper-g
Mean no. regressors
8.7791
Modelspace
16,384
Model prior
Random

Draws
2 · 106
Visited
78.46%
g-prior
hyper (a=2.0102)

Burn-ins
Time
1 · 106
8.367627 mins
Topmodels Corr PMP
100%
0.9995
Shrinkage-stats
Av = 0.9949, Stdev=0.042

No. models visited
1,285,508
No. obs.
162

Notes: This specification of the “random” model uses the hyper-g prior suggested by
Feldkircher & Zeugner (2012).

Figure 2.13: Model size and convergence, BMA with hyper-g prior
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Table 2.12: Summary of BMA estimation: UIP, based on the US
data
Mean no. regressors
4.6764
Modelspace
512
Model prior
Uniform

Draws
2 · 106
Visited
19.62%
g-prior
UIP

Burn-ins
1 · 106
Topmodels
100%
Shrinkage-stats
Av = 0.9895

Time
6.17748 mins
Corr PMP
1.0000

No. models visited
917,357
No. obs.
94

Notes: In this specification, we employ the priors suggested by Eicher et al. (2011), who
recommend using the uniform model prior (each model has the same prior probability)
and the unit information prior (the prior provides the same amount of information as one
observation of the data).

Figure 2.14: Model size and convergence: BMA with UIP prior, based on the US data
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Chapter 3

Determinants of Horizontal
Spillovers from FDI: Evidence from
a Large Meta-Analysis
Abstract: The voluminous empirical research on horizontal productivity spillovers from
foreign investors to domestic firms has yielded mixed results. In this paper, we collect 1,205
estimates of spillovers from the literature and examine which factors influence spillover magnitude. To identify the most important determinants of spillovers among 43 collected variables,
we employ Bayesian model averaging. Our results suggest that horizontal spillovers are on
average zero, but that their sign and magnitude depend systematically on the characteristics
of the domestic economy and foreign investors. The most important determinants are the
technology gap between domestic and foreign firms and the ownership structure in investment projects. Foreign investors who form joint ventures with domestic firms and who come
from countries with a modest technology edge create the largest benefits for the domestic
economy.
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Introduction

With the rise in global flows of foreign direct investment (FDI) in recent decades, the
policy competition for FDI among transition and developing countries has intensified. Consequently, many researchers have focused on the economic rationale of FDI
incentives (Blomstrom & Kokko 2003, provide a review). The major hypothesis examined in the literature states that domestic firms may indirectly benefit from FDI: it
is assumed that knowledge “spills over” from foreign investors or their acquired firms
and helps domestic firms augment their productivity. (There is now solid evidence
that FDI directly increases the productivity of the acquired firms; see Arnold & Javorcik 2009, for the case of Indonesia.) Nevertheless, the reported estimates of these
“productivity spillovers” differ greatly in terms of both the statistical significance of
the effect and its magnitude.
We build on the work of Crespo & Fontoura (2007), who review the literature on
the determinants of FDI spillovers and thoroughly discuss the numerous factors that
may cause the spillover effects to vary. Whereas the survey of Crespo & Fontoura
(2007) is narrative, we examine spillover determinants using a quantitative method
of literature surveys: meta-analysis. Meta-analysis was originally developed in medicine to aggregate costly clinical trials, and it has been widely used in economics to
investigate the heterogeneity in reported results since the pioneering contribution of
Stanley & Jarrell (1989). Recent applications of meta-analysis in economics include,
among others, Card et al. (2010) on the evaluation of active labor market policies,
Rusnak et al. (2013) on the effect of monetary policy on prices, Londono & Johnston
(2012) on the willingness to pay for tropical coral reef recreation, and Babecky &
Campos (2011) on the relation between structural reforms and economic growth in
transition countries. In our case, meta-analysis makes use of evidence reported for
many countries and different types of investment projects, enabling us to investigate
hypotheses that are difficult to address in single-country case studies.
In the search for spillover determinants we focus on the characteristics of FDI
host and source countries, foreign firms, and domestic firms in the host country.
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Moreover, we collect an extensive set of 34 control variables that may help explain
the differences in reported findings, including the aspects of data used by primary
studies on FDI spillovers, their methodology, publication quality, and author characteristics. To find the most important determinants we employ Bayesian model
averaging. Bayesian model averaging is suitable for meta-analysis because of the
inherent model uncertainty: while there is a consensus in the literature that some
factors may mediate productivity spillovers (such as the technology gap, trade openness, or financial development), it is not clear which aspects of study design are
important. Nevertheless, omission of these control variables may lead to biased estimates of coefficients for the main variables of interest. Bayesian model averaging
allows us to concentrate on potential spillover determinants while taking all method
variables into account.
In this paper we meta-analyze horizontal spillovers from FDI; that is, the effects
of foreign investment on domestic firms in the same sector (as opposed to vertical
spillovers, which denote the effect of FDI on domestic firms in supplier or customer sectors). To our knowledge, there have been two meta-analyses of horizontal
spillovers: Görg & Strobl (2001) and Meyer & Sinani (2009). The meta-analysis by
Görg & Strobl (2001) concentrates on the effect of study design on reported spillover coefficients and additionally tests for publication bias. Meyer & Sinani (2009)
examine country heterogeneity in the estimates of spillovers. Compared with the
earlier meta-analyses, we gather a more homogeneous sample of estimates so that
we are able to examine the economic effect of spillovers. Moreover, we collect ten
times more estimates of spillovers and investigate three times more factors that may
explain spillover heterogeneity than Meyer & Sinani (2009), the larger of the earlier
meta-analyses. We also revisit the issue of publication bias in the literature on horizontal spillovers from FDI employing modern meta-regression methods developed
by Stanley (2005) and Stanley (2008).
The paper is structured as follows. Section 3.2 describes the properties of the data
set of spillover estimates. Section 3.3 introduces the potential spillover determinants
and the methodology of Bayesian model averaging. Section 3.4 presents estimation
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results. In Section 3.5 we test for publication bias in the literature. Section 3.6
provides a summary and policy implications.

3.2

The Data Set

Our data set comprises evidence on FDI spillovers from 45 countries reported in 52
empirical studies; the list of the studies used in the meta-analysis is available in the
Appendix (Table 3.5). To increase the comparability of the estimates in our sample,
we only include modern empirical studies that examine horizontal spillovers together with vertical spillovers in the same specification.1 The first empirical studies
on vertical spillovers appeared in the early 2000s, and thus we do not use any studies published before 2000—in contrast with the earlier meta-analyses on horizontal
spillovers (Görg & Strobl 2001; Meyer & Sinani 2009), in which the pre-2000 studies
account for most of the data. The pre-2000 studies were so heterogeneous in terms
of methodology that it was not possible to compare directly the economic effects reported in the studies; instead, the earlier meta-analyses used measures of statistical
significance, especially t-statistics. In the modern literature on FDI spillovers, most
of the researchers examine how changes in the ratio of foreign presence affect the
productivity of domestic firms, and estimate a variant of the following model:

ln Productivityij = e0 · Horizontalj + eb0 · Backwardj + ef0 · Forwardj +
+ α · Controlsij + uij , (3.1)

where Productivity ij is a measure of the productivity of domestic firm i in sector j,
Horizontal j is the ratio of foreign presence in sector j (the ratio ranges from 0 to 1),
Backward j is the ratio of foreign presence in sectors that buy intermediate products
from firms in sector j, and Forward j is the ratio of foreign presence in sectors that
sell intermediate products to firms in sector j. Together, backward and forward
1

This restriction leads to an exclusion of some highly cited papers on FDI spillovers, such as
Keller & Yeaple (2009).
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spillovers form vertical spillovers. Controls ij denotes control variables included in
the regression—for example, the degree of competition in sector j.
These “FDI spillover regressions” are usually run on firm-level panel data, but
some primary studies still use cross-sectional data or data aggregated at the sectoral
level (for example when examining countries for which better data are not available).
Total factor productivity (TFP) is usually employed as the left-hand-side variable,
but some studies use output, value added, or labor productivity. Foreign presence is
most commonly measured as the share of output of foreign firms on the total output
of all firms in the sector, but sometimes researchers use the share of employment or
equity. In some specifications researchers control for other firm-level characteristics
(such as, for instance, R&D spending) or sector-level characteristics (HerfindahlHirschman Index of competition among firms in the sector).
Some of the methods used in these papers are considered obsolete by the majority of researchers; for example, Görg & Strobl (2001) show that the use of crosssectional instead of panel data often results in biased estimates of the spillover effect. Nevertheless, different researchers have different opinions on what constitutes
the best practice in FDI spillover regressions (for example, whether the Olley-Pakes
or Levinsohn-Petrin method should be used to compute TFP), and we thus follow
the advice of Stanley (2001) and “better err on the side of inclusion” in our metaanalysis. If we excluded studies that do not correspond to a particular definition of
best practice, we would greatly increase the subjectivity of our analysis and decrease
the number of observations available. The general method of moments (GMM), for
instance, is only used by a few studies in our data set. Therefore, we include all these
studies in our analysis but control for the differences in data and methodology.
The regression coefficients from equation (3.1) represent the economic effect of
FDI on the productivity of domestic firms. For instance, the coefficient for horizontal
spillovers (e0 ) expresses the percentage change in domestic productivity associated
with an increase in foreign presence in the same sector of one percentage point, or,
in other words, the semi-elasticity of domestic productivity with respect to foreign
presence.
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It is worth noting that the term “spillover” has become overused in the literature;
the semi-elasticities in equation (3.1) may also capture effects other than knowledge
externalities. As for horizontal effects, the entry of foreign companies can lead to
greater competition in the sector. Greater competition can either increase (through
reducing inefficiencies) or decrease (through reducing market shares) the productivity
of domestic firms. Neither case represents a knowledge transfer, and the coefficient
e0 thus captures the net effect of knowledge spillovers and competition on productivity. For the sake of simplicity, we follow the convention of calling productivity
semi-elasticities “spillovers.” The takeaway from this discussion is that even positive
and economically significant estimates of semi-elasticities do not necessarily call for
governments to subsidize FDI.
We searched for empirical studies on FDI spillovers in the EconLit, Scopus, and
Google Scholar databases; and extracted results from all studies, published and unpublished, that report an estimate of e0 with a measure of precision (standard error
or t-statistic) and that control for vertical spillovers in the regression. In some cases
we had to re-compute the estimates of spillovers so that they represented semielasticities—for example, if the regression was not estimated in the log-level form.
For the computation we required sample means of the spillover variables, but this
information is usually not reported in the studies. Therefore, we had to write to the
authors of primary studies and ask for additional data or clarifications; the sample
of the estimates available for meta-analysis would be much smaller without the help
from the authors. The data, a Stata program, and a list of excluded studies with
reasons for exclusion are available in the online appendix at meta-analysis.cz/bma.
Most studies report various estimates of spillovers: estimates for different countries, different types of investment projects, or estimates computed using a different
methodology. To avoid arbitrary decisions on what the “best” estimate of each study
could be, we extract all reported estimates. In sum, our data set contains 1,205
estimates of horizontal spillovers. We also codify 43 variables that may explain the
differences among spillover estimates. For comparison, Nelson & Kennedy (2009) survey 140 meta-analyses conducted in economics since 1989; they find that an average
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meta-analysis uses 92 estimates and 12 explanatory variables. Therefore, our data set
is large compared with that of conventional economics meta-analyses. (The largest
meta-analysis in the sample of Nelson & Kennedy 2009, includes 1,592 estimates and
employs 41 variables to explain heterogeneity.)
How big must the semi-elasticity be for spillovers to gain practical importance?
Suppose, for instance, that e (an estimate of e0 ) equals 0.1. Then, a ten-percentagepoint increase in foreign presence is associated with an increase in domestic productivity in the same sector of 1%. This is not a great effect; nevertheless, Blalock
& Gertler (2008) find similar magnitudes of spillover coefficients for Indonesia and
note that such spillovers are important, because in the case of Indonesia there are
large changes in foreign presence (large inflows of FDI): often in tens of percentage
points within a few years.
The threshold determining the economic importance of FDI spillovers is of course
subjective, and, unfortunately, economic importance is rarely discussed in primary
studies. One of the exceptions is Haskel et al. (2007), who find the spillover semielasticity for the UK of about 0.05. They calculate the per-job value of spillovers
implied by four well-known FDI projects in the UK and USA and compare them
to per-job government subsidies granted to the investors. The Motorola plant established in Scotland in the early 1990s, for example, is predicted by the authors to
generate a present-value spillover benefit of GBP 18,841 (compared to the per-job
subsidy of GBP 14,356). In contrast, the Siemens plant established in 1996 in Tyneside, England, generated only GBP 3,430 in spillover benefits, much less than the
per-job government subsidy of GBP 35,417. For the sake of simplicity, in this paper
we consider spillover effects economically unimportant if they are lower than 0.1,
irrespective of their statistical significance. On the other hand, the estimates that
are statistically significant and larger than 0.1 we consider economically important.
Out of the 1,205 estimates that we collected, six are larger than 10 in absolute
value. These observations are also more than three standard deviations away from
the mean of all estimates. When we exclude these outliers, the mean hardly changes,
but the standard deviation drops by two thirds. We thus continue in the analysis
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with a narrower set consisting of 1,199 estimates of horizontal spillovers, without
the outliers. The simple mean of the remaining estimates is −0.002, not significantly
different from zero at any conventional level. In meta-analysis it is common to weight
the estimates by their precision (the inverse of the standard error); the procedure is
commonly called fixed-effects meta-analysis (see, for example, Iwasaki & Tokunaga
2014). In our case the fixed-effects meta-analysis provides a result broadly similar to
the simple arithmetic average: 0.017, which is far from values at which the spillover
effect could be considered important.
The fixed-effects meta-analysis assumes that there is no heterogeneity in the
spillover effects across countries and estimation methods. In practice, however, heterogeneity is likely to be substantial. This is confirmed formally in our case by the
Q test of heterogeneity, which is significant at any conventional level. An alternative
method for estimating the average effect from the literature is called random-effects
meta-analysis. Random-effects meta-analysis assumes that the true estimated effect
is randomly distributed in the literature and, thus, can vary across countries and
methods. Even with this approach the estimate of the average effect is close to zero
and equals −0.011. These results, based on a broad sample of modern literature with
a study of median age published only in 2008, corroborate the common impression
that the evidence on horizontal spillovers is mixed (Görg & Greenaway 2004; Crespo
& Fontoura 2007; Smeets 2008). In contrast, a meta-analysis of vertical spillovers
shows that they are on average important, in both statistical and economic terms
(Havranek & Irsova 2011, Chapter 7 in the habilitation).
Horizontal spillovers are zero on average, but this does not have to mean that
they are negligible in general. Perhaps host countries differ in their ability to benefit
from FDI, as Lipsey & Sjöholm (2005) suggest; for some countries the effect may well
be positive, whereas for others the negative effects of foreign competition on domestic
firms (crowding out of the domestic market or draining of skilled labor force) may
prevail. Since in the sample we have estimates of horizontal spillovers for almost
all European countries, we illustrate in Figure 3.1 how spillovers differ from one
European country to another. The values for individual countries are computed using
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Figure 3.1: Country heterogeneity in the estimates of horizontal spillovers for Europe
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Figure 3.2: Method heterogeneity in the estimates of horizontal spillovers for China
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random-effects meta-analysis and range from negative and economically important
(e < −0.1) to positive and economically important (e > 0.1): horizontal spillovers
are highly heterogeneous across countries. From the figure it is difficult to infer any
clear relationship between the degree of economic development and the magnitude
of spillovers. Clearly, the host-country characteristics are important for the benefits
from FDI, but the relationship seems to have more than one dimension.
Another factor that may influence the reported spillover coefficients is the methodology used in the estimation. Though most researchers nowadays follow the
general approach introduced earlier [equation (3.1)], they still have to make many
method choices concerning data, specification, and estimation. Figure 3.2 shows how
the results vary across studies with different methodologies for the country that is
most frequently examined in the FDI spillover literature, China. The results are all
over the place: from negative to positive, from negligible to economically significant.
Therefore, if we want to discover what makes countries benefit from FDI, it is also
important to control for the method choices employed in the studies.

3.3

Why Do Spillover Estimates Differ?

Building on the narrative surveys of the FDI spillover literature (Crespo & Fontoura
2007; Smeets 2008) and on the recent research concerning the factors that may determine the magnitude of horizontal spillovers, we compile a list of the potential spillover
determinants that can be examined in a meta-analysis framework. Because spillovers
are usually estimated for individual countries, and our database contains estimates
of spillovers for 45 countries, it is convenient to express most of the determinants at
the country level (Meyer & Sinani 2009, choose a similar approach).
On the other hand, in the meta-analysis framework it is not possible to investigate the influence of most microeconomic and regional factors on the magnitude of
FDI spillovers. For example, Crespo et al. (2009) highlight the importance of the
proximity between domestic and foreign firms and the existence of agglomeration
externalities at the regional level. Since the authors of primary studies usually re-
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port spillover estimates for entire countries, meta-analysis unfortunately cannot shed
further light on these important determinants. We can, however, still include a few
important microeconomic factors: researchers often estimate separately productivity
spillovers flowing from fully foreign-owned firms and from joint ventures of domestic
and foreign firms, so we add a dummy for one of these cases and investigate whether
this distinction is important for the reported magnitude of spillovers. Many researchers also estimate spillovers separately for the subsamples of manufacturing and
services firms, and we can examine whether spillovers differ across these sectors.
As documented by Crespo & Fontoura (2007), the theory as well as empirical
evidence gives mixed guidance on what the exact influence of the individual mediating
factors on spillovers should be. Since the empirical results often vary from country to
country, a meta-analysis for 45 countries could give us a more general picture. Here
we provide a brief intuition for the inclusion of each of the nine potential determinants
of horizontal spillovers:
Technology gap If the difference in the level of technology between domestic firms
and foreign investors is too large, domestic firms are less likely to be able to
imitate technology and adopt know-how brought by foreign investors. On the
other hand, a small technology gap may mean that there is too little to learn
from foreign investors (for more discussion on the role of the technology gap in
mediating spillovers, see, for example, Blalock & Gertler 2009; Sawada 2010;
Iwasaki & Tokunaga 2016).
Similarity When the source country of FDI is closer to the host country in terms
of culture, domestic firms are likely to adopt foreign technology more easily
(as noted by Crespo & Fontoura 2007, p. 414). A common language or a similar legal system may represent an important mediating factor of horizontal
spillovers. Moreover, a common language and historical colonial links are associated with migration patterns, and Javorcik et al. (2011) find that migration
networks significantly affect FDI flows.
Trade openness In countries open to international trade, domestic firms are likely to
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have more experience with foreign firms and, hence, also with foreign technology. This may increase the domestic firms’ absorptive capacity for spillovers
(Lesher & Miroudot 2008), but it may also mean that there is less potential to
learn because the firms are already exposed to foreign technology.
Financial development To benefit from the exposure to foreign technology, domestic
firms should have access to financing so that they are able to implement the
new technology in their production processes. In consequence, countries with a
less developed financial system are likely to enjoy smaller horizontal spillovers
(Alfaro et al. 2004).
Patent rights If the protection of intellectual property rights in the country is poor,
the country is likely to attract relatively less sophisticated foreign investors
(with only a modest technology edge over domestic firms). In addition, better
protection of intellectual property rights makes it more difficult for domestic
firms to copy technology from foreigners, and may lead to less positive horizontal spillovers (Smeets 2011).
Human capital With a more skilled labor force, domestic firms are likely to exhibit
a greater capacity to absorb spillovers from foreign firms in the same sectors
(Narula & Marin 2003).
FDI penetration If the country is already saturated with inward FDI, new foreign
investment may have quite a small impact on domestic firms. In other words,
the spillover semi-elasticity could be larger for an increase in foreign presence
in the industry from 0 to 10% than, for example, from 50 to 60% (Gersl 2008).
Fully owned The degree of foreign ownership of investment projects is likely to matter for spillovers. Domestic firms can be expected to have harder access to the
technology of fully foreign-owned affiliates than to the technology of joint ventures of foreign firms and other domestic firms (Abraham et al. 2010; Javorcik
& Spatareanu 2008).
Service sectors Domestic firms in the service and manufacturing sectors may differ in
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their ability to benefit from foreign presence (Lesher & Miroudot 2008). For
example, firms in service sectors are usually less export-intensive, and hence
are likely to have less ex-ante experience with foreign firms. Less experience
with foreign technology may lead to either a lower absorptive capacity or a
higher potential to learn from FDI because of a larger technology gap.

Table 3.1: Description and summary statistics of regression variables

Variable
e

Description

Mean

The estimate of the semi-elasticity for horizontal spillovers

-0.002

0.905

9.771

0.538

0.628

0.616

0.709

0.323

0.600

0.432

3.052
0.269
0.267

0.793
0.186
0.186

0.078

0.269

0.062

0.241

0.088

0.284

0.034
7.080
7.884

0.182
3.832
2.003

-1.120
0.215

3.953
0.411

0.704

0.457

0.139
0.066
0.280

0.346
0.248
0.449

Potential spillover determinants
Technology
The logarithm of the country’s FDI-stock-weighted gap
gap
in GDP per capita with respect to its source countries
of FDI (USD, constant prices of 2000).
Similarity
The country’s FDI-stock-weighted proxy for cultural
and language similarity with respect to the source countries of FDI (=1 if countries share either a common
language or a colonial link, =2 if both, =0 if neither).
Trade
open- The trade openness of the country: (exports + imness
ports)/GDP.
Financial dev.
The development of the financial system of the country:
(domestic credit to private sector)/GDP.
Patent rights
The Ginarte-Park index of patent rights of the country.
Human capital The tertiary school enrollment rate in the country.
FDI penetra- The ratio of inward FDI stock to GDP in the country.
tion
Fully owned
=1 if only fully foreign-owned investments are considered for linkages.
Service sectors =1 if only firms from service sectors are included in the
regression.
Control Variables
Data characteristics
Cross=1 if cross-sectional data are used.
sectional
Aggregated
=1 if sector-level data for productivity are used.
Time span
The number of years of the data used.
No. of firms
The logarithm of [(the number of observations
used)/(time span)].
Average year
The average year of the data used (2000 as a base).
Amadeus
=1 if the Amadeus database by Bureau van Dijk Electronic Publishing is used.
Specification characteristics
Forward
=1 if forward vertical spillovers are included in the regression.
Employment
=1 if employment is the proxy for foreign presence.
Equity
=1 if equity is the proxy for foreign presence.
All firms
=1 if both domestic and foreign firms are included in
the regression.

Std. dev.

Continued on next page
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Description and summary statistics of regression variables (continued)
Variable
Absorption
cap.
Competition
Regional

Lagged
More estimates
Combination

Description

Mean

=1 if the specification controls for firms’ absorption capacity using the technology gap or R&D spending.
=1 if the specification controls for sector competition.
=1 if vertical spillovers are measured using the ratio
of foreign firms in the region as a proxy for foreign
presence.
=1 if the coefficient represents lagged foreign presence.
=1 if the coefficient is not the only estimate of horizontal spillovers in the regression.
=1 if the coefficient is a marginal effect computed using
a combination of reported estimates.

0.057

0.231

0.297
0.048

0.457
0.213

0.075
0.488

0.264
0.500

0.068

0.253

0.461

0.499

0.224

0.417

0.092

0.289

0.028

0.164

0.035

0.184

0.162
0.837
0.566
0.517
0.048
0.018

0.368
0.369
0.496
0.500
0.213
0.134

0.289

0.454

0.222

0.455

1.180

1.026

0.714

0.452

2.956

2.508

0.292

0.455

7.827

1.418

Estimation characteristics
One step
=1 if spillovers are estimated in one step using output,
value added, or labor productivity as the response variable.
Olley-Pakes
=1 if the Olley-Pakes method is used for the estimation
of total factor productivity.
OLS
=1 if ordinary least squares (OLS) are used for the
estimation of total factor productivity.
GMM
=1 if the system general-method-of-moments estimator
is used for the estimation of spillovers.
Random eff.
=1 if the random-effects estimator is used for the estimation of spillovers.
Pooled OLS
=1 if pooled OLS is used for the estimation of spillovers.
Year fixed
=1 if year fixed effects are included.
Sector fixed
=1 if sector fixed effects are included.
Differences
=1 if the regression is estimated in differences.
Translog
=1 if the translog production function is used.
Log-log
=1 if the coefficient is taken from a specification different from log-level.
Publication characteristics
Published
=1 if the study was published in a peer-reviewed journal.
Impact
The recursive RePEc impact factor of the outlet. Collected in April 2010.
Study citati- The logarithm of [(Google Scholar citations of the
ons
study)/(age of the study) + 1]. Collected in April 2010.
Native
co- =1 if at least one co-author is native to the investigated
author
country.
Author citati- The logarithm of (the number of RePEc citations of the
ons
most-cited co-author + 1). Collected in April 2010.
US-based
=1 if at least one co-author is affiliated with a USbased institution (usually highly ranked institutions in
our sample).
Publication
The year and month of publication (January 2000 as a
date
base).

Std. dev.

Source of the data: UNCTAD, World Development Indicators, www.cepii.org, OECD, and Walter Park’s
website. For country-level variables we use values for 1999, the median year of the data used in the
primary studies.

The first seven potential spillover determinants are computed at the country level.
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Out of these seven variables, Technology gap and Similarity show average bilateral
values with respect to the source countries of FDI. The remaining two variables, Fully
owned and Service sectors, are dummy variables, and their values are determined
by the manner of estimation of spillovers in the primary studies (researchers often
estimate separately the effects of fully foreign-owned investment projects and joint
ventures and also examine separately the effects on domestic firms in manufacturing
and in service sectors). Details on the construction of all variables and their summary
statistics are provided in Table 3.1. The table also lists all 34 control variables that
we use in our estimation: the characteristics of the data, specification, estimation,
and publication of the primary studies on horizontal spillovers from FDI.
Our intention is to examine how the nine potential determinants influence the
reported estimates of horizontal spillovers. As documented by the intuition outlined
on the previous pages, all of the potential determinants may play a role in explaining
spillover heterogeneity. On the other hand, it is far from clear which control variables
from our extensive set should be included in the regression, or what signs their
regression coefficients should have. A regression with all 43 explanatory variables
would certainly contain many redundant control variables and would unnecessarily
inflate the standard errors. The general model, a so-called “meta-regression,” can be
described in the following way:2

ek = a + β · Determinantsk + γ · Controlsk + k ,

k = 1, . . . , 1199,

(3.2)

where e is an estimate of horizontal spillovers, Determinants denotes the nine potential spillover determinants, which should be included in the regression, and Controls
denotes control variables, some of which may be included in the regression. This is
a typical example of model uncertainty that can be addressed by a method called
Bayesian model averaging (BMA; for example, Fernandez et al. 2001a; Sala-i-Martin
et al. 2004; Ciccone & Jarocinski 2010; Moral-Benito 2012). BMA has been applied
2

Ideally, nonlinear functions and interactions of the variables should be included as well. Nevertheless, with so many potential explanatory variables this would greatly increase the complexity of
the model and introduce problems with multicollinearity.
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in meta-analysis, for instance, by Moeltner & Woodward (2009).
BMA estimates many models comprising the possible subsets of explanatory variables and constructs a weighted average over these models. In a way, BMA can be
thought of as a meta-analysis of meta-analyses, because it aggregates many possible
meta-regression models. The weights in this methodology are the so-called posterior model probabilities. Simply put, posterior model probability can be imagined
as a measure of the fit of the model, analogous to information criteria or adjusted
R-squared: the models that fit the data best get the highest posterior model probability, and vice versa. Next, for each explanatory variable we can compute the posterior
inclusion probability, which represents the sum of the posterior model probabilities
of all models that contain this particular variable. In other words, the posterior inclusion probability expresses how likely it is that the variable should be included in
the “true” regression. Finally, for each explanatory variable we are able to extract
the posterior coefficient distribution across all the regressions. From the posterior
coefficient distribution we can infer the posterior mean (analogous to the estimate
of the regression coefficient in a standard regression) and the posterior standard deviation (analogous to the standard error of the regression coefficient in a standard
regression).
Because we have to consider 43 explanatory variables, it is not technically feasible
to enumerate all 243 of their possible combinations; on a standard personal computer
this would take several years. In such cases, Markov chain Monte Carlo methods are
used to go through the most important models (those with high posterior model probabilities). For the computation we use the bms package in R (Feldkircher & Zeugner
2009), which employs the Metropolis-Hastings algorithm. Following Fernandez et al.
(2001b), we run the estimation with 200 million iterations, which ensures a good
degree of convergence. We apply conservative priors on both the regression coefficients and the model size to let the data speak. More details on the BMA procedure
employed in this paper are available in Section 3.B; more details on BMA in general
can be found, for example, in Feldkircher & Zeugner (2009).
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Meta-Regression Results

A graphical representation of the results of the BMA estimation is depicted in Figure 3.3. Columns denote individual models; these models include the explanatory
variables for which the corresponding cells are not blank. Blue color (darker in
grayscale) of the cell means that the variable is included in the model and that the
estimated sign of the regression coefficient is positive. Red color (lighter in grayscale) means that the variable is included and that the estimated sign is negative.
On the horizontal axis the figure depicts the posterior model probabilities: the wider
the column, the better the fit of the model. For example, the best model, the first
one from the left, includes only two control variables—Forward (a dummy variable
that equals one if the primary study controls for both backward and forward vertical
spillovers when estimating horizontal spillovers) and Author citations (the number of
citations of the most frequently cited co-author of the primary study). The posterior
probability of the best model, however, is only 18%, and we have to take a look at
the rest of the model mass as well.
The posterior inclusion probability, computed as the sum of the posterior model
probabilities for the models that include the corresponding variable, also exceeds 50%
for variable Aggregated (a dummy variable that equals one if the data in the primary
study are aggregated at the sector level; that is, if firm-level data are not available).
A few other control variables seem to be important in many models, but especially in
the worse ones to the right. From Figure 3.3 we can infer how stable the regression
coefficients are for potential spillover determinants. The sign of the coefficient is
consistently negative for Technology gap, Trade openness, Patent rights, and Fully
owned. On the other hand, the figure shows mixed results for Similarity, Financial
development, and FDI penetration: the coefficients for these variables are unstable
and depend on which control variables are included in the regression. Finally, the
sign seems to be clearly positive for variables Human capital and Service sectors.
Table 3.2 reports numerical details on the results of the BMA estimation. Because
for one country a few variables are not available, we can only use 1,195 out of all 1,199

0

0.18

0.29

0.37 0.41

0.48

0.52

0.56

0.6

0.64

0.68 0.72 0.76 0.79 0.83 0.87 0.9 0.93 0.97

Notes: Columns denote individual models; variables are sorted by posterior inclusion probability in descending order. Blue color (darker in grayscale) = the
Cumulative Model Probabilities
variable is included and the estimated sign is positive. Red color (lighter in grayscale) = the variable is included and the estimated sign is negative. No color
= the variable is not included in the model. The horizontal axis measures the cumulative posterior model probabilities.
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Table 3.2: Explaining the differences in the estimates of horizontal
spillovers
Response variable:
Estimate of spillovers

Bayesian model averaging
Post. std. dev.

PIP

Coef.

Std. er.

p-value

Potential spillover determinants
Technology gap
-0.294
Similarity
-0.006
Trade openness
-0.246
Financial dev.
-0.083
Patent rights
-0.144
Human capital
0.437
FDI penetration
0.085
Fully owned
-0.144
Service sectors
0.092

0.088
0.097
0.138
0.162
0.076
0.316
0.232
0.103
0.118

1.000
1.000
1.000
1.000
1.000
1.000
1.000
1.000
1.000

-0.260
-0.086
-0.367
0.020
-0.183
0.710
0.218
-0.104
0.150

0.145
0.108
0.176
0.178
0.119
0.499
0.276
0.057
0.144

0.080
0.430
0.044
0.909
0.131
0.162
0.435
0.077
0.303

Data characteristics
Cross-sectional
Aggregated
Time span
No. of firms
Average year
Amadeus

-0.043
0.352
-0.003
-1.E-04
9.E-06
0.005

0.123
0.378
0.010
0.003
0.001
0.034

0.124
0.524
0.093
0.007
0.003
0.026

-0.290
0.965

0.091
0.210

0.003
3.E-07

Specification characteristics
Forward
0.313
Employment
-0.036
Equity
8.E-05
All firms
7.E-05
Absorption cap.
0.005
Competition
-4.E-04
Regional
-0.065
Lagged
0.008
More estimates
-0.001
Combination
0.002

0.068
0.093
0.007
0.004
0.041
0.008
0.194
0.050
0.009
0.024

0.997
0.146
0.003
0.003
0.022
0.005
0.115
0.029
0.008
0.012

0.281
-0.178

0.074
0.104

0.001
0.094

-0.309

0.278

0.274

Estimation characteristics
One step
Olley-Pakes
OLS
GMM
Random eff.
Pooled OLS
Year fixed
Sector fixed
Differences
Translog
Log-log

-0.017
0.012
-9.E-05
3.E-06
-1.E-04
-0.014
0.008
-0.001
2.E-04
-4.E-04
-0.001

0.058
0.049
0.007
0.009
0.008
0.057
0.041
0.010
0.005
0.011
0.031

0.095
0.068
0.003
0.003
0.003
0.062
0.040
0.007
0.004
0.004
0.006

Publication characteristics
Published
Impact
Study citations
Native co-author
Author citations
US-based
Publication date

3.E-07
4.E-06
-0.012
-5.E-05
0.042
8.E-05
4.E-04

0.008
0.004
0.033
0.005
0.029
0.007
0.005

0.005
0.003
0.127
0.003
0.745
0.004
0.010

-0.093

0.075

0.222

0.088

0.037

0.024

Observations

Post. mean

Frequentist check (OLS)

1,195

1,195

Notes: For variables in bold the BMA estimates that the posterior means of the regression coefficients
are larger than the corresponding posterior standard deviations. PIP = posterior inclusion probability.
Potential spillover determinants are always included. In the frequentist check we only include control
variables with PIP > 0.1. Standard errors in the frequentist check are clustered at the country level.
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spillover estimates in the BMA. Most control variables have a posterior inclusion
probability lower than 0.1; therefore they do not seem to be important. A few control
variables have a posterior inclusion probability between 0.1 and 0.5, which suggests
that they may play a role in influencing the magnitude of the reported spillover
coefficients. The variables with such a moderate posterior inclusion probability are
the following: Cross-sectional (a dummy variable that equals one if cross-sectional
data instead of panel data are used in the primary study), Employment (a dummy
variable that equals one if the share of foreign firms in the sector’s employment is
used as the proxy for foreign presence), Regional (a dummy variable that equals one
if vertical spillovers in the regression are measured using the ratio of foreign firms in
the region), and Study citations (the number of citations of the study divided by the
age of the study).
As a “frequentist” check of the BMA estimation, we run a simple OLS regression with all potential spillover determinants and the control variables with posterior
inclusion probabilities higher than 0.1 (that is, the control variables that the BMA
estimation finds to be relatively important). In other words, using OLS we run one
of the many models shown in Figure 3.3. Because we are interested in the potential spillover determinants, most of them being defined at the country level, we use
country-level clustered standard errors in the regression (the potential spillover determinants would be a bit more significant if study-level clustering was used instead).
The results are reported in the last three columns of Table 3.2 and are broadly in
line with the BMA estimation in terms of the predicted coefficient values and their
standard errors. The potential spillover determinants that seem to be important based on the BMA estimation are typeset in bold; we highlight variables for which the
posterior mean of the regression coefficient exceeds the posterior standard deviation.
Apart from variables with clearly unstable signs as was seen from Figure 3.3, additionally the variable Service sectors does not seem to be important; its regression
coefficient is also highly insignificant in the frequentist check.
Table 3.2 only shows the summary statistics of the posterior distribution of the
regression coefficients; for a closer look at the posterior distributions for potential
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spillover determinants, we need to advance to Figure 3.4. The solid line in the
graphs denotes the posterior mean of the regression coefficients, which was already
reported in Table 3.2. The dotted lines denote coefficient values that are two posterior
standard deviations away from the posterior mean; if zero lies outside these intervals,
the interpretation of the result is broadly similar to statistical significance at the 5%
level in the frequentist case.
Figure 3.4 suggests that the coefficient for Technology gap is negative with a high
probability. Therefore, our results suggest that a high technology gap between domestic firms and foreign investors results in smaller horizontal spillovers. In contrast,
the coefficient for Similarity is almost precisely zero: it seems that neither a common
language nor a historical colonial link between the host and source country from FDI
helps increase the benefits of FDI. (The results would hold even if we considered only
a common language or only a colonial link in the definition of Similarity.) Next, we
find that the coefficient for Trade openness is robustly negative, which is consistent
with the hypothesis that companies with ex-ante experience from international trade
have little to learn from foreign investors coming to their country. The degree of
Financial development does not seem to be important for horizontal spillovers. In
contrast, the degree of protection of intellectual property rights matters: the coefficient for Patent rights is robustly negative. With stronger protection of intellectual
property, the host country can expect less horizontal spillovers from incoming FDI
since it becomes more difficult for domestic firms to copy technology from foreign
firms.
The estimated coefficient corresponding to Human development is positive, which
suggests that to benefit from FDI, host countries need a skilled labor force; skilled
employees increase the absorptive capacity of domestic firms. FDI penetration does
not seem to matter for the size of horizontal spillovers. This result is consistent with
the implicit hypothesis behind most regressions in primary studies: the researchers
usually assume that the effect of FDI on domestic firms is linear, or, in other words,
that the spillover semi-elasticity is constant for different values of foreign presence.
The coefficient for Fully owned is negative, which means that joint ventures are
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Figure 3.4: Posterior coefficient distributions for potential spillover
determinants
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Notes: The figure depicts the densities of the regression parameters for the corresponding spillover determinant encountered in different regressions (with subsets of all control variables on the right-hand side).
For example, the regression coefficient for Technology gap is negative in almost all models, irrespective of
the control variables included. The most common value of the coefficient is approximately −0.3. On the
other hand, the coefficient for Similarity is negative in one half of the models and positive in the other half,
depending on which control variables are included. The most common value is 0.
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more likely to bring positive spillovers for domestic firms than fully foreign-owned
investment projects. Finally, the mean of the coefficient for Service sectors is positive,
but for many models negative coefficients are reported.
The results discussed on the previous pages give us some idea about the direction
with which the various mediating factors influence horizontal spillovers from FDI.
For practical purposes, however, we need to determine the economic importance
of the individual spillover determinants. In Table 3.3 we consider two measures of
economic importance. First, we examine how the BMA estimation would predict the
horizontal spillovers to change if the value of the spillover determinant increased from
the minimum value in our sample to the maximum value. The results suggest that
Technology gap is by far the most important determinant: extreme changes in the
difference between the technological level of domestic firms and foreign investors can
increase or decrease the spillover coefficient by 1.321. If we consider values above 0.1
to be economically important, as discussed in Section 3.2, a value of 1.321 represents
a huge difference.
Table 3.3: The economic significance of potential spillover determinants
Variable
Technology gap
Similarity
Trade openness
Financial dev.
Patent rights
Human capital
FDI penetration
Fully owned
Service sectors

Maximum effect

Std. dev. effect

-1.321
-0.012
-0.341
-0.097
-0.478
0.282
0.102
-0.144
0.092

-0.158
-0.004
-0.079
-0.036
-0.115
0.081
0.016
-0.039
0.022

Notes: The table depicts the predicted effects of increases in the variables on the spillover estimates based on BMA. Maximum effect = an
increase from sample minimum to sample maximum. Std. dev. effect
= a one-standard-deviation increase.

Nevertheless, such large changes in spillover determinants are not realistic, and
in the next column of Table 3.3 we thus report the changes in spillovers associated
with a one-standard-deviation increase in the spillover determinants. Even accor-
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ding to this measure the most important determinant is Technology gap, but the
predicted effect on the spillover coefficient is much lower than in the previous case:
0.158. Other important determinants are Patent rights (the one-standard-deviation
effect equals 0.115), Human capital (0.081), and Trade openness (0.079). Note that
a one-standard-deviation effect is not suitable for dummy variables such as Fully
owned, because the value of Fully owned is either 0 or 1. The spillover effect of fully
foreign-owned investment projects is 0.144 smaller compared with the case when
all investments are considered. Therefore, if the host country encourages foreign
investment projects involving joint ventures with a somewhat smaller technology advantage with respect to domestic firms, it may increase the average spillovers by
0.144 + 0.158 = 0.302, an economically significant value.

3.5

Publication Bias

An important concern in meta-analysis is publication selection bias (see, for example,
Stanley 2001; 2005; Havranek 2010; Havranek et al. 2012): some estimates of spillovers may be more likely to be selected for publication than others. The presence of
publication selection would probably not affect the analysis of spillover determinants
in the previous two sections, but it could seriously bias our estimate of the average
spillover reported in Section 3.2. Publication selection in the spillover literature has
two potential sources. First, researchers may treat statistically significant results
more favorably, as seems to be the case in many areas of empirical economics (see,
for example, the surveys of DeLong & Lang 1992; Card & Krueger 1995). Second,
researchers may prefer a particular direction of the estimate of spillovers. Some researchers may be tempted to report “good news” (positive estimates) for developing
countries in contrast to skeptical results. Moreover, until the 1990s there was a relatively strong consensus in the literature that horizontal spillovers were truly positive,
so researchers could use this intuition as a specification check. Indeed, publication
selection bias was found in the first meta-analysis of horizontal spillovers by Görg &
Strobl (2001).
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The presence of publication bias is usually tested both graphically and formally.
The graphical test uses the so-called funnel plot (Egger et al. 1997; Stanley & Doucouliagos 2010), a scatter plot of the estimates of spillovers (on the horizontal axis)
against their precision (the inverse of the standard error; on the vertical axis). In the
absence of publication bias the funnel plot is symmetrical: the most precise estimates
are close to the true spillover, while the imprecise estimates are dispersed widely. In
consequence, the scatter plot should resemble an inverted funnel. On the other hand,
if some estimates of spillovers are discarded because of their unintuitive sign, the funnel will become asymmetrical. If insignificant estimates are not reported, the funnel
will become hollow (results yielding small coefficients with large standard errors will
be discarded).
The funnel plot for our sample of horizontal spillovers is reported in Figure 3.5.
The funnel seems to be full and symmetrical, although the left portion of the funnel
might be a little heavier than the right one. In any case, most funnels reported
in economics meta-analyses show much stronger asymmetry than what we see in
Figure 3.5 (Stanley 2008; Stanley & Doucouliagos 2010). Because the interpretation
of the funnel plot is rather subjective, more formal methods are needed to assess the
presence of publication bias in the spillover literature.
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The most commonly employed test for publication bias reformulates the funnel
plot as a regression relationship: the funnel asymmetry test. If we switch the axes in
the funnel plot and invert the values on the new horizontal axis, we get a relation between the estimate of spillovers and its standard error. In the absence of publication
bias, the estimated size of the coefficient should not be correlated with its standard
error (Card & Krueger 1995; Egger et al. 1997). If, however, some estimates are
selected for publication because of their significance or an intuitive sign, the relation
will become significant. The following regression, used already by Card & Krueger
(1995), formalizes the idea:

ek = e0 + β0 · Se(ek ) + uk ,

k = 1, . . . , 1199,

(3.3)

where e denotes the estimate of spillovers, e0 is the average underlying spillover,
Se(e) is the standard error of e, and β0 measures the magnitude of publication bias.
Because specification (3.3) is likely heteroscedastic (the explanatory variable is a
sample estimate of the standard deviation of the response variable), in practice it is
usually estimated by weighted least squares to ensure efficiency (Stanley 2005; 2008).
Since we have many estimates from different studies, we add study fixed effects and
cluster the standard errors at the study level (country-level clustering would yield
similar results).
Table 3.4: Test of publication bias
Study fixed effects

Study and country fixed effects

Response variable: e

Coef.

Std. er.

p-value

Coef.

Std. er.

p-value

Constant
Se (publication bias)

0.021
-0.325

0.015
0.262

0.150
0.220

0.021
-0.284

0.015
0.305

0.183
0.357

Observations

1,199

1,199

Notes: Standard errors are clustered at the study level. Estimated by weighted least squares with
the precision (the inverse of standard error) taken as the weight.

The results reported in Table 3.4 confirm the intuition based on the funnel plot:
the coefficients for publication bias are small and insignificant. In a quantitative survey of economic meta-analyses, Doucouliagos & Stanley (2013) state that values of
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the coefficient for publication bias in the funnel asymmetry test are important if they
are statistically significant and larger than one in absolute value. With coefficients
for publication bias reported in Table 3.4 to be around −0.3, we can conclude that
publication selection in the spillover literature is negligible. The result contrasts with
the findings of Görg & Strobl (2001), who find strong publication selection. Nevertheless, in this meta-analysis we use the estimates of horizontal spillovers published
after 2000, and in the following decade the focus of many studies shifted to vertical spillovers, so that the selection pressure could have moved to those estimates.
Indeed, Havranek & Irsova (2012) show that publication bias in the literature on
vertical spillovers is strong.

3.6

Conclusion

In a large meta-analysis of horizontal spillovers from FDI estimated for 45 countries,
we examine which factors determine the magnitude of spillovers. On average, horizontal spillovers are negligible, but the estimates are distributed unevenly across
countries and estimation methods. Building on the previous literature we investigate nine potential spillover determinants that capture the characteristics of the FDI
source countries, host countries, domestic firms, and investment projects. Additionally we assemble a list of 34 aspects of methodology that may affect the estimates
of spillovers. Using Bayesian model averaging we investigate the importance of individual spillover determinants and control for the aspects of methodology. We also
test for possible publication selection bias.
Our results suggest that the nationality of foreign investors is important: when
the technology gap of domestic firms with respect to foreign investors is too large,
horizontal spillovers are small. Moreover, spillovers are likely to be smaller with
higher trade openness and better protection of intellectual property rights in the
host country. On the other hand, higher levels of human capital in the host country
are associated with larger spillovers. Finally, investment projects in the form of joint
ventures with domestic firms bring more positive spillovers than fully foreign-owned
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projects. We found no evidence of publication bias in the literature on horizontal
spillovers.
Productivity spillovers from FDI are often cited as the most important reason for
promoting inward FDI (Blomstrom & Kokko 2003). Therefore, if horizontal spillovers
were the only effect of inward FDI on the domestic economy, our meta-analysis would
suggest that promotion of FDI brings no benefits on average. Although we found
that changes in some country characteristics can be expected to have positive effects
on FDI spillovers, some of these changes are also likely to have serious detrimental
side effects. For example, changing the degree of protection of intellectual property
or the degree of trade openness, difficult as it is, would certainly affect many other
aspects of the economy, the volume of FDI attracted among them, and is thus not
suitable for policy purposes.
Nevertheless, there are tools that may, with caution, be used to increase the benefits from FDI without obvious side effects. If the country already spends money on
promoting foreign investment, it could benefit from focusing the resources on investors who are most likely to generate positive spillovers. Our meta-analysis indicates
that these are investors coming from countries with a modest technology edge who
are willing to form joint ventures with domestic firms. Such investment projects
would help foster not only horizontal, but also vertical spillovers, as documented by
the meta-analysis of Havranek & Irsova (2011, Chapter 7 of the habilitation).
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Halpern, L. & B. Muraközy (2007): “Does distance matter in spillover?” Economics of Transition 15: pp. 781–805.
Haskel, J. E., S. C. Pereira, & M. J. Slaughter (2007): “Does Inward Foreign
Direct Investment Boost the Productivity of Domestic Firms?” The Review of
Economics and Statistics 89(3): pp. 482–496.
Havranek, T. (2010): “Rose Effect and the Euro: Is the Magic Gone?” Review of
World Economics 146(2): pp. 241–261.
Havranek, T. & Z. Irsova (2011): “Estimating vertical spillovers from FDI: Why
results vary and what the true effect is.” Journal of International Economics
85(2): pp. 234–244.
Havranek, T. & Z. Irsova (2012): “Survey Article: Publication Bias in the Literature on Foreign Direct Investment Spillovers.” Journal of Development Studies
48(10): pp. 1375–1396.
Havranek, T., Z. Irsova, & K. Janda (2012): “Demand for Gasoline is More
Price-Inelastic than Commonly Thought.” Energy Economics 34(1): p. 201–207.
Iwasaki, I. & M. Tokunaga (2014): “Macroeconomic Impacts of FDI in Transition
Economies: A Meta-Analysis.” World Development 61(C): pp. 53–69.

3. Determinants of Horizontal Spillovers from FDI

107

Iwasaki, I. & M. Tokunaga (2016): “Technology transfer and spillovers from FDI
in transition economies: A meta-analysis.” Journal of Comparative Economics
44(4): pp. 1086–1114.
Jabbour, L. & J. L. Mucchielli (2007): “Technology transfer through vertical
linkages: The case of the Spanish manufacturing industry.” Journal of Applied
Economics 10(1): pp. 115–136.
Javorcik, B. S. (2004): “Does Foreign Direct Investment Increase the Productivity of Domestic Firms? In Search of Spillovers Through Backward Linkages.”
American Economic Review 94(3): pp. 605–627.
Javorcik, B. S. & M. Spatareanu (2008): “To share or not to share: Does local
participation matter for spillovers from foreign direct investment?” Journal of
Development Economics 85(1-2): pp. 194–217.
Javorcik, B. S. & M. Spatareanu (2011): “Does it matter where you come from?
Vertical spillovers from foreign direct investment and the origin of investors.” Journal of Development Economics 96(1): pp. 126–138.
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Studies Used in the Meta-Analysis
Table 3.5: List of primary studies

Atallah Murra (2006)
Barrios et al. (2009)
Békés et al. (2009)
Blake et al. (2009)
Blalock & Gertler (2008)
Blalock & Simon (2009)
Blyde et al. (2004)
Bwalya (2006)
Chang et al. (2007)
Crespo et al. (2009)
Damijan et al. (2003)
Damijan et al. (2008)
Gersl (2008)
Gersl et al. (2007)
Girma & Gong (2008)
Girma et al. (2008)
Girma & Wakelin (2007)
Gorodnichenko et al. (2007)

Hagemejer & Kolasa (2008)
Halpern & Muraközy (2007)
Jabbour & Mucchielli (2007)
Javorcik (2004)
Javorcik & Spatareanu (2011)
Javorcik & Spatareanu (2008)
Jordaan (2008)
Kolasa (2008)
Le & Pomfret (2008)
Lesher & Miroudot (2008)
Liang (2008)
Lileeva (2006)
Lin et al. (2009)
Liu (2008)
Liu et al. (2009)
Managi & Bwalya (2010)
Merlevede & Schoors (2005)

Merlevede & Schoors (2007)
Merlevede & Schoors (2009)
Nguyen et al. (2008a)
Nguyen et al. (2008b)
Qiu et al. (2009)
Reganati & Sica (2007)
Sasidharan & Ramanathan (2007)
Schoors & van der Tol (2002)
Stancik (2007)
Stancik (2009)
Tang (2008)
Taymaz & Yllmaz (2008)
Tong & Hu (2007)
Vacek (2007)
Wang & Zhao (2008)
Yudaeva et al. (2003)
Zajc Kejzar & Kumar (2006)

Notes: Both published and unpublished studies are included if they control for vertical spillovers.
We use all comparable estimates reported in the studies. The search for primary studies was
terminated on March 31, 2010. A list of excluded studies, with reasons for exclusion, is available
in the online appendix.

3.B

BMA Diagnostics
Table 3.6: Summary of BMA estimation

Mean no. regressors
12.359

Draws
2 · 108

Burn-ins
1 · 108

Time
13.679 hours

No. models visited
23, 619, 112

Modelspace
8.8 · 1012

Visited
0.00027%

Topmodels
99%

Corr PMP
1.0000

No. Obs.
1195

Model Prior
random

g-Prior
BRIC

Shrinkage-Stats
Av= 0.9995
Notes: The “random” model prior refers to the beta-binomial prior advocated by Ley & Steel
(2009): prior model probabilities are the same for all possible models; in other words, we do not
a priori prefer any particular model size. We set the Zellner’s g prior following Fernandez et al.
(2001a).
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Figure 3.6: Model size and convergence
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Chapter 4

Bank Efficiency and Interest Rate
Pass-Through: Evidence from
Czech Loan Products
Abstract: An important component of monetary policy transmission is the pass-through
from financial market interest rates, directly influenced or targeted by central banks, to the
rates that banks charge firms and households. Yet the available evidence on the strength
and speed of the pass-through is mixed and varies across countries, time periods, and even
individual banks. We examine the pass-through mechanism using a unique data set of Czech
loan and deposit products and focus on bank-level determinants of pricing policies, especially
cost efficiency, which we estimate employing both stochastic frontier and data envelopment
analysis. Our main results are threefold: First, the long-term pass-through was close to complete for most products before the financial crisis, but has weakened considerably afterward.
Second, banks that provide high rates for deposits usually charge high loan markups. Third,
cost-efficient banks tend to delay responses to changes in the market rate, smoothing loan
rates for their clients.
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Introduction

To understand the process of monetary policy transmission in their country well,
central bankers need to know how financial market interest rates pass through to
client rates corresponding to various loan and deposit products offered by commercial
banks. With more widespread availability of bank- and product-level data in recent
years, researchers have begun to explore the determinants of the pass-through mechanism at the level of individual banks (for example, de Graeve et al. 2007; Gambacorta
2008), which yields more granulated information for policy makers. Nevertheless, the
empirical examinations of interest rate pass-through often produce different results
depending on the country or time period under investigation, and hence recommendations cannot be easily carried from one examined country to another. The role of
the late 2000s financial crisis on the pass-through mechanism is especially unclear,
with some studies suggesting little change in transmission (Illes & Lombardi 2013),
some significant distortion in pass-through (Hristov et al. 2014), and some changes
in transmission only for certain products (Hansen & Welz 2011).
Using a unique data set for the Czech Republic, we provide a comprehensive study
of the interest rate pass-through before and after the fall of Lehman Brothers and
explore the relationships between the pricing policies of individual banks and bank
characteristics. The case of the Czech Republic is interesting because, among other
things, its banking sector remained stable during the crisis and did not suffer the
tremors that affected many other European countries. Any change in pass-through,
therefore, can be interpreted as a change in pricing policies, not a change induced
by banks’ liquidity problems. To be specific, we focus on the role of banks’ cost
efficiency, which has been shown for some other developed countries to be associated
with the pass-through mechanism (Schlüter et al. 2012). Our analysis consists of
three main steps. First, we estimate the interest rate pass-through for each product
both before and after the crisis. Each product category is paired with a corresponding
financial market interest rate according to the term structure. For the estimation
we use the mean group estimator (Pesaran & Smith 1995) and pooled mean group
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estimator (Pesaran et al. 1999), which take into account bank-level heterogeneity in
pricing policies.
Second, we estimate cost efficiency scores for each bank both before and after
the crisis. To our knowledge, we provide the first examination of changes in the cost
efficiency of Czech banks after the crisis and employ both stochastic frontier analysis
and data envelopment analysis. Third, we extract pass-through coefficients for individual banks, focusing on the strength of the long-term pass-through (the equilibrium
response of bank rates to changes in the corresponding market rate), the mean adjustment lag between the short and the long term, and the spread (markup) between
the bank and market rates. We then relate these coefficients to the characteristics
of each bank. In contrast to previous studies that examine heterogeneity in pricing
policies, we use weighted least squares estimation where more precise estimates of
the pass-through coefficients for individual banks get more weight.
Our results suggest that the financial crisis changed the pass-through mechanism
dramatically. Before the crisis the long-term pass-through was close to complete for
most products, but after 2008 it weakened for all product categories except mortgages. Moreover, average spreads between bank and market rates increased a lot and
banks started to change their rates more frequently. Both before and after the crisis
we find evidence of significant heterogeneity in bank pricing policies in the short run,
but less so in the long run, which is consistent with the results of Gambacorta (2008)
and Horvath & Podpiera (2012). Concerning the determinants of pricing policies,
we find that the pass-through mechanism for deposit products influences the given
bank’s pass-through for loan products. To be specific, large markups in loan rates
over the corresponding market rates are associated with large spreads between deposit rates and market rates. In other words, banks that offer attractive deposit rates
usually charge high loan markups, which reflects more risk taking. Finally, we find
that cost-efficient banks tend to respond to changes in market rates with longer lags,
thus smoothing loan rates, which is in line with Schlüter et al. (2012). We fail to
find any strong relationship between banks’ cost efficiency and loan markups.
The remainder of the paper is structured as follows: Section 4.2 discusses some
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of the related literature on the topic. Section 4.3 briefly describes the main features of the data set used for the estimation. Section 4.4 presents the analysis of the
pass-through mechanism before and after the crisis. Section 4.5 describes the stochastic frontier and data envelopment analysis approaches. Section 4.6 explores the
determinants of bank-level pass-through coefficients. Section 4.7 concludes the paper.
Appendix A presents several robustness checks of our main results, while Appendix B
shows supplementary information related to the estimation of cost efficiency.

4.2

Related Literature

The authoritative literature survey by de Bondt (2005) concludes that most empirical
studies on the topic report that the pass-through of market interest rates to bank
lending rates is incomplete in the short run and that the speed of adjustment between
the rates varies across countries. On the other hand, in the long run the interest rate
pass-through is typically found to be close to complete. The existing studies take
into account various bank products, separating corporate loans from household loans
(Hansen & Welz 2011) and differentiating between the loan amount of corporate
loans and between mortgages and consumer loans (Hristov et al. 2014). For example,
studies like Rocha (2012), Belke et al. (2013), and Aristei & Gallo (2014) find more
complete long-run pass-through for corporate loans than for household loans.
Holton & Rodriguez d’Acri (2015) report the extent of pass-through to be weaker
for smaller corporate loans than for larger corporate loans in the euro area during the
late 2000s crisis. Another study of pass-through during the crisis period, Hansen &
Welz (2011), finds impaired long-term pass-through in Sweden specifically for loans
with a long interest rate fixation. In contrast, Illes et al. (2015) use the weighted
average cost of funds as a proxy for European market rates and find that the passthrough mechanism remained stable throughout the crisis. Moreover, Rocha (2012)
analyzes the interest pass-through for deposit rates in Portugal and reports that the
long-term pass-through is incomplete and the adjustment of deposit rates is faster
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for rate decreases than for rate increases. A similar result is obtained by Belke et al.
(2013) for euro area lending rates.
While the previously discussed stream of literature focuses on the general question
of whether the interest rate pass-through mechanism works and what the speed of
adjustment is, several recent studies have tried to explain what bank characteristics
(or banking sector characteristics) explain the heterogeneity in interest rate passthrough across banks (or countries): see, for example, Sander & Kleimeier (2006),
de Graeve et al. (2007), Gambacorta (2008), or more recent studies by Stanislawska
(2014) and Holton & Rodriguez d’Acri (2015). A wide range of bank-level factors,
including liquidity, capital adequacy, and relationship banking, have been explored
as potential determinants of the interest rate pass-through mechanism. Gambacorta
(2008) and de Graeve et al. (2007) conclude that well-capitalized and liquid banks are
less sensitive to market interest rate changes. Nevertheless, these findings apparently
do not hold for Polish banks (Stanislawska 2014), which highlights the heterogeneity
of results found in the literature and the need for more empirical research on the
pass-through mechanism in post-transition countries. In a detailed study of the
determinants of interest rate spreads in the Czech Republic, Hainz et al. (2014) find
that bank characteristics are important for the setting of spreads for mortgages and
small corporate loans, but matter little for consumer loans and large corporate loans.
One of the frequently investigated bank-level characteristics is cost efficiency. The
usual proxies for cost efficiency involve simple accounting-based ratios, such as the
total-costs-to-total-assets ratio, total-costs-to-total-revenues ratio, and cost-income
ratio (Koetter et al. 2006; de Graeve et al. 2007). Bauer et al. (1998), however,
argue that these financial ratios do not sufficiently capture banks’ efficiency as they
are driven by price differences and other exogenous factors. Schlüter et al. (2012)
employ stochastic frontier analysis for cost efficiency estimation in their examination
of interest rate pass-through in the German banking sector. Their findings suggest
that more cost efficient banks can be expected to offer more competitive lending
rates in comparison to less efficient banks. Although there are studies estimating the
cost efficiency of Czech banks using stochastic frontiers (Podpiera & Podpiera 2005;
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Podpiera et al. 2007; Irsova & Havranek 2011) or deterministic frontiers (Havranek
& Irsova 2013), these scores have not been used as a determinant of bank-specific
interest rate pass-through for the Czech Republic. Moreover, we are not aware of any
other study focusing on an emerging or post-transition economy that relates interest
rate pass-through to properly computed measures of efficiency.
Several studies have estimated the interest rate pass-through mechanism in the
Czech banking sector. Egert et al. (2007) investigate pass-through in several countries
of Central and Eastern Europe during the period 1994–2005. They find insignificant
pass-through for household loans but nearly full pass-through for long-term nonfinancial companies’ loans. In contrast, Tieman (2004), examining the 1995–2004
period, suggests that the long-run pass-through in the Czech Republic is incomplete.
Horvath & Podpiera (2012) examine the link between the money market rate and
bank interest rate during the period 2004–2008 and find well-functioning, although
not full, pass-through for both mortgages and corporate rates in the long run. They
also investigate interest rate pass-through heterogeneity on the bank level, finding
evidence that banks with a stable pool of deposits smooth interest rates and require
a higher spread as compensation. Nevertheless, the above-mentioned studies do not
use frontier approaches to capture and control for cost efficiency and do not examine
the potential changes in pass-through related to the financial crisis.

4.3

Data

The computations in this paper are based on bank-level data and data on money
market rates covering the period between January 2004 and December 2013, where
the starting date is given by the availability of most bank-specific data that we need
for the analysis. The main data set covers 52 banks1 and is obtained from the
Czech National Bank’s internal databases. For the analysis of interest rate passthrough we use monetary statistics data regarding the interest rates charged on new
loans and paid on deposits; for the analysis of cost efficiency and determinants of
1

Most of these are small banks that do not provide all the financial products we investigate in
this paper. Most specifications in the empirical part therefore involve about 25 banks.
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banks’ pricing policies we use a regulatory data set which consists of data from bank
balance sheets, income statements, and capital adequacy information. The money
market data include Czech interbank interest rates, interest rate swaps, and Czech
government bond rates obtained from Bloomberg.
The bank-level data on new loans display a monthly frequency, and loans in
foreign currencies are excluded from the computations.2 We follow Horvath & Podpiera (2012) in the differentiation of several loan product categories and summarize
them in Table 4.1. With respect to the product type of a loan, we assume four basic
categories: small corporate loans up to CZK 30 million and large corporate loans
above CZK 30 million provided to firms, and mortgages3 and consumer loans provided to households.4 Corporate loans are further divided with respect to interest rate
fixation into the following categories: “floating interest rate loans” represented by
loans with truly floating rates and those with rates fixed for up to 1 year; and “fixed
interest rate loans” with rates fixed for more than 1 year. To analyze the interest rate
pass-through mechanism from market rates to bank deposit rates, we additionally
collect information on bank deposits and distinguish overnight deposits from term
deposits.
The bank-level information used for the computation of efficiency scores results in
a highly unbalanced data set. Table B1 in Appendix B shows the summary statistics
of the variables that we use to estimate the stochastic frontier. The definition of
output and input prices employed in the cost function follows the intermediation
approach explained by (Berger & Humphrey 1997). We assume three distinct types
of outputs: commercial loans, inter-bank loans, and securities; three inputs: fixed
assets, borrowed funds, and labor; and one netput: equity capital. Total costs are
defined as the sum of interest and non-interest expenses. The cost function further
2
Loans denominated in foreign currency are negligible for the housing sector in the Czech Republic, where they have an almost zero share (0.1%). For non-financial companies, the share of such
loans is around 20%, but these are mainly export-oriented companies with natural hedging.
3
A detailed exposition of the Czech mortgage sector can be found in Bruha et al. (2013) and
Hlavacek & Komarek (2011).
4
The distribution of loans provided to non-financial companies and households is relatively even,
as non-financial companies represent 38% and households 48% of total loans provided by banks
(financial institutions, governments, and residents of other countries account for the rest). Mortgages
form 80% of all loans provided to households.
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Table 4.1: Categories of bank products
Firm rates
Small loans,
Small loans,
Large loans,
Large loans,

floating
fixed
floating
fixed

Commercial
Commercial
Commercial
Commercial

loans
loans
loans
loans

up to CZK 30M,
up to CZK 30M,
larger than CZK
larger than CZK

interest rate floating or fixed up to 1 year
interest rate fixed more than 1 year
30M, interest rate floating or fixed up to 1 year
30M, interest rate fixed more than 1 year

Household rates
Mortgages
Consumer loans

Loans for house or apartment purchase
Loans for household spending on (mostly) durable goods

Deposit rates
Overnight deposits
Term deposits

Deposits from clients with a withdrawal term up to 1 day
Deposits from clients with a withdrawal term more than 1 day

includes a time trend and inefficiency covariates, some of which also serve as potential
determinants of interest rate pass-through (see Table 4.2 for more details).
The inefficiency covariates cover individual bank-specific characteristics. Among
these characteristics we include profitability ratios such as return on assets and return
on equity, the liquidity ratio measuring the share of liquid assets in banks’ balance
sheets (quick assets to total assets), leverage of banks (equity over assets), and three
ratios computed from regulatory data describing the resilience of banks by the share
of regulatory capital in risk-weighted assets (capital adequacy ratio), credit risk in
banks balance sheets by the share of non-performing loans in the bank balance sheet
(credit risk to total assets), and the share of risky assets in the bank balance sheet
(risk-weighted to total assets).
Table B2 in Appendix B shows the summary statistics of the variables used to
estimate the deterministic frontier scores of different banks. Since the computation
of the deterministic frontier requires the panel data to be fully balanced, deterministic estimation only employs a sub-sample of the entire data set used for stochastic
estimation and thus serves as a mere robustness check in our analysis. To conduct
both frontier analyses we are able to exploit data on 35 Czech banks in total, but this
number gets smaller for the individual frontier analyses of the pre- and post-crisis
periods.
The money market data that we use in the paper consist of the yields on instruments that are relevant to banks’ decision making concerning the setting of interest
rates on their products (see Table 4.3 in the following section). The short-term
market interest rates are represented by the CZEONIA reference interest rate and
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Table 4.2: Determinants of pricing policies
Variable

Definition

Bank size
Capital adequacy
Cost efficiency
Credit risk
Deposits
Liquidity

Assets of i-th bank/median bank assets
Regulatory capital/risk-weighted assets
Frontier estimates from Section 4.5
Non-performing loans/total assets
Deposits/liabilities
Quick assets/total assets

by Czech money market benchmark rates (PRIBORs) with maturities of up to one
year. While CZEONIA is the average interest rate on unsecured overnight deposits
placed by banks on the market on a given date, PRIBOR is the average quotation
of reference banks for the sale of deposits. CZEONIA would be the preferred rate
for our analysis, but it is only available for overnight deposits and not for longer
maturities. Long-term market interest rates are represented by Czech interest rate
swaps and yields on Czech government bonds with maturities of up to 10 years.

4.4

Pass-Through Estimation

We employ the error-correction model framework to examine how financial market
interest rates are passed through to the rates that banks charge borrowers and the
rates that banks pay to depositors. The framework assumes a long-term equilibrium
relationship between the market rate and the bank rate: the bank sets its rate according to its cost of funds, determined by the corresponding market rate, and adds
a markup. The long-term relationship is important and determines the ultimate
strength of the pass-through mechanism. Nevertheless, it is also important to look
at the immediate (short-term) reaction of bank rates to changes in the market rate
and the adjustment process between the short and long run. The error-correction
model allows us to make inference regarding all these aspects of interest rate passthrough.
Because we work with product- and bank-level data, we estimate the model using
dynamic heterogeneous panel techniques; our most flexible estimator is the mean
group estimator (Pesaran & Smith 1995), which allows each regression coefficient to
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vary across banks. Pesaran & Smith (1995) show that the traditional panel estimators, such as fixed effects, which restrict all coefficients except intercepts to be equal
across panels, may easily yield inconsistent results. The mean group estimator can
be described in the following way:
∆bank rateki,t = αik ∆market ratekt + βik ∆bank rateki,t−1
+

γik (bank

rateki,t−1

−

δik market

ratekt−1

−

(4.1)
µki )

+

ki,t ,

where ∆bank rateki,t = bank rateki,t − bank rateki,t−1 stands for the change in bank i ’s
rate on product k between months t − 1 and t (due to data limitations we use a maximum of one lag in all estimations of the pass-through mechanism), ∆market ratekt is
the change in the corresponding financial market interest rate in period t for product
k, αk measures the short-term pass-through of the market rate to bank i ’s rate for
product k, ∆bank rateki,t−1 is the change in the bank rate in the previous month,
βik captures persistence in bank rate changes, δik denotes the long-term equilibrium
pass-through coefficient, µki is the mean markup (spread) over the market rate, γik
denotes the speed of adjustment, and ki,t is a disturbance term. The mean adjustment lag at which the market rates are fully passed through to the bank rates can
be computed as (δ − α)/γ (Hendry 1995).
The mean group estimator is very flexible, but Pesaran et al. (1999) show that
a compromise between traditional estimators (restricting all slope coefficients to be
equal) and the mean group estimator can be the preferred choice under certain conditions. They introduce the so-called pooled mean group estimator, which allows the
short-run coefficients to vary across panels, but restricts the long-term equilibrium
relationship to be the same for all banks. The pooled mean group estimator is often
more efficient than the mean group estimator, and the advantage gets significant
when the number of panels in the data set is relatively small, which is the case with
Czech data. We specify the pooled mean group estimator as follows:
∆bank rateki,t = αik ∆market ratekt + βik ∆bank rateki,t−1
+

γik (bank

rateki,t−1

k

− δ market

ratekt−1

(4.2)
k

−µ )+

ki,t .
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A qualification of this methodology is in order: the method assumes spreads that
are constant across the time period under examination. If, however, spreads increase
gradually, the estimated long-run pass-through might be biased. Consider, for example, the case of the Czech economy during the financial crisis, when risk aversion (and
thus spreads) was rising, while market rates were decreasing. A failure of client rates
to react to a decrease in market rates might thus be associated with rising spreads,
not with a lack of pass-through. Nevertheless, the spreads rose quite steeply after
the fall of Lehman Brothers and did not continue to increase during the rest of the
period, so we expect the potential bias to be modest.
An important step in the estimation of the pass-through mechanism is the selection of the financial market interest rate corresponding to each product rate. The
market rates serve as the cost of funds for banks, and it is intuitive to assume that
term structure will play a crucial role in determining the association between different market and product rates. For example, for loans with floating rates we expect
market rates with short maturities to serve as the corresponding cost of funds. In
contrast, mortgage rates should be associated with the rates of return of instruments
with several-year maturities, such as ten-year government bonds. Following previous
literature on the interest rate pass-through (for example, Schlüter et al. 2012), we
evaluate the correlations between market and product rates and choose the market
rate with the highest correlation for each product rate. It is worth noting that our
main results presented later in this paper hold irrespective of the financial market rate
used as a reference for each product category (the market rates are highly correlated
with each other).
The correlations, computed as mean values across individual banks’ correlation
coefficients, are shown in Table 4.3: the results are intuitive. Regarding small loans
(under CZK 30 million) provided to non-financial companies with either flexible rates
or fixed rates for up to one year, we find that the most promising cost of funds is the
6-month PRIBOR (the correlation coefficient is 0.544). In contrast, for small loans
with rates fixed for a longer period than one year the market rate with the highest
correlation is the rate on the 10-year Czech government bond (but the correlation
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Table 4.3: Correlations between product rates and financial market
rates

Firm rates
Small loans,
Small loans,
Large loans,
Large loans,

floating
fixed
floating
fixed

Household rates
Mortgages
Consumer loans
Deposit rates
Overnight deposits
Term deposits

Firm rates
Small loans,
Small loans,
Large loans,
Large loans,

floating
fixed
floating
fixed

Household rates
Mortgages
Consumer loans
Deposit rates
Overnight deposits
Term deposits

CZEONIA

1M PRIBOR

3M PRIBOR

6M PRIBOR

1Y PRIBOR

0.517
0.079
0.660
0.199

0.537
0.116
0.698
0.208

0.541
0.142
0.709
0.216

0.544
0.173
0.716
0.223

0.542
0.190
0.715
0.227

0.280
-0.018

0.295
-0.012

0.300
-0.010

0.305
-0.009

0.309
-0.010

0.202
0.491

0.202
0.514

0.201
0.524

0.199
0.524

0.196
0.520

IRS1

IRS2

IRS3

IRS5

IRS10

YTM2

YTM5

YTM10

0.529
0.131
0.689
0.208

0.518
0.151
0.664
0.218

0.509
0.154
0.644
0.226

0.493
0.145
0.610
0.230

0.479
0.135
0.577
0.235

0.527
0.146
0.673
0.218

0.517
0.221
0.639
0.257

0.472
0.273
0.572
0.276

0.297
-0.022

0.310
-0.023

0.323
-0.021

0.332
-0.017

0.341
-0.010

0.316
-0.018

0.367
-0.003

0.379
0.010

0.197
0.497

0.187
0.468

0.179
0.449

0.170
0.420

0.163
0.393

0.192
0.477

0.169
0.444

0.140
0.392

Notes: Averaged over the banks in the sample; the largest correlations for each product category are
shown in bold. CZEONIA = Czech Overnight Index Average; the weighted average of the interest rates
of unsecured overnight deposits placed by banks on the interbank market. PRIBOR = Prague Interbank
Offer Rate; the average rate at which banks are willing to lend to each other. IRS = interest rate swaps.
YTM = yield on Czech government bonds.

is lower than in the previous case: only 0.273). The results are very similar when
we consider large loans (above CZK 30 million) instead of small loans. The 6-month
PRIBOR is the corresponding rate for loans with floating or short fixed rates, and
the correlation is 0.716. For longer fixations the most promising cost of funds is
captured by the yield on the 10-year government bond (correlation 0.276).
Concerning household products, we find that mortgage rates are associated the
most with yields on the 10-year government bond, which is again intuitive; the correlation is 0.379. In contrast, we fail to find any financial market rate that shows
a statistically significant correlation with the rate on consumer loans. The largest
correlation is again with the rate on the 10-year government bond, but the correlation coefficient of 0.01 is negligible. It follows that using Czech data we cannot
pursue a reasonable analysis of the pass-through of market rates to consumer loans;
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consumer loan rates seem to be driven by factors other than market interest rates.
Next, we turn to deposit rates. Rates on overnight deposits are correlated the most
with the 1-month PRIBOR (correlation 0.202), while the mean rate on term deposits
is driven by the 6-month PRIBOR (correlation 0.524). These results are consistent
with a similar correlation analysis for Czech data presented in Kucharcukova et al.
(2013).
Because our intention is to use the error-correction model framework, we need to
make sure that our time series are indeed non-stationary and that the product rates
are cointegrated with the corresponding market rates. To test for non-stationarity
we employ Fisher’s unit root test (Maddala & Wu 1999), which allows for the examination of unbalanced panel data; the results suggest that for each of the product
rates in our sample and the corresponding market rates with the largest correlation
coefficients we cannot reject the null hypothesis of non-stationarity. Next, to test for
cointegration we resort to the Pedroni (1999) residual test, which can also handle
unbalanced panel data (the results are not reported in full, but are available on request). We reject the null hypothesis of no cointegration for each pair of product
and market interest rates with the exception of consumer loans—but we have already noted that the correlation between the rate on consumer loans and any of the
financial market rates is negligible; therefore, we will not evaluate the pass-through
mechanism for consumer loan rates.5
To choose between the mean group estimator and the pooled mean group estimator we employ the Hausman test and evaluate whether the assumption of homogeneity
of the long-term coefficients holds across banks. The hypothesis cannot be rejected
at the 5% level, and we thus opt for the pooled mean group estimator, which is more
efficient, and report the corresponding results in the main body of the manuscript.
In Appendix A we present the results of the mean group estimator (Table A1 and Table A2), from which we would draw similar conclusions. While we prefer the pooled
5
Rates on consumer loans therefore seem to be unrelated to money market interest rates. One
reason may be that in a low-inflation environment, such as the one that prevailed during most of the
period we examine, the movements in risk premia related to fluctuations in non-performing loans
dwarf the movements in market rates. See also Hainz et al. (2014) for a related discussion.
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mean group estimator for the evaluation of the pass-through mechanism, the mean
group estimator is necessary for the next step of our analysis (determinants of pricing
policies), because for that we need to extract bank-level coefficients for each aspect
of interest rate pass-through, including the long-term equilibrium relationship, which
is restricted to be the same across banks by the pooled mean group estimator.
Table 4.4 shows the results of the pooled mean group estimator for interest rate
pass-through in the Czech banking system for the period 2004:01–2008:08; that is,
from the start of our data sample to the onset of the financial crisis (the sub-prime
mortgage crisis had not affected the Czech economy much before Lehman Brothers
fell, but our main results hold even if we define the beginning of the crisis as summer
2007 or, alternatively, the start of 2009). The table shows almost complete long-term
pass-through for most products—the long-term coefficients tend to be close to one,
indicating that financial market rates are fully transmitted to the rates that banks
charge their clients. The only exceptions in this respect are mortgages and overnight deposits, where the pass-through is far from complete (45% for mortgages and
28% for overnight deposits). These findings point to a well-functioning transmission
mechanism before the financial crisis.
The estimated error-correction parameters are in all cases negative and statistically significant, which suggests that the error correction model is specified well: if
the bank rate exceeds the rate that would correspond to the long-term equilibrium
with respect to the corresponding financial market rate, the bank rate decreases in
the next period, and vice versa. The parameter can also be thought of as the speed
of adjustment between the short-term reaction and the long-term equilibrium. The
speed of adjustment is relatively homogeneous across bank products, with slightly
smaller values for household-related products compared with firm-related products.
The short-run reaction of bank rates to changes in the market rate varies a lot across
products and signals incomplete short-term pass-through for all products except large
loans with a floating rate.
Our results also suggest that the spread (markup) between the market rate and
the bank rate differs a lot across products. The spread is statistically insignificant

4. Bank Efficiency and Interest Rate Pass-Through

129

Table 4.4: Interest rate pass-through before the crisis
Firm rates
Small
loans,
floating
Long-term PT
Error corr.

Short-term PT

Persistence

Spread

Adjustment
lag
Observations

∗∗∗

Small
loans,
fixed
∗∗∗

Households

Large
loans,
floating
∗∗∗

0.970
(0.0279)
∗∗∗
0.653
(0.0931)
∗∗
0.381

1.343
(0.152)
∗∗∗
0.451
(0.109)
0.822

1.133
(0.0359)
∗∗∗
0.546
(0.0745)
∗∗
0.943

(0.194)
∗∗
0.116
(0.0474)
∗∗∗
1.319

(0.585)
∗∗∗
0.193
(0.0669)
∗∗∗
1.284

(0.193)
0.9
849

Large
loans,
fixed
∗

Mortgages

∗∗∗

Deposit rates
Overnight Term
depodeposits
sits
∗∗∗

∗∗∗

0.453
(0.0423)
∗∗∗
0.378
(0.0831)
0.0448

0.282
(0.0207)
∗∗∗
0.317
(0.0727)
∗∗
0.168

0.905
(0.0123)
∗∗∗
0.307
(0.049)
∗∗∗
0.282

(0.412)
∗∗∗
0.140
(0.045)
∗∗∗
0.573

0.896
(0.543)
∗∗
0.889
(0.38)
∗∗
3.716
(1.827)
-0.0926

(0.0494)
0.0723

(0.296)
∗∗∗
1.599

(0.0666)
∗∗∗
1.161

(0.0652)
∗∗∗
0.121
(0.0415)
0.0957

(0.416)
1.2

(0.156)
0.3

(0.221)
5.2

(0.281)
1.1

(0.0817)
0.4

(0.0474)
∗
0.0742
(0.0395)
∗∗∗
0.105
(0.032)
2

427

693

48

888

1623

1551

Notes: Estimated for the period 2004:01–2008:08 by the pooled mean group estimator (Pesaran et al.
1999); standard errors are shown in parentheses. The mean adjustment lag is computed as (short-term
PT minus long-term PT)/(error correction) and is denominated in months. PT stands for pass-through.
∗
∗∗
∗∗∗
denotes statistical significance at the 10% level,
at the 5% level, and
at the 1% level.

Table 4.5: Interest rate pass-through after the crisis
Firm rates
Small
loans,
floating
Long-term PT
Error corr.

Short-term PT
Persistence

Spread
Adjustment
lag
Observations

∗∗∗

Small
loans,
fixed
∗∗∗

Households

Large
loans,
floating
∗∗∗

Large
loans,
fixed
∗∗∗

0.842
(0.0371)
∗∗∗
0.541
(0.0927)
0.216
(0.352)
∗∗∗
0.227
(0.0544)
∗∗∗
1.463
(0.238)
1.2

0.792
(0.17)
∗∗∗
0.607
(0.14)
0.32
(0.499)
-0.0407

0.870
(0.0342)
∗∗∗
0.860
(0.305)
-1.737
(2.762)
-0.085

0.696
(0.259)
∗∗∗
1.379
(0.196)
0.542
(1.132)
-0.125

(0.053)
∗∗∗
3.324
(1.123)
0.8

(0.0733)
∗∗∗
2.294
(0.854)
3

930

354

742

Mortgages

∗∗∗

Deposit rates
Overnight Term
depodeposits
sits
∗∗∗

∗∗∗

0.0515
(0.0073)
∗∗∗
0.178
(0.0337)
0.0589
(0.0447)
∗∗∗
0.170
(0.0351)
∗∗∗
0.0891
(0.0213)
0

0.279
(0.0295)
∗∗∗
0.089
(0.0125)
∗∗∗
0.277
(0.048)
-0.0328

(0.217)
∗∗∗
5.515
(0.223)
0.1

0.842
(0.06)
∗∗∗
0.098
(0.0374)
0.0334
(0.0299)
0.00745
(0.0613)
∗∗∗
0.105
(0.0402)
8.3

44

1081

1966

1869

(0.0661)
∗∗∗
0.0693
(0.0155)
0

Notes: Estimated for the period 2008:09–2013:12 by the pooled mean group estimator (Pesaran et al.
1999); standard errors are shown in parentheses. The mean adjustment lag is computed as (short-term
PT minus long-term PT)/(error correction) and is denominated in months. PT stands for pass-through.
∗
∗∗
∗∗∗
denotes statistical significance at the 10% level,
at the 5% level, and
at the 1% level.

4. Bank Efficiency and Interest Rate Pass-Through

130

or negative for deposits, which is intuitive as banks tend to set deposit rates that
are lower than their alternative costs of funding (in recent years there have been
exceptions in the Czech bank sector in this respect, and we will comment on this
issue when discussing the results computed for the post-crisis period). For loan
products, the spread tends to be the smallest for loans with collateral (mortgages)
and large loans with floating rates. Small loans display larger spreads, as do large
loans with a fixed rate, but for the latter product we only have a few observations
in the data, since few banks regularly provide loans above CZK 30 million with a
fixed rate. Finally, we compute the mean adjustment lag as (short-term PT minus
long-term PT )/(error correction). With the exception of large loans with a fixed
rate, our results point to relatively fast adjustment from the short-run reaction to
the long-term equilibrium: between 1 and 2 months. We conclude that before the
financial crisis market interest rates were fully passed through to the rates that bank
charge firms within 2 months following a change in the market rate.
The conclusions change dramatically when we consider interest rate pass-through
in the post-crisis period (2008:09–2013:12), as shown in Table 4.5. We observe a
decrease in the long-term pass-through coefficients for all bank products with the
exception of mortgages (in Section 4.6 we will evaluate the statistical significance of
this decrease). For mortgages, in contrast, the pass-through coefficient almost doubles. Moreover, the short-term reaction of bank rates to changes in the market rate
now becomes insignificant for all products except term deposits, which also suggests
weaker transmission. The error correction coefficients are still negative and statistically significant in all cases, but we observe faster adjustment for deposit rates and
slower adjustment for mortgages. Spreads (markups) increase dramatically from the
situation before the crisis, again with the exception of mortgages. Concerning adjustment lags, we do not observe any systematic changes with respect to the previous
estimation; the most important difference is the long adjustment lag of more than 8
months for mortgages, which indicates that while the relationship between mortgage
rates and their reference market rates strengthened, it now takes much longer for
mortgage rates to fully react to changes in the market rate.
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In general, our results are consistent with the notion that banks tightened their
lending standards considerably after the financial crisis. The increased aversion to
risk is reflected by higher markups on loans, and banks tend to react less to changes
in financial market rates, both in the short and the long run. The increased spreads
for deposit products may be associated with the entry of new smaller banks into
the Czech market in the years following the financial crisis; their aggressive approach
often includes offering rates far above the corresponding financial market benchmarks
in order to lure clients away from large established banks. The pass-through to
mortgage rates improved significantly, which might also reflect increased competition
in the Czech market. The tightening of credit standards for loans without collateral
could have driven banks to try to increase their market share in the mortgage market,
which has been characterized by low delinquency rates (CNB 2014).

4.5

Cost Efficiency

Operational efficiency can theoretically be one of the most important determinants
of a bank’s pricing policy. Multiple studies on interest rate pass-through take this
bank characteristic into account but only consider the traditional accounting ratios
as proxies for efficiency (see, for example, Maudos & Fernandez de Guevara 2004;
de Graeve et al. 2007; Gambacorta 2008). Following Schlüter et al. (2012), we employ
frontier analysis tools to estimate cost efficiency and use it to examine heterogeneity
in interest rate pass-through. Frontier efficiency is a relative measure telling us how
close a specific bank’s cost is to what the best-practice bank’s cost would be if both
were producing the same output under the same conditions. Because the frontier
efficiency scores are deprived of market price effects and other exogenous factors
that may influence the observed performance of banks, we consider frontier efficiency
to be more suitable for the ranking of institutions than the traditional accounting
ratios. The simple ratios relate only one input to one output and ignore relative
prices between inputs; the benefits of the frontier approach are described in detail,
for example, by Hanousek et al. (2015); Podpiera et al. (2007).
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The most common frontier tools used to estimate banking efficiency are the statistical stochastic frontier approach (SFA) and deterministic data envelopment analysis
(DEA). Some of the advantages of SFA over DEA are that SFA accounts for statistical noise and can be used to conduct the conventional tests of hypotheses, while DEA
lacks parameters suitable for economic interpretation. DEA can also be influenced
by outliers to a larger extent than SFA. On the other hand, in SFA one needs to
specify the assumed distribution of the inefficiency term and the functional form for
the production function. To capture cost efficiency more comprehensively and check
the robustness of our results, we evaluate the efficiency scores of the Czech banking
sector using both the SFA and DEA approaches.
The stochastic frontier approach was developed independently by Aigner et al.
(1977) and Meeusen & van den Broeck (1977). The general idea of the method is
that banks behave according to a given production function that captures how they
maximize their output generated by inputs, accounting for the presence of inefficiencies and random shocks. We follow Kumbhakar & Lozano-Vivas (2000), who
rewrite the production function to its cost analogy. The cost function captures a
cost-minimizing bank controlling for the amount of every input used to produce a
given output (which implies that the functional form needs to fulfill the properties of
linear homogeneity and concavity in input prices, and monotonicity in input prices
and output). Therefore, our preferred cost minimization model is defined following
a transcendental logarithmic functional form as:
3
3
3 X
3
X
X
wk
1X
C
y
y
w
= β0 +
βj ln yj +
βk ln
+
βjn
ln yj ln yn +
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+
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X

βgcov covariatesg + v + u,

(4.3)

g

where, in line with Table B1 in Appendix B, C are the operating costs, wk is the
price of the k-th input, and yj stands for the j-th output (for simplicity, bank and
time subscripts are omitted from the equation). To account for correct functional
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properties, we normalize costs and prices by w1 . Because we want to estimate bankspecific inefficiencies, we need to separate inefficiency u and random shocks v. Thus,
we impose additional assumptions into the computation: for the i-th bank at time
iid

iid

t, ui ∼ N + (µ, σu2 ) truncated at 0 and vit ∼ N (0, σv2 ) are independent of each other
as well as of other regressors. Specification (4.3) is thus estimated by the maximum
likelihood method. Since we also assume the shape of the frontier to be the same for
all banks, we include bank-specific variables covariates (see Section 4.3) and equity
capital as regressors in the frontier.
The detailed results of the models we estimate can be found in Table B3 in
Appendix B. Our preferred econometric model is panel estimation of the time-varying
decay model using the translog functional form. As a robustness check we also
provide estimation results for cross-sectional models with Cobb-Douglas and translog
functional forms including the mean-conditional model with bank-specific variables
covariates explaining the mean inefficiency term µ. A complementary robustness
check to our preferred stochastic model is the deterministic DEA model.
The concept of data envelopment analysis was formally developed by Charnes
et al. (1978). This approach calculates efficiency scores from the cost minimization
problem, where banks minimize costs with respect to a piecewise linear convex frontier that envelopes input and output data. We follow the specification introduced by
Cooper et al. (2006):

min θI
s.t.

n
X
i=1

(4.4)
λi xki − θI xkI ≤ 0 ∀k,

n
X

λi yji − yjI ≥ 0 ∀j, λi ≥ 0 ∀i,

i=1

where θ is the technical efficiency score, λi are dual variables, yji stands for the j-th
output of the i-th bank, and xki is the k-th input of the i-th bank. We use the original model of Charnes-Cooper, which assumes constant returns to scale (all the banks
in the sample are subject to the same regulatory background). The input-oriented
DEA model roughly corresponds to cost minimization: improvement in efficiency
happens through proportional expansion of output quantities without quantitati-
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vely changing the inputs used. The solution to the optimization problem would be
defined as the solution to the optimization problem of min

Pm

∗
k=1 wkI xkI

for a techni-

cal efficiency program defined in (4.4), and economic efficiency would be defined as
Pm

∗
k=1 (wki xki )/(wki xki ).

DEA applied to panel data must be estimated using a balanced panel. Since
we have to adjust our data set for DEA estimation (the original data set is heavily
unbalanced), the DEA efficiency scores only serve as a robustness check of the baseline
SFA estimates (the summary statistics in Table B2 for the annual data used for DEA
and the summary statistics in Table B1 for the annualized data used for SFA are fairly
similar). Figure B1 also shows that the values of the two efficiency scores exhibit a
similar trend throughout the time period we examine, although SFA suggests more
improvement in cost efficiency after the financial crisis.
The probability distributions of the efficiency scores estimated by both preferred
frontier models, DEA and SFA, in Figure B2 provide a further insight into the estimated values; nevertheless, we are more interested in the relative ranking of banks.
As indicated by Table B4, the correlation between frontier measures is strong but the
correlation between accounting proxies for efficiency and their frontier alternatives is
relatively weak. We conclude that simple accounting ratios constitute poor proxies
for bank cost efficiency and we therefore employ efficiency scores in the analysis of
bank-level determinants of pricing policies.

4.6

Determinants of Pricing Policies

In this section we explore the heterogeneity in the price-setting behavior of individual
banks by linking the pass-through coefficients estimated at the bank and product level
to the characteristics of the banks. The first step of the analysis involves the collection
of coefficients from Section 4.4—because we need bank-level coefficients for both the
short- and long-run relationships, we use the results of the mean group estimator,
which allows all the coefficients to vary across individual banks. We focus on three
coefficients: the strength of the long-term pass-through, the mean adjustment lag
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after which the response of bank rates to changes in the market rate reaches its longterm equilibrium, and the spread (markup) between the bank and market rate. We
do not investigate short-term pass-through coefficients because these are statistically
insignificant in many cases.
An important aspect of methodology not addressed by previous studies on the
determinants of interest rate pass-through is that we take into account the precision of
the pass-through coefficients estimated for individual banks. The estimates for some
banks, especially those with shorter time series, are relatively imprecise, and we need
to give such observations less weight in our regressions to reflect the uncertainty
surrounding these estimates (a similar approach is frequently used, for example,
in meta-analyses, where the dependent variable captures estimates of the effect in
question taken from various studies; see, for example, Havranek 2015; Havranek &
Irsova 2011). The mean adjustment lag is not directly estimated by the mean group
estimator; instead, it is a nonlinear combination of three coefficient estimates. To
compute the approximate standard error for the adjustment lag we therefore employ
the delta method, also frequently used in meta-analysis. Results of simple OLS
estimation, not reported in the paper, are available on request.
To investigate the bank-level differences in the strength of the long-term passthrough we estimate the following regression:
long-term PTijk /SEijk = α0 + α1 efficiencyij /SEijk + α2 liquidityij /SEijk
+ α3 capital adequacyij /SEijk + α4 credit riskij /SEijk
+ α5 bank sizeij /SEijk + α6 depositsij /SEijk
+ α7 post-crisisj /SEijk + α8 deposits LTPTij /SEijk
+

4
X

α9k productk + ijk ,

k=1

(4.5)
where SEijk denotes the standard error of the estimate of the long-term pass-through
for bank i, period j, and product k. The definitions of bank-level characteristics liqui-
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dity, capital adequacy, credit risk, bank size, and deposits are available in Section 4.3:
these are standard control variables used for the explanation of heterogeneity in bank
pricing policies in several studies (see, for example, de Graeve et al. 2007; Horvath &
Podpiera 2012). The efficiency variable is estimated according to the approach described in Section 4.5; in our baseline estimation we use efficiency scores obtained by
employing stochastic frontier analysis, but use scores from data envelopment analysis
as a robustness check.
To increase the number of degrees of freedom in our regressions, we include estimates of the pass-through coefficients both before and after the financial crisis
(denoted by period j, which equals 0 for pre-crisis periods and 1 for post-crisis periods). The corresponding dummy variable (post-crisis) controls for changes in the
strength of the long-term pass-through since the crisis.6 We also include among the
explanatory variables the long-term pass-through coefficients for overnight deposits
estimated for each bank: because deposits serve as a source of financing for loans,
the way market rates are passed through to deposit rates for each bank may influence the pass-through mechanisms for loan products as well.7 Finally, in Section 4.4
we estimate the pass-through coefficients separately for various loan products, so in
(4.5) we add a set of dummy variables corresponding to each loan category. Standard errors in all regressions in this section are clustered at the bank level to reflect
the fact that most of our explanatory variables are defined at the bank level—if we
omitted clustering we would exaggerate the precision of our estimates.
We specify a similar weighted-least-squares regression for the mean adjustment
6

Due to the limited number of banks in our data set, we cannot estimate the determinants of
pass-through separately before and after the crisis. Therefore, we impose the condition that the
crisis did not change the slope coefficients in the regression.
7
Another reason to control for the pass-through to deposit rates is the recent entry of many small
banks into the Czech market. These banks were often deliberately in losses for several years trying to
attract new customers (especially depositors), and this could influence the estimated cost efficiency.
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lag:
adjustment lagijk /SEijk = α0 + α1 efficiencyij /SEijk + α2 liquidityij /SEijk
+ α3 capital adequacyij /SEijk + α4 credit riskij /SEijk
+ α5 bank sizeij /SEijk + α6 depositsij /SEijk
+ α7 post-crisisj /SEijk + α8 deposits adj. lagij /SEijk
+

4
X

α9k productk + ijk ,

k=1

(4.6)
where SEijk denotes the standard error of the estimate of the adjustment lag for
bank i, period j, and product k (the standard error is approximate and estimated
using the delta method). Similarly to the previous case we include the corresponding
pass-through coefficient for deposits.
Finally, we estimate an analogous regression for the spread:
spread (markup)ijk /SEijk = α0 + α1 efficiencyij /SEijk + α2 liquidityij /SEijk
+ α3 cap. adequacyij /SEijk + α4 credit riskij /SEijk
+ α5 bank sizeij /SEijk + α6 depositsij /SEijk
+ α7 post-crisisj /SEijk + α8 deposits spreadij /SEijk
+

4
X

α9k productk + ijk ,

k=1

(4.7)
where SEijk denotes the standard error of the estimate of the spread for bank i, period
j, and product k. The variable deposits spread denotes the mean spread between the
deposit rate and the corresponding market rate for each bank. Our hypothesis is that
banks that offer larger spreads on deposits (more attractive rates for depositors) tend
to engage in riskier behavior and provide loan products with a higher markup.
Figure 4.1 shows the correlation coefficients between the individual explanatory
variables. We observe the largest correlations between the two alternative efficiency
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Figure 4.1: Correlations between bank-level characteristics
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Notes: Efficiency sfa stands for banks’ efficiency scores estimated using the Stochastic
Frontier Analysis method; efficiency dea stands for scores obtained using Data Envelopment Analysis. Long dep, lag dep, and spread dep denote for each bank the mean
strength of the long-term pass-through to deposit rates, the adjustment lag for deposit
rates, and the spread for deposit rates, respectively.

measures, 0.83 (but note that the two measures are never included in the same regression). The high correlation suggests that stochastic frontier analysis and data
envelopment analysis yield similar rankings of banks according to cost efficiency.
Next, the efficiency measures are negatively correlated with bank size (the coefficients range from −0.5 to −0.6), which suggests less cost efficiency for large banks,
consistent with our results from Section 4.5. Also less efficient are banks that show
a higher share of deposits in total liabilities. Credit risk is negatively correlated with
liquidity: more liquid banks display lower credit risk scores. Moreover, banks with
a higher share of deposits tend to score worse in terms of capital adequacy, which is
also intuitive. In addition, Figure 4.1 suggests that strong long-term pass-through
for deposits is often associated with long mean adjustment lags and low spreads.
Figure 4.2 visualizes the relationships between the interest rate pass-through coef-
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Figure 4.2: Selected determinants of pass-through to loan rates
(a) Banks’ cost efficiency and loan pricing

(b) Banks’ IRPT for deposits and loan pricing
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Notes: IRPT = interest rate pass-through. Banks are divided to two groups by comparing their
corresponding values to the median. The variables on the horizontal axes are winsorized using
the 5% threshold for both tails.
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ficients for loan products and the bank-level characteristics that we focus on in this
paper. The left-hand panel of the figure shows the impact of banks’ cost efficiency
on the strength of the long-term pass-through (the first panel from the top), the
adjustment lag between the short and the long term (middle panel), and the spread
between bank loan rates and the corresponding market rates (bottom panel). We
divide the banks in our sample into two groups according to efficiency scores computed using stochastic frontier analysis: the banks with scores below the median
score are labeled “less efficient” and the banks with scores above the median value as
“more efficient.” Concerning the long-term pass-through coefficients, we observe that
the distribution is approximately the same for both less and more efficient banks.
In other words, banks’ cost efficiency does not matter for the strength of long-term
interest rate pass-through.
In contrast, banks’ cost efficiency seems to matter for the mean adjustment lag.
Although both efficient and inefficient banks sometimes display fast adjustment between the short-run response and the long-run equilibrium, large values of the adjustment lag are much more often associated with more efficient banks. In addition,
the mean adjustment lag for more efficient banks is about twice as large as the mean
lag for banks that are less efficient. More efficient banks tend to react to changes
in financial market interest rates more slowly, thus smoothing loan rates for their
clients. Concerning the spread between the bank and market rates, the bottom-left
panel of the figure suggests that less efficient banks usually charge higher markups.
This finding is intuitive, because banks operating more efficiently can afford to lower
the rates they charge in an effort to reap a larger share of the market. So far, our preliminary results for the relation between cost efficiency and pass-through coefficients
are fully in line with Schlüter et al. (2012), who use German product-level data.
The right-hand part of Figure 4.2 contains evidence of the relation between the
pass-through coefficients for loan products and the pass-through coefficients for deposits for individual banks. Because deposits serve as a source of financing for loans provided by banks, we hypothesize that the pass-through mechanism for loans
should be associated with that for deposits: more complete long-term pass-through
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from market rates to deposit rates should translate to more complete long-term
pass-through for loans, longer adjustment lags for deposits should be associated with
longer lags for loans, and banks that provide high spreads on deposits with respect to
the corresponding financial market rate should charge higher markups on loan products. In each panel we divide banks into two groups according to their pass-through
behavior for deposits. For example, in the top panel there are two groups: banks
with long-term pass-through smaller than median long-term pass-through and banks
with long-term pass-through exceeding the median. Nevertheless, we observe little
relation between the equilibrium strength of pass-through for deposits and loans.
The mean adjustment lag, on the other hand, seems to be often similar for loan
and deposit products. Values of the adjustment lag for loan products larger than
four months only occur for banks that also display slow adjustment of deposit rates
to changes in the market rate. While there are some exceptions (slow adjustment
for deposits sometimes occurs simultaneously with fast transmission for loans), the
mean adjustment lag corresponding to loan products is about twice as large for banks
displaying slow adjustment of deposit rates than for banks with fast adjustment of
deposit rates. Finally, the bottom panel of the figure shows that high spreads for deposit rates are associated with high markups for loan rates, which might suggest that
banks engaged in risky lending behavior tend to offer attractive rates for depositors
(CNB 2014).
The problem with Figure 4.2 is that the displayed relationships do not control
for other potential determinants of heterogeneity in bank pricing policies, such as
liquidity position, capital adequacy, or bank size (de Graeve et al. 2007). To take this
issue into account and investigate the aforementioned relationships more formally, we
present a regression analysis of the determinants of the three pass-through coefficients
in Table 4.6 (where efficiency scores are estimated using stochastic frontier analysis)
and Table 4.7 (efficiency scores estimated using data envelopment analysis). Some
of the estimated pass-through coefficients are implausible, due to the relatively small
number of observations available for some banks.8 Instead of removing these outliers
8

While such imprecise estimates get less weight in the weighted-least-squares setting that we use,
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Table 4.6: Determinants of interest rate pass-through, SFA used
Response variable:
Efficiency (SFA)
Liquidity
Capital adequacy
Credit risk
Bank size
Deposits
Post-crisis
Deposits LTPT
Deposits adj. lag
Deposits spread
Mortgages
Large loans, fixed
Large loans, floating
Small loans, fixed
Constant
R2
Observations

Long-term PT
0.177
∗
-3.478
∗∗
4.345
1.372
0.0255
∗∗∗
3.422
∗∗
-0.964
-0.486

(2.229)
(1.737)
(1.653)
(1.747)
(0.0373)
(0.573)
(0.457)
(0.326)

Adjustment lag
∗∗∗

26.84
∗∗∗
-58.60
27.77
∗
-25.70
∗∗∗
0.743
∗∗∗
29.47
∗∗∗
-10.90

(8.274)
(15.85)
(17.35)
(13.21)
(0.236)
(7.511)
(2.943)

0.00378

(0.0336)

Spread (markup)
2.302
9.791
-7.327
2.642
0.0332
-4.602
∗∗
2.714
∗∗∗

-0.399
-0.0796
0.190
0.338
-1.821

(0.299)
(0.211)
(0.251)
(0.213)
(2.052)

0.85
83

2.720
0.542
∗
-4.666
0.233
-1.712
0.88
83

(2.374)
(3.196)
(2.542)
(4.250)
(15.68)

3.466
-1.190
-0.734
0.415
1.413
1.155

(5.762)
(8.593)
(5.910)
(5.511)
(0.120)
(2.940)
(1.240)

(0.507)
(1.018)
(0.811)
(0.779)
(1.356)
(6.394)

0.67
84

Notes: Standard errors, reported in parentheses, are clustered at the bank level. The regressions are
estimated using weighted least squares, with the precision of the pass-through estimates (the inverse of
the estimates’ standard errors) taken as the weight. The dependent variable is winsorized using the 5%
∗
threshold for both tails. SFA = stochastic frontier analysis. LTPT = long-term pass-through. denotes
∗∗
∗∗∗
statistical significance at the 10% level,
at the 5% level, and
at the 1% level.

or using a robust regression technique that does not allow for clustering of standard
errors, such as in Horvath & Podpiera (2012), we winsorize the observations at 5%
from each tail: in other words, we replace the values of the smallest 5% of the
observations with the value of the 5% percentile in the data and the values of the
largest 5% of the observations with the value of the 95% percentile in the data (a
similar approach is used in the weighted-least-squares setting by Havranek et al.
2015). Table A3 and Table A4 in Appendix A show that changing the threshold
level to 1% does not alter our main results.
Our results corroborate profound changes in the interest rate pass-through mechanism during the crisis, which we have already discussed in Section 4.4. The
dummy variable corresponding to the post-crisis period is statistically significant in
all specifications at the 5% level. The pass-through of financial market rates to bank
loan rates weakens dramatically: when bank-level characteristics are controlled for,
they are still substantial outliers. The estimated regression coefficients become significantly less
precise when such outliers are not tackled; when simple OLS is used (that is, without weighting),
the estimates get even more imprecise.
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Table 4.7: Determinants of interest rate pass-through, DEA used
Response variable:
Efficiency (DEA)
Liquidity
Capital adequacy
Credit risk
Bank size
Deposits
Post-crisis
Deposits LTPT
Deposits adj. lag
Deposits spread
Mortgages
Large loans, fixed
Large loans, floating
Small loans, fixed
Constant
R2
Observations

Long-term PT
6.918
∗∗
-3.581
∗∗∗
4.253
1.728
∗∗
0.0519
∗∗∗
4.017
∗∗∗
-1.008
-0.440

(4.944)
(1.555)
(1.286)
(1.519)
(0.0209)
(0.509)
(0.305)
(0.321)

Adjustment lag
∗∗

97.43
∗∗∗
-51.22
6.422
∗
-25.40
∗∗
0.677
∗∗∗
29.68
∗∗∗
-9.703

(38.20)
(17.20)
(13.62)
(13.90)
(0.265)
(9.262)
(2.528)

0.0249

(0.0337)

Spread (markup)
-23.81
8.890
∗
-8.627
-0.114
-0.107
∗∗
-6.568
∗∗∗
2.707
∗∗∗

-0.106
0.0545
0.296
∗∗
0.587
∗
-7.751
0.86
83

(0.270)
(0.208)
(0.235)
(0.261)
(4.467)

4.483
-0.519
-4.103
1.794
-64.29
0.87
83

(3.079)
(3.497)
(2.723)
(4.401)
(40.18)

3.842
∗
-1.798
-1.164
0.311
0.609
24.10

(18.47)
(6.722)
(4.411)
(4.720)
(0.103)
(2.456)
(0.769)

(0.498)
(1.014)
(0.975)
(0.791)
(1.184)
(16.42)

0.70
84

Notes: Standard errors, reported in parentheses, are clustered at the bank level. The regressions are
estimated using weighted least squares, with the precision of the pass-through estimates (the inverse of
the estimates’ standard errors) taken as the weight. The dependent variable is winsorized using the 5%
∗
threshold for both tails. DEA = data envelopment analysis. LTPT = long-term pass-through. denotes
∗∗
∗∗∗
statistical significance at the 10% level,
at the 5% level, and
at the 1% level.

the estimated change in the long-term pass-through coefficient approaches one, which
would translate an almost complete pass-through before the crisis to no significant
pass-through after the crisis for an average loan product.9 Moreover, adjustment
lags shorten after the crisis, which suggests that although the long-term relationship between market and bank rates gets weaker, the adjustment between the shortand long-run reaction gets faster: banks change their rates more frequently. Spreads
(markups) increase after the crisis, which reflects elevated risk aversion of individual
banks.
Our findings concerning the impact of the financial crisis contrast with the results
of Illes & Lombardi (2013), who find little change in the interest rate pass-through for
major economies. Hristov et al. (2014), on the other hand, using fresher data, show
that the pass-through has become significantly distorted in the euro area since 2008,
which is consistent with our results for the same period and Czech data. Hansen
9

The crisis-induced changes estimated in this section are substantially larger than the ones reported previously for bank-level pass-through estimation. Here we use a different methodology and
control for several bank-level characteristics. The qualitative finding that the crisis changed passthrough deeply is robust throughout the methods we use in the manuscript.
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& Welz (2011) examine Swedish data and report results in between those of Illes
& Lombardi (2013) and Hristov et al. (2014): in Sweden the crisis has not affected
interest rate pass-through for products with short maturities, but has distorted passthrough to lending rates at longer maturities.
Concerning the effect of banks’ cost efficiency, we fail to confirm the intuition and
observation from Figure 4.2 that more efficient banks tend to charge lower markups.
The relationship does not hold when other bank-specific characteristics are controlled
for, and it does not matter for the results whether efficiency scores are computed
using stochastic frontier analysis or data envelopment analysis. Our results also
show no relation between cost efficiency and long-term pass-through. In contrast,
the regression analysis confirms the notion that more efficient banks tend to exhibit
longer adjustment lags, changing rates less frequently, and thus smoothing the rates
for their clients. The result, which holds for both stochastic frontier analysis and
data envelopment analysis, is in line with the findings of Schlüter et al. (2012), the
only other study (to our knowledge) that examines determinants of pricing policies
using non-simplified measures of cost efficiency.
Our results show that the pass-through mechanism for deposits at the bank level
is important for loan rate markups, but not for the adjustment lag or the strength of
long-term pass-through. Higher spreads for deposit rates are associated with higher
markups for loan rates, which suggests that banks offering generous deposit products
tend to engage in risky lending behavior. Concerning our control variables, we find
that more liquid banks tend to exhibit weaker and faster interest rate pass-through,
which is consistent with the results of de Graeve et al. (2007) for the Belgian banking
sector. In contrast to de Graeve et al. (2007), however, we find that banks with excess
capital usually show stronger long-term pass-through. Moreover, our results suggest
that larger banks exhibit longer adjustment lags on average: it seems to be easier for
large banks not to react to changes in market rates so often and to smooth loan rates
for their clients. Finally, consistent with Horvath & Podpiera (2012) and Gambacorta
(2008), we find that banks with a greater degree of relationship banking (proxied by
the share of deposits in total liabilities) is associated with smoother setting of loan
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rates.

4.7

Concluding Remarks

We explore the interest rate pass-through mechanism in the Czech banking sector
using product-level data for both before and after the financial crisis. We find strong
and almost complete long-term pass-through from financial market rates to the rates
that banks charge their clients before the crisis, but document a substantial deterioration of pass-through after the crisis (with the exception of mortgage rates).
This result is consistent with the findings of Hristov et al. (2014) for the euro area,
who show that the pass-through mechanism has become significantly distorted after
2008. Next, we find a relationship between bank pricing policies for deposits and
loans: banks that offer large spreads between the deposit rate and the corresponding
money market rate tend to charge high loan markups to their clients. We are not
aware of any previous study examining this particular relationship, but the results
are in line with anecdotal evidence, as banks offering generous deposit rates tend to
be involved in the riskier segment of the loan market. Finally, our results suggest that
banks’ cost efficiency is not significantly related to loan markups, which contrasts
with the results of Schlüter et al. (2012) for German banks. Similarly to Schlüter
et al. (2012), however, we find that more cost-efficient banks tend to smooth loan
rates.
The two most closely related studies to ours are Horvath & Podpiera (2012), who
study the interest-rate pass through using Czech data, and Schlüter et al. (2012),
who, to our knowledge, present the only available analysis that relates the strength
and speed of pass-through to properly computed efficiency scores. In contrast to
Schlüter et al. (2012), we use statistical techniques suited for heterogeneous panels:
the mean group estimator (Pesaran & Smith 1995) and the pooled mean group
estimator (Pesaran et al. 1999), and employ both stochastic frontier analysis and
data envelopment analysis to compute efficiency scores. In contrast to Horvath &
Podpiera (2012), we use efficiency scores instead of simple accounting ratios as a proxy
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for cost efficiency and cluster standard errors at the bank level when examining the
determinants of pricing policies. Due to data limitations and omission of clustering,
Horvath & Podpiera (2012) effectively work with less than 15 degrees of freedom in
their main analysis, but report standard errors corresponding to about 40 degrees
of freedom, which is likely to exaggerate the statistical significance of their results
(they do not cluster standard errors). Indeed, our results differ from theirs to a large
extent. In contrast to both papers, we examine pass-through both before and after
the crisis and use weighted least squares estimation in which the precision of the
bank-level pass-through coefficients is taken as the weight.
Our focus in this paper is the change in interest rate pass-through during the
crisis, the effect of banks’ cost efficiency on bank pricing policies, and the relation
between pass-through to deposit rates and pass-through to loan rates. There are
many further aspects of interest rate pass-through that can be analyzed but that we
do not address. For example, van Leuvensteijn et al. (2013) show that bank competition decreases spreads, and Becker et al. (2012) document asymmetries in the
pass-through mechanism (depending on whether financial market rates increase or
decrease). We leave the examination of these relationships in the Czech banking sector for future research when more data are available, especially hikes in the monetary
policy rate after the crisis.
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4.A

Robustness Checks
Table A1: Interest rate pass-through before the crisis, mean group
estimator
Firm rates
Small
loans,
floating

Households

Small
loans,
fixed

Large
loans,
floating

Short-term PT

0.774
(0.137)
∗∗∗
0.821
(0.102)
0.103

1.103
(0.703)
∗∗∗
0.552
(0.111)
0.855

1.199
(0.464)
∗∗∗
0.646
(0.0752)
∗∗
0.908

Persistence

(0.39)
-0.0435
(0.0452)
∗∗∗
2.435
(0.713)
0.8

(0.677)
∗∗
0.156
(0.0718)
∗∗
2.074
(1.03)
0.4

(0.46)
∗
0.0843
(0.0456)
∗∗∗
1.322
(0.362)
0.5

849

427

693

Long-term PT
Error corr.

Spread
Adjustment
lag
Observations

∗∗∗

∗∗∗

Large
loans,
fixed
∗∗∗

Mortgages

∗∗∗

Deposit rates
Overnight Term
depodeposits
sits
∗∗∗

∗∗∗

0.793
(0.25)
∗∗
0.896
(0.369)
∗∗
3.593
(1.569)
-0.0898

0.637
(0.0895)
∗∗∗
0.432
(0.0881)
0.0491

0.196
(0.0712)
∗∗∗
0.529
(0.0869)
∗∗∗
0.161

0.642
(0.0823)
∗∗∗
0.397
(0.0466)
∗∗∗
0.258

(0.0502)
0.0741

(0.0571)
-0.0353

(0.296)
∗
1.661
(0.995)
4.9

(0.0611)
∗∗∗
1.060
(0.296)
1.4

(0.039)
0.269
(0.168)
0.1

(0.0445)
∗∗
0.0751
(0.0363)
0.00727
(0.0673)
1

48

888

1623

1551

Notes: Estimated for the period 2004:01–2008:08 by the mean group estimator (Pesaran & Smith 1995);
standard errors are shown in parentheses. The mean adjustment lag is computed as (short-term PT minus
∗
long-term PT)/(error correction) and is denominated in months. PT stands for pass-through. denotes
∗∗
∗∗∗
statistical significance at the 10% level,
at the 5% level, and
at the 1% level.
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Table A2: Interest rate pass-through after the crisis, mean group estimator
Firm rates
Small
loans,
fixed

Small
loans,
floating
Long-term PT
Error corr.

Short-term PT
Persistence

Spread
Adjustment
lag
Observations

∗∗∗

∗∗

Households

Large
loans,
floating
∗∗∗

Large
loans,
fixed

Mortgages

∗∗∗

0.795
(0.0603)
∗∗∗
0.635
(0.103)
0.205
(0.384)
∗∗∗
0.183
(0.0533)
∗∗∗
1.772
(0.301)
0.9

0.516
(0.223)
∗∗∗
0.915
(0.133)
0.225
(0.512)
0.045

0.707
(0.266)
∗∗∗
0.824
(0.131)
-0.111
(0.919)
-0.0627

0.506
(0.377)
∗∗∗
1.439
(0.137)
0.604
(0.602)
-0.0865

0.504
(0.122)
∗∗∗
0.152
(0.0363)
0.0349
(0.0316)
0.0137

(0.0636)
∗∗∗
5.526
(1.296)
0.3

(0.0442)
∗∗∗
2.579
(0.539)
1

(0.157)
∗∗∗
7.048
(2.595)
-0.1

930

354

742

44

Deposit rates
Overnight Term
depodeposits
sits
∗∗∗

∗∗∗

0.348
(0.0641)
∗∗∗
0.153
(0.0235)
∗∗∗
0.294
(0.0505)
-0.0285

(0.0592)
∗∗∗
0.387
(0.0987)
3.1

0.187
(0.0444)
∗∗∗
0.318
(0.0541)
∗∗
0.111
(0.0487)
∗∗∗
0.121
(0.0289)
∗∗∗
0.112
(0.0417)
0.2

1081

1966

1869

(0.0585)
∗∗
0.0975
(0.0478)
0.4

Notes: Estimated for the period 2008:09–2013:12 by the mean group estimator (Pesaran & Smith 1995);
standard errors are shown in parentheses. The mean adjustment lag is computed as (short-term PT minus
∗
long-term PT)/(error correction) and is denominated in months. PT stands for pass-through. denotes
∗∗
∗∗∗
statistical significance at the 10% level,
at the 5% level, and
at the 1% level.

Table A3: Determinants of interest rate pass-through, SFA used,
winsorized at 1%
Response variable:
Efficiency (SFA)
Liquidity
Capital adequacy
Credit risk
Bank size
Deposits
Post-crisis
Deposits LTPT
Deposits adj. lag
Deposits spread
Mortgages
Large loans, fixed
Large loans, floating
Small loans, fixed
Constant
R2
Observations

Long-term PT
2.145
∗∗
-11.97
∗∗
13.31
1.354
0.0234
∗∗∗
11.40
-2.297
∗
-2.449

(6.554)
(5.467)
(4.975)
(4.724)
(0.110)
(1.915)
(1.418)
(1.192)

Adjustment lag
∗∗

32.07
∗∗∗
-93.50
34.54
∗
-46.31
∗∗
0.700
∗∗∗
46.08
∗∗∗
-14.96

(11.58)
(27.69)
(24.57)
(23.81)
(0.299)
(11.66)
(4.478)

0.0546

(0.0526)

Spread (markup)
0.798
17.86
-15.43
4.392
-0.000758
-7.615
∗∗
5.605

∗∗∗

-0.529
∗
1.164
1.016
1.023
-6.462
0.89
83

(0.830)
(0.643)
(0.847)
(0.634)
(5.806)

2.688
2.154
∗
-6.736
1.166
6.441
0.90
83

(3.432)
(4.249)
(3.838)
(7.510)
(26.13)

3.997
-1.733
-0.844
0.310
1.500
1.526

(8.962)
(12.72)
(10.42)
(7.333)
(0.205)
(4.822)
(2.341)

(0.723)
(1.223)
(1.024)
(0.868)
(1.578)
(9.284)

0.66
84

Notes: Standard errors, reported in parentheses, are clustered at the bank level. The regressions are
estimated using weighted least squares, with the precision of the pass-through estimates (the inverse of
the estimates’ standard errors) taken as the weight. The dependent variable is winsorized using the 1%
∗
threshold for both tails. SFA = stochastic frontier analysis. LTPT = long-term pass-through. denotes
∗∗
∗∗∗
statistical significance at the 10% level,
at the 5% level, and
at the 1% level.
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Table A4: Determinants of interest rate pass-through, DEA used,
winsorized at 1%
Response variable:
Efficiency (DEA)
Liquidity
Capital adequacy
Credit risk
Bank size
Deposits
Post-crisis
Deposits LTPT
Deposits adj. lag
Deposits spread
Mortgages
Large loans, fixed
Large loans, floating
Small loans, fixed
Constant
R2
Observations

Long-term PT
22.10
∗∗
-12.06
∗∗∗
12.29
1.975
0.0807
∗∗∗
12.98
∗∗
-2.320
∗
-2.274

(14.44)
(4.879)
(3.938)
(4.122)
(0.0585)
(1.805)
(0.982)
(1.156)

Adjustment lag
∗∗

129.5
∗∗∗
-83.80
11.92
∗
-44.05
∗∗
0.693
∗∗∗
48.04
∗∗∗
-13.88

(48.54)
(29.48)
(18.39)
(23.60)
(0.296)
(14.47)
(3.793)

0.0777

(0.0523)

Spread (markup)
-40.95
15.41
∗∗
-16.05
0.254
-0.191
∗∗
-10.16
∗∗∗
5.390

∗∗∗

0.261
∗∗
1.519
1.274
∗∗
1.739
∗
-24.19
0.90
83

(0.751)
(0.610)
(0.845)
(0.779)
(12.83)

5.184
0.945
-6.245
3.579
-81.45
0.90
83

(4.249)
(4.729)
(4.229)
(7.594)
(55.87)

4.442
∗∗
-2.539
-1.427
0.129
0.279
38.77

(27.92)
(9.206)
(7.118)
(6.010)
(0.161)
(4.007)
(1.431)

(0.735)
(1.220)
(1.271)
(0.895)
(1.341)
(24.46)

0.71
84

Notes: Standard errors, reported in parentheses, are clustered at the bank level. The regressions are
estimated using weighted least squares, with the precision of the pass-through estimates (the inverse of
the estimates’ standard errors) taken as the weight. The dependent variable is winsorized using the 1%
∗
threshold for both tails. DEA = data envelopment analysis. LTPT = long-term pass-through. denotes
∗∗
∗∗∗
statistical significance at the 10% level,
at the 5% level, and
at the 1% level.
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Details of Efficiency Analysis

Table B1: Summary statistics of variables for stochastic frontier efficiency estimation
Variable

Label

inputs

x1
x2

input prices

x3
w1

w2

w3

outputs

heterogeneity

y1
y2
y3
cov
z

Description

Obs.

Mean

SD

Min

Max

fixed assets = tangible and intangible assets
borrowed funds = total
interest-bearing
financial
liabilities
number of full time employees
price of fixed assets = depreciation on fixed assets and other
administrative expenses divided by fixed assets
price of borrowed funds = interest expenses divided by borrowed funds
price of labor = personnel expenses divided by number of
full time employees
commercial loans
interbank loans
investment assets
expected inefficiency covariates captured in Section 4.3
equity capital

4,508

1,231

3,346

0

19,600

4,459

89,200

158,000

0

855,000

4,540
4,508

1,009
5

2,293
12

2
0

11,197
301

4,343

0.02

0.01

0

0.15

4,538

1.18

0.88

0

19.17

4,348
4,348
4,085

49,600
24,000
26,500

82,500
46,200
62,900

0
1
0

457,000
314,000
403,000

4,549

7,708

16,000

-488

96,100

Notes: All variables except for x3 , w1 , and w2 in CZK millions; w1 and w2 in %. Reported variables
are annualized. Unbalanced panel of 52 banks over the period of 2003–2013.
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Table B2: Summary statistics of variables for deterministic frontier
efficiency estimation
Variable

Label

costs
inputs

C
x1
x2

x3
c1

input costs

c2
c3
outputs

y1
y2
y3

Description

Obs.

Mean

SD

Min

Max

total operating costs
fixed assets = tangible and intangible assets
borrowed funds = total
interest-bearing
financial
liabilities
number of full time employees
expenditures on fixed assets
= depreciation on fixed assets
and other administrative expenses
expenditures on borrowed
funds = interest expenses
expenditures on labor = personnel expenses
commercial loans
interbank loans
investment assets

300
300

4,715
1,595

6,850
3,815

50
0

33,900
18,900

300

114,000

176,000

336

817,000

300
300

1,310
1,609

2,581
2,713

13
0

11,187
13,600

300

1,865

2,374

3

16,800

300

1,242

2,243

14

14,700

300
300
300

63,400
27,900
32,000

93,600
46,800
70,500

157
10
0

457,000
282,000
394,000

Notes: All variables except for x3 in CZK millions. Reported variables are annualized. Balanced
panel of 30 banks over the period of 2004–2013.
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Figure B1: Development of the estimated frontier efficiencies during
2004–2013
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Table B3: Stochastic frontier estimation
CS TL Cond.
∗∗

−2.578
(−16.21)
∗∗
−0.458
(−3.23)
∗∗
1.376
(15.18)
∗∗
2.286
(8.51)
∗∗
−2.027
(−6.60)
∗∗
−0.0281
(−4.74)
∗∗
−0.0255
(−6.88)
∗∗
−0.0168
(−4.13)
∗∗
0.164
(12.98)
∗∗
0.0382
(8.87)
∗∗
0.0472
(18.95)
∗
−0.0634
(−2.34)
∗∗
0.0877
(3.20)
∗
0.0651
(1.99)
∗∗
−0.106
(−8.86)
∗∗
−0.0836
(−7.12)
∗∗
0.142
(19.59)
∗∗
0.132
(9.21)
∗∗
0.0686
(5.17)

ln y1
ln y2
ln y3
ln(w2 /w1 )
ln(w3 /w1 )
ln y1 ln y2
ln y1 ln y3
ln y2 ln y3
2
1/2 ln y1
2
1/2 ln y2
2
1/2 ln y3

ln(w2 /w1 ) ln(w3 /w1 )
1/2 ln(w2 /w1 )2
1/2 ln(w3 /w1 )2
ln y1 ln(w2 /w1 )
ln y2 ln(w2 /w1 )
ln y3 ln(w2 /w1 )
ln y1 ln(w3 /w1 )
ln y2 ln(w3 /w1 )

∗∗

ln y3 ln(w3 /w1 )
time trend
time trend squared
equity over assets
return on assets
return on equity
quick to total assets
capital adequacy ratio
credit risk to tot. assets
risk-weighted to tot. assets

−0.105
(−12.73)
∗∗
−0.0045
(−6.03)
∗
0.00002
(2.54)
∗∗
−1.146
(−5.89)
∗
−0.0250
(−2.04)
∗∗
−0.0036
(−3.77)
∗∗
0.0052
(7.24)
0.0007
(0.74)
∗
0.0045
(2.38)
0.0021
(1.18)

CS TL Mean-cond.
∗∗

−1.869
(−15.01)
∗∗
−1.213
(−9.96)
∗∗
1.395
(14.52)
∗∗
1.542
(5.90)
∗∗
−1.233
(−4.30)
∗∗
−0.0248
(−4.64)
∗∗
−0.0331
(−10.40)
∗
−0.0095
(−2.49)
∗∗
0.145
(12.68)
∗∗
0.0389
(8.09)
∗∗
0.0661
(33.37)
0.0211
(0.88)
∗
−0.0553
(−2.18)
0.0234
(0.83)
∗∗
−0.0816
(−7.40)
∗∗
−0.151
(−13.89)
∗∗
0.162
(20.81)
∗∗
0.0876
(7.16)
∗∗
0.115
(9.86)

∗∗

31.31
(16.52)

Panel TL

∗∗

0.458
(46.07)
∗∗
0.0883
(19.80)
∗∗
0.0488
(13.57)
∗∗
0.502
(67.52)
∗∗
0.337
(37.67)

∗∗

−0.123
(−14.70)

∗∗

Panel TL Cond.
∗∗

−0.678
(−5.35)
∗∗
0.722
(10.64)
−0.0135
(−0.24)
∗∗
3.580
(28.51)
∗∗
−2.282
(−15.10)
∗∗
−0.0556
(−16.51)
∗∗
−0.0222
(−10.42)
−0.0002
(−0.11)
∗∗
0.0910
(11.54)
∗∗
0.0362
(14.85)
∗∗
0.0337
(20.30)
∗∗
−0.162
(−18.59)
∗∗
0.185
(25.00)
∗∗
0.158
(15.02)
∗∗
−0.0842
(−16.86)
∗∗
0.0121
(2.92)
∗∗
0.0104
(3.35)
∗∗
0.0637
(9.53)
∗∗
−0.0232
(−4.26)

-0.649
(-3.92)
∗∗
0.663
(11.02)
∗
-0.111
(-2.27)
∗∗
3.754
(30.15)
∗∗
-2.670
(-19.28)
∗∗
-0.0266
(-8.45)
∗∗
-0.0115
(-5.40)
-0.0001
(-0.08)
∗∗
0.0595
(6.26)
∗∗
0.0199
(9.81)
∗∗
0.0243
(16.42)
∗∗
-0.225
(-20.14)
∗∗
0.274
(22.28)
∗∗
0.208
(17.27)
∗∗
-0.0705
(-10.75)
∗∗
0.0360
(7.46)
∗
0.0067
(2.11)
∗∗
0.0725
(10.21)
∗∗
-0.0459
(-8.82)

0.0043
(1.01)
∗∗
0.0033
(11.41)

0.007
(1.78)
∗∗
0.00275
(7.59)

†

-0.197
(-1.38)
∗∗
0.0265
(3.70)
∗∗
-0.00247
(-5.90)
∗∗
0.00527
(14.69)
∗∗
0.00171
(3.05)
-0.0006
(-1.40)

∗

equity
constant

Panel CD

∗∗

27.45
(17.87)

−0.0168
(−2.51)
∗∗
3.125
(19.05)

∗∗

23.02
(15.71)

∗∗

25.13
(14.97)

∗∗

−0.0172
(−5.77)
∗∗
0.0001
(2.76)
∗∗
1.023
(3.26)
∗∗
0.336
(9.98)
∗∗
−0.0509
(−13.62)
∗∗
−0.0073
(−3.51)
∗∗
1.037
(9.44)

time trend
time trend squared
equity over assets
return on assets
return on equity
quick to total assets
constant (µ)

∗∗

inverse logit of γ

3.765
(20.83)

∗∗

ln σ 2

−0.971
(−10.18)

η

1.140
(6.87)
2.720
(8.12)

∗∗

∗∗
†

−0.557
(−1.78)
0.0001
(1.02)

∗∗

0.851
(6.03)

∗∗

2.704
(7.76)

∗∗

−1.037
(−3.19)
∗∗
0.0025
(10.75)

∗∗

0.993
(8.80)
∗∗

3.020
(8.99)
∗∗

-1.321
(-4.14)
∗∗
0.0027
(10.91)

∗∗

2
ln σu

−1.595
(−28.36)
∗∗
−3.720
(−36.38)

2
ln σv

σu
σv
2
2
σ 2 = σu
+ σv
2
γ = σu
/σ 2

0.450
0.156

0.608
0.093

0.733
0.188
0.573
0.938

0.576
0.149
0.354
0.937

0.504
0.111
0.267
0.953

Observations
2, 507
2, 507
3, 174
3, 208
2,507
Note: Dependent variable ln(cost/w1 ). Cross-sectional (CS) normal/truncated-normal models and panel time-varying decay models
using Cobb-Douglas (CD) and translog (TL) functional form with and without bank-specific terms inside the production function
and the function of µ. The highlighted column is the preferred model chosen for computation of SFA efficiency. Maximum-likelihood
computed using heteroscedasticity robust z -statistics (in parentheses).
†

p < 0.10,

∗

p < 0.05,

∗∗

p < 0.01
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Table B4: Correlations between frontier efficiencies and traditional
efficiency measures

Pearson correlation
SFA efficiency
DEA efficiency
Cost-to-income ratio
Cost-to-assets ratio
Return on assets
Return on equity
Spearman correlation
SFA efficiency
DEA efficiency
Cost-to-income ratio
Cost-to-assets ratio
Return on assets
Return on equity

SFA

DEA

CIR

CAR

ROA

ROE

1
0.86
0.02
-0.06
-0.34
-0.37

1
-0.04
-0.08
-0.29
-0.31

1
0.65
-0.69
-0.41

1
-0.32
-0.34

1
0.70

1

1
0.90
0.12
-0.07
-0.50
-0.41

1
0.13
-0.05
-0.43
-0.36

1
0.47
-0.40
-0.18

1
-0.10
-0.20

1
0.75

1

Notes: Pearson simple correlation and Spearman rank-order correlation
between different measures of cost efficiency.

Chapter 5

Tuition Reduces Enrollment Less
Than Commonly Thought
Abstract: Tuition payments represent a major policy instrument to optimize between the
quality and access of students to higher education. The literature on the relationship between
the tuition and enrollment, however, does no provide any definite answer on the magnitude of
this effect. We explore the determinants of the tuition-enrollment relationship by conducting
a meta-analysis of 443 estimates published in 34 studies, paying special attention to the
presence of selective reporting (publication bias). Our results indicate that the positive
estimates are less likely to be published which creates the downward bias in the literature.
We also show that the estimates are driven especially by the differences in sample selection:
male students and private school students tend to be more sensitive to price changes. The
true effect beyond biases is considerably closer to zero in comparison to what is reported on
average.
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Introduction

The responsiveness of demand for higher education to changes in tuition fees constitutes a key parameter not only for deans but also for policymakers. It is therefore not
surprising that dozens of researchers have attempted to estimate this relationship.
While the relationship (often, but not always, presented in the form of an elasticity)
can be expected to vary somewhat across different groups of students and types of
schools, there has been no consensus even on the mean effect, as many literature
surveys demonstrate (see, for example, Jackson & Weathersby 1975; Chisholm &
Cohen 1982; Leslie & Brinkman 1987; Heller 1997): the estimates often differ by
an order of magnitude, as we also show in Figure 5.1. Our goal in this paper is to
exploit the voluminous work of previous researchers on this topic, assign a pattern
to the differences in results, and derive a mean effect that could be used as “the best
estimate for public policy purposes” that the literature has sought to identify (Leslie
& Brinkman 1987, p. 189).
Achieving our two goals involves collecting the reported estimates of the effect of
tuition on enrollment and regressing them on the characteristics of students, schools,
and other aspects of the data and methods employed in the original studies. Such
a “meta-analysis” approach is complicated by two problems, which have yet to be

Effect of tuition on enrollment (partial correl. coefficient)
-1
-.5
0
.5

Figure 5.1: No clear message in 50 years of research

1970

1980

1990
2000
Publication year

2010

2020

Notes: The figure depicts a common metric (partial correlation coefficient) of the reported effect of tuition on enrollment in higher education institutions.
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addressed in the literature on tuition and enrollment:1 publication selection and model uncertainty. Publication selection arises from the common preference of authors,
editors, and referees for results that are intuitive and statistically significant. In the
context of the tuition-enrollment nexus, one might well treat positive estimates with
suspicion, as few economists consider education to be Giffen good. However, sufficient imprecision in estimation can easily yield a positive estimate, just as it can yield
a very large negative estimate. The zero boundary provides a useful rule of thumb
for model specification, but the lack of symmetry in the selection rule will typically
lead to a an exaggeration of the mean reported effect (Doucouliagos & Stanley 2013).
The second problem, model uncertainty, arises frequently in meta-analysis because many factors might influence the reported coefficients. Nevertheless, absent
a theory that would specify which variables must be included in and which must
be excluded from the model, researchers face a dilemma between model parsimony
and potential omitted variable bias. The most common solution is to employ stepwise regression, but this approach is not appropriate because important variables can
be excluded by accident in sequential t-tests. Instead, we employ model averaging
techniques that are commonly used in growth regressions: Bayesian model averaging
and frequentist model averaging, which are well described and compared by Amini &
Parmeter (2012). The essence of model averaging is to estimate (nearly) all models
with the possible combinations of explanatory variables and weight them by statistics
related to goodness of fit and parsimony.
Our results suggest that the mean reported effect of tuition on enrollment is significantly downward biased because of publication selection (in other words, positive
and insignificant estimates of the relationship are discriminated against). After correcting for publication selection, we find no evidence of a tuition-enrollment nexus
on average. This result holds when we construct a synthetic study with ideal parameters (such as a large data set, control for endogeneity, etc.) and compute the
implied “best-practice estimate”: this estimate is also close to zero. Nevertheless, we
find evidence of substantial and systematic heterogeneity in the reported estimates.
1

To the best of our knowledge, the only existing meta-analysis on this topic is Gallet (2007).
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Most prominently, our results suggest that male students and students at private
schools display substantial responsiveness to changes in tuition.
The remainder of the paper is organized as follows. Section 5.2 describes our
approach to data collection and the basic properties of the data set. Section 5.3 tests
for the presence of publication selection bias. Section 5.4 explores the data, method,
and publication heterogeneity in the estimated effects of tuition on enrollment and
constructs a best practice estimate of the relationship. Section 5.5 concludes the
paper. An online appendix, available at meta-analysis.cz/education, provides the
data and code that will allow other researchers to replicate our results.

5.2

The Data Set

Researchers often, but not always, estimate the tuition-enrollment relationship in the
form of the price elasticity of demand for higher education:
ln Enrollmentit = α + P ED · ln T uitionit + Y ED · ln Incomeit + Controlsijt + it ,

where the demand for education Enrollment it

(5.1)
typically denotes the total number of

students enrolled in higher education institution i in time period t, Tuition denotes
the tuition payment for higher education, Income denotes the family income of a
student, and its respective coefficient YED denotes the income elasticity of demand.
 is the error term. The vector Controlsijt represents a set of explanatory variables
j, such as proxies for the quality of education (university ranking, percentage of
full professors employed, student/faculty ratio, average score on assessment tests),
funding opportunities (grants, external financial support, cost of loans), or labor
market conditions (the level of unemployment or the wage gap between universityeducated and high-school-educated workers).
From the empirical literature reporting the effect of tuition on the demand for
higher education, we collect the coefficient PED. In (5.1), PED denotes the elasticity
and captures the percent change in demand for higher education if tuition increases
by one percent. The relationship between enrollment and tuition is, however, not
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always captured by an elasticity; the demand equation can take forms other than
that with logarithms on both sides: the relationship can be linear or represented by
the student price response coefficient (Jackson & Weathersby 1975). Moreover, the
definitions of the tuition and enrollment variables vary: while tuition can represent
net financial aid or include other fees, enrollment can represent the total headcount of
the enrolled, the number of applications, the percentage of enrolled students, or enrollment probability. Even the uncertainty measure surrounding the point estimates
reported in the literature cannot always be converted into a standard error.
To be able to use elasticities and, simultaneously, make the sample fully comparable, we would need to eliminate a substantial part of the data (just as Gallet 2007, did;
moreover, our study faces an additional sample reduction since not all studies report
an uncertainty measure, which we need to account for publication bias). Maximizing
the number of observations and minimizing the mistakes made through conventional
conversion calls for a different type of common metric. McPherson (1978, p. 180)
supports the case of an ordinal measure: “There is probably not a single number in
the whole enrollment demand literature that should be taken seriously by itself. But
a careful review of the literature will show that there are some important qualitative
findings and order-of-magnitude estimates on which there is consensus, and which
do deserve to be taken seriously.” We follow Babecky & Havranek (2014), Valickova
et al. (2015), and Iwasaki & Uegaki (2017) among others, and convert the collected
estimates into partial correlation coefficients. Now, the P ED coefficient translates
to
T (P ED)ij
,
P CC(P ED)ij = q
T (P ED)2ij + DF (P ED)ij

(5.2)

where P CC(P ED)ij represents the estimated partial correlation coefficient of the
i-th estimate of the tuition elasticity P ED, with T (P ED)ij representing the corresponding t-statistics and DF (P ED)ij representing the corresponding number of
degrees of freedom reported in the j-th study. We take advantage of the previously
published surveys on this topic, especially Leslie & Brinkman (1987), Heller (1997),
and Gallet (2007), and extend the data sample by searching the Google Scholar data-
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Table 5.1: Studies used in the meta-analysis
Agarwal & Winkler (1985)
Alexander & Frey (1984)
Allen & Shen (1999)
Berger & Kostal (2002)
Bezmen & Depken (1998)
Bruckmeier et al. (2013)
Buss et al. (2004)
Campbell (1967)
Canton & de Jong (2002)
Chen (2016)
Cheslock (2001)
Chressanthis (1986)
Coelli (2009)
Craft et al. (2012)
Dearden et al. (2011)

Doyle & Cicarelli (1980)
Elliott & Soo (2013)
Grubb (1988)
Hemelt & Marcotte (2011)
Hight (1975)
Hoenack & Pierro (1990)
Hoenack & Weiler (1975)
Hsing & Chang (1996)
Huijsman et al. (1986)
Kane (2007)
King (1993)
Knudsen & Servelle (1978)
Koshal et al. (1976)
McPherson & Schapiro (1991)
Mueller & Rockerbie (2005)

Murphy & Trandel (1994)
Noorbakhsh & Culp (2002)
Ordovensky (1995)
Parker & Summers (1993)
Paulsen & Pogue (1988)
Quigley & Rubinfeld (1993)
Quinn & Price (1998)
Savoca (1990)
Shin & Milton (2008)
Suloc (1982)
Tannen (1978)
Toutkoushian & Hollis (1998)
Tuckman (1970)

base. The search query is available online at meta-analysis.cz/education. We added
the last study on September 23, 2016.
The sample of studies we collect is subjected to three major selection criteria.
First, the study must investigate the relationship between tuition and enrollment
with enrollment as the dependent variable. This criterion eliminates multiple studies, including Mattila (1982), Galper & Dunn (1969), and Christofides et al. (2001),
which only estimate income effects on enrollment. Second, the explanatory variable
Tuition cannot be a dummy variable, which excludes studies such as Bruckmeier
& Wigger (2014) or Dwenger et al. (2012) (Hübner 2012, for example, uses dummy
variable indicating residence in a fee state to investigate the effects of tuition on enrollment probabilities). Third, the study must report a measure of uncertainty around
the estimate (Corman & Davidson 1984, for example, report neither t-statistics nor
standard errors). The final sample of studies used in our meta-analysis is listed in
Table 5.1.
Previous literature surveys argue for a relatively modest magnitude of the relationship between tuition and enrollment (generally in terms of the mean student price
response coefficient): Jackson & Weathersby (1975), a survey of 7 studies published
between 1967 and 1973, places the enrollment change in the range of (−0.05, −1.46)
percentage points per $100 tuition increase in 1974 dollars; McPherson (1978) updates the range to (−0.05, −1.53). Leslie & Brinkman (1987), a survey of 25 studies
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published between 1967 and 1982, places the mean student price response coefficient
at −0.7 per $100 in 1982 dollars; Heller (1997), a survey of 8 studies published between 1990 and 1996, reports a range of (−0.5, −1.0). The first literature survey to
quantitatively examine the heterogeneity in the estimates appears much later: Gallet
(2007), a meta-analysis of 295 observations from 53 studies published between 1953
and 2004, reports a mean tuition elasticity of demand for higher education of −0.6.
Our final data set covers 43 studies comprising 442 estimates of the relationship
between the enrollment in a higher education institution and tuition, recalculated
to partial correlation coefficients. The oldest study was published in 1967 and the
newest in 2016, representing half a century of research in the area. The (left-skewed)
distribution of the reported coefficients is shown in Figure 5.2; the coefficients range
from −.941 to .707 and are characterized by a mean of −0.171 and a median of
−0.103. Approximately 25% of the estimates are larger than 0.33 in the absolute
value, which, according to Doucouliagos (2011), can be classified as a “large” partial
correlation coefficient, while the mean coefficient is classified as a “medium” effect.
Although the histogram only has one peak, Figure 5.5 and Figure 5.6 (presented in the
Appendix) suggest substantial study- and country-level heterogeneity. Consequently,
we collect 17 explanatory variables that describe the data and model characteristics
and investigate the possible reasons for heterogeneity below in Section 5.4.
Table 5.2 provides us with some preliminary information on the heterogeneity in
the estimates. We summarize the simple mean values for each category and mean
values weighted by the inverse number of estimates reported per study (to assign
each study the same weight), according to different data, method, and publication
characteristics. Larger studies with many estimates largely drive the simple mean of
the partial correlation coefficients, especially in samples that consider private schools,
female students, and countries outside the US. Thus, it seems reasonable to focus on
the weighted statistics in the following discussion. We observe differences between
the short- and long-term effects, which appear to be in line with intuition: a more
negative long-term coefficient would suggest that, in the long run, students have more
time to search for other competing providers of education. A substantial difference
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Figure 5.2: Histogram of the partial correlation coefficients
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Notes: The figure depicts a histogram of the partial correlation coefficients of the enrollment-tuition nexus estimates
reported by individual studies. The dashed vertical line denotes the sample median; the solid vertical line denotes the
sample mean.

also appears when researchers do not account for the presence of endogeneity in
the demand equation: controlling for endogeneity diminishes the partial correlation
coefficient by 0.15; the effect itself is on the boundary between a small and medium
effect according to Doucouliagos’s guidelines.
The evidence on one of the most widely studied topics in the literature, the
difference in the elasticity between public and private institutions, changes when
weighting is applied: Hopkins (1974), for example, finds that students in private
institutions have a higher responsiveness than those in public schools, which is consistent with the weighted average from Table 5.2. The simple average is to some
extent skewed by the considerable number of positive estimates in larger studies
(Grubb 1988; Hemelt & Marcotte 2011), which would correspond to a situation in
which private schools use tuition as a signal of the quality of the school. Male candidates seem to be more responsive to changes in tuition fees than female candidates,
and the difference increases when weighting is applied (the result is well in line with
Huijsman et al. 1986, but contradicts Bruckmeier et al., 2013, who do not find any
differences). Spatial differences do not seem to be extensive; however, we observe
that published studies report larger estimates of the effect of tuition on demand for
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higher education. The differences in publication status might indicate, although not
necessarily, the presence of publication bias.

Table 5.2: Partial correlation coefficients for different subsets of data
Unweighted

Weighted

No. of obs.

Mean

95% conf. int.

Mean

95% conf. int.

Temporal dynamics
Short-run effect
Long-run effect

209
233

-0.106
-0.229

-0.515
-0.797

0.199
0.143

-0.135
-0.233

-0.567
-0.854

0.360
0.429

Estimation technique
Control for endogeneity
No control for endogeneity

31
411

-0.034
-0.181

-0.517
-0.735

0.448
0.130

-0.043
-0.219

-0.328
-0.738

0.448
0.218

Data characteristics
Private schools
Public schools
Male candidates
Female candidates

115
160
49
46

-0.086
-0.198
-0.330
-0.252

-0.540
-0.714
-0.684
-0.614

0.298
0.180
0.019
0.050

-0.236
-0.154
-0.329
-0.165

-0.687
-0.854
-0.592
-0.535

0.151
0.448
-0.022
0.050

Spatial variation
USA
Countries outside USA

355
87

-0.150
-0.256

-0.738
-0.644

0.218
0.034

-0.196
-0.136

-0.738
-0.498

0.429
0.020

Publication status
Published study
Unpublished study

262
180

-0.249
-0.056

-0.781
-0.365

0.298
0.056

-0.209
-0.076

-0.738
-0.465

0.429
0.360

All estimates

442

-0.171

-0.687

0.152

-0.186

-0.689

0.360

Notes: The table reports mean values of the partial correlation coefficients for different subsets of data. The
exact definitions of the variables are available in Table 5.4. Weighted = estimates that are weighted by the
inverse of the number of estimates per study.

5.3

Publication Bias

Publication selection bias is especially likely to occur when a literature has a strong
preference for a certain type of results. Both editors and researchers often yearn for
significant estimates of a magnitude consistent with the commonly accepted theory.
The law of demand, which implies a negative relationship between the price and
demanded quantity of a good, is taken to be one of the most intuitive economic
relationships; education is unlikely to be perceived as a Giffen good (Doyle & Cicarelli
1980). Therefore, researchers treat positive estimates of the tuition-enrollment nexus
with suspicion and often reveal their preference for the desired sign. (Canton &
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de Jong 2002, p. 657), for example, comment on their results as follows: “We find
that the short-run coefficients all have the ‘right’ sign, except for the positive but
insignificant coefficient on tuition fees . . . ”
Indeed, the unintuitive sign of an estimate might indicate identification problems;
the probability of obtaining the ‘wrong’ sign increases with small samples, noisy
data, or misspecification of the demand function (Stanley 2005). We should, however, obtain the unintuitive sign of an estimate from time to time just by chance.
Systematic under-reporting of estimates with the ‘wrong’ sign drives the global mean
in the opposite direction. This distortion of reported results is a widely known phenomenon in economic research (Doucouliagos & Stanley 2013). Studies addressing
the law of demand are frequently affected by publication selection (Havranek et al.
2012), but other areas also suffer from bias, with the economics of education being
no exception: Fleury & Gilles (2015) report publication bias in the literature on the
inter-generational transmission of education, Ashenfelter et al. (1999) find bias in the
estimates of the rate of return to education, and Benos & Zotou (2014) report bias
toward a positive impact of education on growth.
The so-called funnel plot commonly serves as a visual test for publication bias
(see, for example, Irsova et al. 2016, and the studies cited therein). It is a scatter plot
with the effect’s magnitude on the horizontal axis and its precision (the inverse of
the standard error) on the vertical axis (Stanley 2005). In the absence of publication
bias, the graph resembles an inverted funnel, with the most precise estimates close
to the underlying effect; with decreasing precision, the estimated coefficients become
more dispersed and diverge from the underlying effect. Moreover, if the coefficients
truly estimate the underlying effect while including some random error, the inverted
funnel should be symmetrical. The asymmetry in Figure 5.3 indicates the presence
of publication bias related to the sign of the effect; if the bias is related to statistical
significance, the funnel becomes hollow and wide. The literature exhibits a very
similar pattern of bias for the short- and long-term elasticity estimates; thus, in the
calculations that follow, we do not further divide the sample based on these two
characteristics, but we control for the differences in the next section.
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Figure 5.3: The funnel plot suggests publication selection bias
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Notes: The dashed vertical line indicates a zero partial correlation coefficient of the elasticity of demand for higher education; the solid vertical line indicates the mean partial correlation coefficient. When there is no publication selection bias,
the estimates should be symmetrically distributed around
the mean effect.

Following Stanley (2005), we examine the correlation between the partial correlation coefficients P CCs and their standard errors in a more formal, quantitative
way:
P CCij = P CC0 + β · SE(P CCij ) + µij ,

(5.3)

where P CCij denotes i-th effect with the standard error SE(P CCij ) estimated in
the j-th study, and µij is the error term. The intercept of the equation, P CC0 , is
the ‘true’ underlying effect absent publication bias; the coefficient of the standard
error, β, represents publication bias. In the case of zero publication bias (β = 0),
the estimated effects should represent an underlying effect that includes random
error. Otherwise (β 6= 0), we should observe correlation between the P CCs and
their standard error, either because researchers discard positive estimates of P CCs
(β < 0) or because researchers compensate large standard errors with large estimates
of P CCs. In other words, the properties of the standard techniques used to estimate
the tuition-enrollment nexus yield a t-distribution of the ratio of point estimates to
their standard errors, which means that the estimates and standard errors should be
statistically independent quantities.
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Table 5.3: Funnel asymmetry tests detect publication selection bias
Panel A: Unweighted sample
SE (publication bias)
Constant (effect absent bias)
Observations

OLS

IV

∗∗∗

-1.142
(0.36)
-0.059
(0.06)

442

Constant (effect absent bias)
Observations

∗∗∗

-1.757
(0.36)
0.001
(0.02)
442

Median

∗∗∗

-1.318∗∗
(0.52)
-0.035
(0.07)

-1.523
(0.27)
-0.004
(0.04)
442

Precision
OLS

SE (publication bias)

-1.915
(0.43)
0.016
(0.04)

442

Panel B: Weighted sample

Proxy
∗∗∗

442
Study

IV

OLS
∗∗∗

-2.305
(0.49)
0.026
(0.02)
442

∗∗∗

IV

-1.023
(0.29)
-0.069∗∗
(0.03)

-1.753∗∗∗
(0.52)
0.015
(0.05)

442

442

Notes: The table reports the results of the regression P CCij = P CC0 + β · SE(P CCij ) + µij , where P CCij
denotes i-th tuition elasticity of demand for higher education estimated in the j-th study, and SE(P CCij )
denotes its standard error. Panel A reports results for the whole sample of estimates, and Panel B reports the
results for the whole sample of estimates weighted by precision or study. OLS = ordinary least squares. IV =
the inverse of the square root of the number of observations is used as an instrument for the standard error.
Proxy = the inverse of the square root of the number of observations is used as a proxy for the standard error.
Median = only median estimates of the tuition elasticities reported in the studies are included. Unweighted
= model is not weighted. Study = model is weighted by the inverse of the number of estimates per study.
Precision = model is weighted by the inverse of the standard error of an estimate. Standard errors in
parentheses are clustered at the study and country level (two-way clustering follows Cameron et al. 2011). ∗
p < 0.10, ∗∗ p < 0.05, ∗∗∗ p < 0.01.

Table 5.3 reports the results of (5.3). In Panel A we present four different specifications applied to the unweighted sample: simple OLS, an instrumental variable
specification in which the instrument for the standard error is the inverse of the
square root of the number of observations (as in, for example, Havranek et al. 2017),
OLS in which the standard error is replaced by the aforementioned instrument (as in
Havranek 2015), and study-level between-effect estimation.2 In Panel B, we weight
all estimates by their precision, which assigns greater importance to more precise
results, and we weight all estimates by the inverse of the number of observations per
study, which treats small and large studies equally. In accordance with the mean
statistics from Table 5.2, the mean effect marginally increases (the mean response of
enrollment to tuition changes becomes less sensitive) and even becomes significant
but is still close to zero.
2

It is worth noting that while we also intended to use study-level fixed effects (a common robustness check accounting for unobserved study-level characteristics, see the online appendix of Havranek
& Irsova 2017), the high unbalancedness of our panel data set and the fact that a number of studies
report only one observation make this specification infeasible.
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Two important findings can be distilled from Table 5.3. First, publication bias is
indeed present in our sample, and according to the classification of Doucouliagos &
Stanley (2013), the magnitude of selectivity ranges from substantial (−2 > β > −1)
to severe (β < −2). Second, we cannot reject the hypothesis that the ‘true’ underlying correlation coefficient of the tuition-enrollment effect corrected for publication
bias is zero. The estimated coefficient β suggests that the true effect is very small or
indeed zero. Table 5.3, however, does not tell us whether data and method choices
are correlated with the magnitude of publication bias or the underlying effect. We
address these issues in the next section.

5.4
5.4.1

Heterogeneity
Variables and Estimation

Thirty years ago, Leslie & Brinkman (1987) concluded their review of the tuitionenrollment literature with disappointment regarding study heterogeneity: “Weinschrott (1977) was correct when he warned about the difficulties in achieving consistency among such disparate studies.” Data heterogeneity in our own sample is
obvious from Figure 5.5 and Figure 5.6 (presented in the Appendix) and the substantial standard deviations of the mean statistics we report in Table 5.2. Therefore,
we codify 17 characteristics of study design into explanatory variables that capture
additional variation in the data. The explanatory variables are listed in Table 5.4 and
divided into four groups: variables capturing methodological differences, differences
in the design of the demand function, differences in the data set, and publication
characteristics. Table 5.4 also includes the definition of each variable, its simple
mean, standard deviation, and the mean weighted by the inverse of the number of
observations extracted from a study.
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Table 5.4: Description and summary statistics of regression variables
Variable

Description

Mean

SD

WM

Partial correlation coef.

Partial correlation coefficient derived
from the estimate of the tuitionenrollment relationship.
The estimated standard error of the
tuition-enrollment estimate.

-0.171

0.271

-0.186

0.097

0.070

0.115

0.473

0.500

0.480

0.446

0.498

0.687

0.070

0.256

0.187

0.296

0.457

0.301

0.507

0.501

0.501

0.495

0.501

0.350

0.643

0.480

0.653

0.204

0.403

0.303

0.557

0.497

0.347

0.111

0.314

0.075

0.104

0.306

0.051

0.260

0.439

0.233

0.362

0.481

0.454

0.803

0.398

0.839

7.601

0.006

7.598

3.529

1.079

3.227

0.593

0.492

0.828

Standard error

Estimation characteristics
Short-run effect
= 1 if the estimated tuition-enrollment effect is short-term (in differences) instead
of long-term (in levels).
OLS
= 1 if OLS is used for the estimation of
the tuition-enrollment relationship.
Control for endogeneity = 1 if the study controls for price endogeneity.
Design of the demand function
Linear function
= 1 if the functional form of the demand
equation is linear.
Double-log function
= 1 if the functional form of the demand
equation is log-log.
Unemployment control
= 1 if the demand equation controls for
the unemployment level.
Income control
= 1 if the demand equation controls for
income differences.
Data specifications
Cross-sectional data

Panel data

Male candidates

Female candidates

Private schools

Public schools

USA

= 1 if cross-sectional data are used for
estimation instead of time-series or panel
data.
= 1 if panel data are used for estimation
instead of cross-sectional or time-series
data.
= 1 if the study estimates the tuitionenrollment relationship for male applicants only.
= 1 if the study estimates the tuitionenrollment relationship for female applicants only.
= 1 if the study estimates the tuitionenrollment relationship for private
schools only.
= 1 if the study estimates the tuitionenrollment relationship for public schools
only.
= 1 if the tuition-enrollment relationship
is estimated for the United States only.

Publication characteristics
Publication year
Logarithm of the publication year of the
study.
Citations
Logarithm of the number of citations the
study received in Google Scholar.
Published study
= 1 if the study is published in a peerreviewed journal.

Notes: SD = standard deviation, SE = standard error, WM = mean weighted by the inverse of the
number of estimates reported per study.
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Estimation characteristics The exact distinction between short- and long-run effects is disputable in most economic literatures (see, for example Espey 1998). If
the author does not clearly designate her estimate, we follow the basic intuition and
classify the growth estimates as short term and the level estimates as long term.
Static models, however, introduce ambiguity. If the data set only covers a short
period of time, the estimate might not reflect the full long-term response; thus, we
label such estimates as short-run effects. Hoenack (1971) notes the importance of
temporal dynamics: lowering costs in the long run encourages students to apply for
higher education; in the short run, however, the change can only influence the current applicants. The long-run effects are, therefore, likely to be larger. We do not
divide the sample between short- and long-run elasticities, which conforms to our
previous discussion and the practice applied by the previous meta-analysis on this
topic (Gallet 2007).
Researchers use various techniques to estimate the tuition-enrollment relationship. Fixed effects, in particular, dominate the panel-data literature. More than
one-third of the estimates are a product of simple OLS, and surprisingly few studies control for endogeneity: as Coelli (2009) emphasizes, an increase in tuition fees
could be a response to an increase in the demand for higher education. Therefore,
the estimated impact may also include a positive price response to the supply of student vacancies and thus underestimate the effect of tuition on the demand for higher
education (Savoca 1990). For this reason, we could expect the estimates that do
not account for the endogeneity of tuition fees, such as those derived using OLS, to
indicate a smaller impact on enrollment than those derived using, say, instrumental
variables (as in Neill 2009, for example).3 To address endogeneity bias, we include a
dummy variable indicating methods that do control for endogeneity.

Design of the demand function

The relationship between tuition fees and the de-

mand for higher education can be captured in multiple ways. We present in (5.1)
3

Note that some studies, such as Coelli (2009), use OLS while simultaneously attempting to minimize endogeneity bias using other than methodological treatments: mostly by including a detailed
set of individual youth and parental characteristics.
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the double-log functional form of the demand function, which produces the elasticity
measure and accounts for half of the estimates in our sample (Allen & Shen 1999;
Noorbakhsh & Culp 2002; Buss et al. 2004). Some authors, including McPherson
& Schapiro (1991) and Bruckmeier et al. (2013), capture the simple linear relationship between the variables using a linear demand function. Semi-elasticities are also
sometimes estimated and can be captured by the semi-log functional form (Shin &
Milton 2008); few authors use non-linear Box-Cox transformations (such as Hsing
& Chang 1996, who test whether the estimated elasticity is indeed constant). We
suspect that despite the transformation of all the estimates into a universal measure
of partial correlation coefficients, some systematic deviations in the estimates might
remain based on the form of the demand function (see, for example, Kukielka et al.
2008, on the importance of controlling for heterogeneity).
Researchers also specify demand equations to reflect various social and economic
conditions of the applicants. We account for whether researchers control for the
two most important of these conditions: the income level and unemployment rate.
Lower-income students should be more responsive to changes in tuition than higherincome students (McPherson & Schapiro 1991); we expect systematic differences
between results that do and do not account for income differences. The effect of
controlling for the unemployment level is not as straightforward. Some authors (such
as Berger & Kostal 2002) hypothesize that the unemployment rate might be positively
associated with enrollment, as attending a higher education institution can represent
a substitute for being employed. An unfavorable employment rate, by contrast,
reduces the possibilities of financing higher education. Labor market conditions can
also be captured by other variables, for example, real wages, as the opportunity
costs of attending school (Mueller & Rockerbie 2005) or a wage gap (Bruckmeier
et al. 2013) reflecting the differences in earnings between those who did and did not
participate in higher education.

Data specifications Leslie & Brinkman (1987) note that while cross-sectional studies reflect the impact of explicit prices charged in the sample, panel studies reflect
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that each educational institution implicitly accounts for the price changes of other
institutions. Different projection mechanisms could introduce heterogeneity in the
estimates. Thus, we include a dummy variable for studies that rely on cross-sectional
variation and for studies that rely on panel data (the reference category being timeseries data). Since approximately 80% of our data are estimates for the USA, we
plan to examine whether geography induces systematic differences in the estimated
partial correlation coefficients. Elliott & Soo (2013) conduct a study of 26 different
countries including the US: the global demand for higher education seems to be more
price sensitive than US demand, although this conclusion is not completely robust.
The issue of male and female participants and their responsiveness to price changes has also been discussed in previous studies. Savoca (1990) claims that females
could face lower earnings upon graduation; therefore, they may see higher education
as a worse investment and be less likely to apply. Bruckmeier et al. (2013) shows
that gender matters when technical universities are considered, while Mueller & Rockerbie (2005) find that male Canadian students are more price sensitive than their
female counterparts. McPherson & Schapiro (1991), however, argue that the gender
effect is in general constant across income groups, and Gallet (2007) does not find
significant gender-related differences in reported estimates. The differences between
public and private educational institutions are also frequently discussed, and researchers agree that these institutions face considerably different demand, unless student
aid is provided. The results of Funk (1972) suggest the student price response to be
consistently lower for private schools. Hight (1975) supports these conclusions and
argues that the demand for community or public colleges tends to be more elastic
than the demand for private colleges. In a similar vein, Leslie & Brinkman (1987)
note that the average student at a private school has a higher family income base;
furthermore, a lower-income student, who is also more likely to enroll in a public
school, typically demonstrates higher responsiveness to increases in tuition. However, Bezmen & Depken (1998) find those who apply to private schools to be more
price sensitive.
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Publication characteristics While we do our best to control for the relevant data
and method characteristics, it is unfeasible to codify every single difference between
individual estimates. There might be unobserved aspects of data and methodology
(or, more generally, quality) that drive the results. For this reason, a number of modern meta-analyses (such as Havranek et al. 2015) employ a variable representing the
publication year of the study: new studies are more likely to present methodological
innovations that we might have missed in our previous discussion. Furthermore, we
exploit the number of citations in Google Scholar to reflect how heavily the study is
used as a reference in the literature and information on publication status since the
peer-review process can be thought of as an indication of study quality.
The purpose of this section is to investigate which of the method choices systematically influence the estimated partial correlation coefficients and whether the
estimated coefficient of publication bias from Section 5.3 survives the addition of
these variables. Ideally, we would like to regress the partial correlation coefficient
on all 17 characteristics listed above, plus the standard error. Since we have a relatively large number of explanatory variables, however, it is highly probable that
some of the variables will prove redundant. The traditional use of model selection
methods (such as eliminating insignificant variables one by one or choosing the final
model specification in advance) often leads to overly optimistic confidence intervals.
In this paper, we opt for model averaging techniques, which can address the model
uncertainty inherent in meta-analysis.
Bayesian model averaging (BMA) is our preferred choice of estimation technique to analyze heterogeneity. BMA processes hundreds of thousands of regressions
consisting of different subsets of the 18 explanatory variables. With such a large
model space (218 models to be estimated), we decide to follow some of the previous
meta-analyses (such as Havranek & Rusnak 2013, who also use the bms R package
by Feldkircher & Zeugner, 2009) and apply the Markov chain Monte Carlo algorithm
that considers only the most important models. Bayesian averaging computes weighted averages of the estimated coefficients (posterior means) across all the models
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using posterior model probabilities (analogous to information criteria in frequentist
econometrics) as weights. Thus, all the coefficients have an approximately symmetrical distribution with a posterior standard deviation (analogous to the standard
error). Each coefficient is also assigned a posterior inclusion probability (analogous
to statistical significance), which is a sum of posterior model probabilities for the
models in which the variable is included. Further details on BMA can be found, for
example, in Eicher et al. (2011).
Although BMA is the most frequently used tool to address model uncertainty,
recently proposed statistical routines for frequentist model averaging (FMA) make
the latter a competitive alternative. Frequentist averaging, unlike the Bayesian version, does not require the use of explicit prior information. We follow Rusnak et al.
(2017), the first study to apply FMA in the meta-analysis framework, who use the
approach of Amini & Parmeter (2012), which is based on on the works of Hansen
(2007) and Magnus et al. (2010). As in the case of BMA, we attempt to restrict
our model space from the original 218 models and use Mallow’s model averaging estimator (Hansen 2007) with an orthogonalization of the covariate space according
to Amini & Parmeter (2012) to narrow the number of estimated models. Mallow’s
criterion helps to select asymptotically optimal weights for model averaging. Further
details on this method can be found in Amini & Parmeter (2012).

5.4.2

Results

The results of the BMA estimation are visualized in Figure 5.4. The rows in the figure
represent individual explanatory variables and are sorted according to the posterior
inclusion probability from top to bottom in descending order. The columns represent
individual models and are sorted according to the model inclusion probability from
left to right in descending order. Each cell in the figure thus represents a specific
variable in a specific model; a blue cell (darker in grayscale) indicates that the estimated coefficient of a variable is positive, a red cell (lighter in grayscale) indicates
that the estimated coefficient of a variable is negative, and a blank cell indicates that
the variable is not included in the model. Figure 5.4 also shows that nearly half of the
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Figure 5.4: Model inclusion in Bayesian model averaging

Male candidates
Citations
Private schools
Panel data
Standard error
OLS
Income control
USA
Short-run effect
Publication year
Endogeneity control
Published study
Unemployment control
Doublelog function
Cross-sectional data
Female candidates
Linear function
Public schools

0 0.06

0.16

0.25

0.33 0.4

0.47 0.55 0.62

0.7 0.76 0.83 0.9 0.96

Notes: The figure depicts the results of BMA. On the vertical axis, the explanatory variables are
ranked according to their posterior inclusion probabilities from the highest at the top to the lowest
at the bottom. The horizontal axis shows the values of the cumulative posterior model probability. Blue color (darker in grayscale) = the estimated parameter of a corresponding explanatory
variable is positive. Red color (lighter in grayscale) = the estimated parameter of a corresponding explanatory variable is negative. No color = the corresponding explanatory variable is not
included in the model. Numerical results are reported in Table 5.5. All variables are described
in Table 5.4. The results are based on the specification weighted by the number of estimates per
study.

variables are included in the best model and that their signs are robustly consistent
across different models.
A numerical representation of the BMA results can be found in Table 5.5 (our
preferred specification is BMA estimated with the uniform model prior and unit
information prior following Eicher et al. 2011). Additionally, we provide two alternative specifications: first, a frequentist check estimated by simple OLS with robust
standard errors clustered at the study and country level in which we only include
variables from BMA with posterior inclusion probability higher than 0.5. Second,
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we provide a robustness check based on FMA, which includes all explanatory variables. All estimations are weighted using the inverse of the number of estimates
reported per study. In Section 5.A, we also provide the robustness checks of BMA
with different priors (following Fernandez et al. 2001; Ley & Steel 2009) and different
weighting (by precision). Complete diagnostics of the BMA exercises can be found
in Section 5.B.
In interpreting the posterior inclusion probability, we follow Jeffreys (1961). The
author categorizes values between 0.5 and 0.75 as weak, values between 0.75 and 0.95
as positive, values between 0.95 and 0.99 as strong, and values above 0.99 as decisive
evidence for an effect. Table 5.5 thus testifies to decisive evidence of an effect in the
cases of Male candidates, Private schools, and Citations, to positive evidence of an
effect in the case of Panel data, and to weak evidence of an effect in the cases of
the Short-run effect, OLS, Income control, and USA variables. While our robustness
checks seem to support the conclusions from BMA, the evidence for an effect of the
variables OLS and Control for endogeneity changes when FMA is employed.

Publication bias and estimation characteristics Although diminished to almost a
half of its original value (Table 5.3), the evidence for publication bias represented
by the coefficient on the Standard error variable survives the inclusion of controls
for data and method heterogeneity. The result supports our original conclusion that
publication bias indeed plagues the literature estimating the relationship between
tuition fees and the demand for higher education. The evidence on the short-run
effect is in line with expectation from Table 5.2 (and the conclusions of Gallet 2007):
its positive coefficient suggests a lower sensitivity to price changes in the short-run
than in the long-run, when the enrollees have more time to adapt to a new pricing
scheme and search for adequate substitutes.
Table 5.5 reports that the evidence on the importance of the OLS and Control
for endogeneity variables is mixed across different model averaging approaches. The
instability of the two coefficients is somewhat intuitive: studies using simple OLS
rarely control for endogeneity; the correlation coefficient of these variables is −0.45.

0.000
-0.003
0.008
0.083
0.000
-0.112
-0.351
-0.007
-0.169
0.001
-0.095
-0.013
0.043
-0.015

Design of the demand function
Linear function
Double-log function
Unemployment control
Income control

Data specifications
Cross-sectional data
Panel data
Male candidates
Female candidates
Private schools
Public schools
USA

Publication characteristics
Publication year
Citations
Published study
0.018
0.010
0.037

0.022
0.073
0.062
0.040
0.039
0.012
0.086

0.011
0.015
0.026
0.065

0.421
1.000
0.183

0.093
0.784
1.000
0.072
0.996
0.060
0.643

0.064
0.095
0.132
0.718

0.575
0.742
0.414

1.000
0.758

PIP

0.036

-0.038

43
442

0.003

0.003

-0.077

0.033

0.013
0.073

0.021

0.007
0.044

0.051
0.099

SE

-0.018
-0.227

0.054

0.093
-0.105

-0.149
-0.673

Coef.

0.000

0.283

0.000

0.168
0.002

0.009

0.000
0.018

0.004
0.000

p-value

Frequentist check (OLS)

43
442

-0.016
0.053
-0.054

-0.085
-0.238
-0.381
-0.145
-0.173
0.011
-0.196

-0.072
-0.068
0.073
0.191

0.138
-0.016
0.165

0.005
-0.712

Coef.

0.013
0.010
0.052

0.050
0.055
0.065
0.110
0.048
0.038
0.060

0.052
0.046
0.045
0.040

0.038
0.052
0.052

0.003
0.252

SE

0.212
0.000
0.301

0.091
0.000
0.000
0.189
0.000
0.767
0.001

0.172
0.134
0.107
0.000

0.000
0.766
0.002

0.086
0.005

p-value

Frequentist model averaging

Notes: SD = standard deviation. SE = standard error. PIP = posterior inclusion probability. Bayesian model averaging (BMA) employs priors suggested by Eicher
et al. (2011). The frequentist check (OLS) includes the variables recognized by BMA to comprise the best model and is estimated using standard errors clustered at the
study and country level. Frequentist model averaging (FMA) follows Mallow’s averaging using the orthogonalization of covariate space suggested by Amini & Parmeter
(2012). All variables are described in Table 5.4. Additional details on the BMA exercise can be found in the Section 5.B in Table 5.8 and Figure 5.8.

43
442

0.052
-0.097
0.052

Estimation characteristics
Short-run effect
OLS
Control for endogeneity

Studies
Observations

NA
0.439

0.002
-0.650

Constant
Standard error
0.053
0.067
0.073

Post. SD

Post. mean

Bayesian model averaging

Tuition elasticity

Response variable:

Table 5.5: Explaining heterogeneity in the estimates of the tuition-enrollment nexus
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The direction of the effect of controlling for endogeneity that we identify is, however,
not consistent with what is often found in the literature (Savoca 1990; Neill 2009):
estimates that do not account for endogeneity are expected to show smaller effects
since these estimates may capture the positive effects of price on the supply of education. Our results suggest that controlling for endogeneity understates the reported
effects. This finding is consistent with Gallet (2007), who report that methods that
control for endogeneity generate more positive estimates than OLS.

Design of the demand function According to our results, the functional form of
the demand function does not systematically affect the reported coefficients. This
conclusion differs from the findings of Gallet (2007), who argue that the outputs of
semi-log, linear, and Box-cox functional forms are significantly different from the results produced by directly estimating the double-log demand function. Furthermore,
the inclusion of the control variable for unemployment also does not seem to drive the
estimated sensitivity of enrollment to tuition changes; the control for an individual’s
income group, however, significantly decreases the estimated sensitivity.

Data specifications Leslie & Brinkman (1987) report that estimates produced from
cross-sectional data sets and time-series data sets do not vary substantially, and our
results support this conclusion. Panel data, which combine both cross-sectional and
time information, however, lead to partial correlation coefficients that are 0.11 smaller, other things being equal. We also argue that male students exhibit a systematically larger (by 0.35) sensitivity to changes in tuition in comparison with the general
population, which is in contrast to the results of Gallet (2007), who finds that genderrelated characteristics fail to significantly affect the reported tuition elasticity. The
results are, however, in line with those of Mueller & Rockerbie (2005), who find males to be more price sensitive than females. As an explanation, Mueller & Rockerbie
(2005) argue that since the rate of return to a university degree might be higher for
a female than for a male, females are willing to spend more on tuition fees.
Some studies estimate the effect of tuition in public schools, while others consi-
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der private schools. We find that candidates applying to private schools are more
responsive to changes in tuition. One interpretation of the different magnitudes of
the price sensitivity is that the more or the better the substitutes are for a particular
commodity, the higher the price sensitivity. In our case, students should be able to
more easily switch to a substitute institution when private school tuition rises than
when public school tuition rises, as the pool of substitutes for private institutions
should be larger and also includes public schools (where costs are lower). These results, however, contradict those of Leslie & Brinkman (1987) and Hight (1975), who
note that the average enrollee at a private school is rich and, thus, less price-elastic.
Estimates for the US seem to be less negative than those for other countries. We
would argue that given the extent of the US system of higher education, the pool of
close substitutes might be larger in the US than in the rest of the world, where a
single country hosts a smaller number of universities.

Publication characteristics There are two results on publication characteristics that
are consistent with the meta-analysis of Gallet (2007): the insignificance of publication year and publication status. Publication year may capture changes in methodological approaches; nevertheless, Table 5.5 indicates the newer studies do not
report systematically different results. Further, we show in Table 5.2 that the partial
correlation coefficients reported in Published studies are arguably smaller than those
in unpublished or unrefereed studies. The impact of other explanatory variables,
however, erases this link; in fact, Table 5.5 suggests the publication status of a study
does not matter for the magnitude of the estimates. More important is how much
attention the paper attracts from readers, which is captured by the number of citations. Highly cited articles report less-sensitive estimates of the tuition-enrollment
relationship.
Thus far, we have argued that the mean reported value of the tuition-enrollment
partial correlation coefficient, −0.19 (shown in Table 5.2), is significantly exaggerated
by the presence of publication bias. The effect absent publication bias, shown in
Table 5.3, is close to zero. We have also seen that the effect is substantially influenced
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by data, method, and publication characteristics. To provide the reader with a ‘ruleof-thumb’ mean effect that controls for all these influences and potential biases,
we construct a synthetic ‘best-practice’ study that employs our preferred choices
with respect to all the sources of heterogeneity in the literature. The definition of
best practice is subjective, but it is a useful check of the combined effect of various
misspecifications and publication bias. Essentially, we create a weighted average of
all estimates by estimating fitted values from the BMA and FMA specifications.
The ideal study that we imagine would be published in a refereed journal, highly
cited, and recent; thus, we set all publication characteristics at the sample maxima
(we censor, however, the number of citations at the 99% level due to the presence
of outliers—although using the sample maximum would provide us with an even
stronger result). We remove any sources of publication and endogeneity bias; thus, we
set the standard error and OLS at the sample minima and the control for endogeneity
at the sample maximum. We prefer the usage of broader data sets and favor the
inclusion of controls for the economic environment, and thus, we set the panel data
set and controls for income and unemployment at the sample maxima. Moreover,
we prefer the double-log functional form since it directly produces an elasticity, a
measure with a clear interpretation, independent of the current price level. We leave
the remaining variables at their sample means.
Table 5.6: Best practice estimation yields a tuition-enrollment effect
that is close to zero
Bayesian model averaging

Frequentist model averaging

Mean

Mean

95% conf. int.

95% conf. int.

Short-run effect
Long-run effect
Private schools
Public schools
Male candidates
Female candidates

-0.010
-0.062
-0.167
0.003
-0.361
-0.017

-0.032
-0.081
-0.190
-0.033
-0.529
-0.120

0.012
-0.042
-0.144
0.039
-0.192
0.087

0.069
-0.070
-0.141
0.043
-0.348
-0.112

0.047
-0.089
-0.164
0.007
-0.517
-0.216

0.090
-0.050
-0.117
0.079
-0.180
-0.008

All estimates

-0.037

-0.055

-0.019

-0.003

-0.021

0.015

Notes: The table presents mean estimates of the partial correlation coefficients implied by the
Bayesian/frequentist model averaging and our definition of ‘best practice.’ The confidence intervals
for BMA are approximate and constructed using the standard errors estimated by simple OLS with
robust standard errors clustered at the study and country level.
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The ‘best-practice’ estimation in Table 5.6 yields a partial coefficient of −0.037
with a 95% confidence interval of (−0.055; −0.019). The estimated standard errors
are relatively small, and even with plausible changes to the best practice approach
(such as changing the design of the demand function), the results reported in Table 5.6
only change at the third decimal place. The best-practice estimation thus corroborates our previous assertions regarding the demand sensitivity to tuition changes: in
general, we observe higher responsiveness to price changes in the long-run, higher responsiveness among individuals enrolled in private schools, and higher responsiveness
among male students.

5.5

Concluding Remarks

In this paper we conduct a quantitative synthesis of 442 estimates of the relationship
between tuition and the demand for higher education reported in 43 studies. Our
extension of the previous meta-analysis by Gallet (2007) is twofold: first, we include
a formal treatment of publication bias, and second, we include a treatment of model
uncertainty using model averaging methods when searching for the determinants of
the underlying effect. The literature shows signs of substantial publication selection
against positive estimates, suggesting that many researchers use the sign of the estimated effect as a specification test (education is unlikely to be a Giffen good). The
mean effect beyond publication bias is close to zero. When we attribute greater
weight to the more reliable estimates (published in respected journals and derived
using appropriate methodology), we obtain a similarly small mean estimate of the
tuition-enrollment nexus.
We also find evidence for systematic dependencies between the estimated effects
and data, method, and publication characteristics. Male students are more sensitive
to changes in tuition, as are students at private schools. Previous research has yielded
mixed results on both of these relationships. Our findings concerning male students
are consistent with those of Mueller & Rockerbie (2005), who argue that because
female students tend to have a higher rate of return from university education, they
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are willing to spend more on tuition fees. Concerning private schools, it might be
easier for their students to find substitutes in the event of an increase in tuition; for
public school students, a large portion of the market (most private schools) is already
unaffordable. Next, we find that highly cited studies tend to report little sensitivity
of enrollment to tuition, although the direction of causality is unclear. Our results
also suggest that the reported responsiveness is higher for US students and when
panel data are used, while it is lower when income is controlled for and in the short
run.
Two qualifications of our analysis are in order. First, while we would prefer
to work with elasticities, many studies estimate the relationship between tuition
and enrollment using approaches other than the log-log specification. We already
have to exclude a significant portion of studies because they do not report standard
errors, t-statistics, or confidence intervals for their results, thus making it impossible
for us to test the presence of publication bias. Restricting our data set to log-log
specifications would drastically reduce the number of degrees of freedom available
for our analysis. While it is possible to recompute some of the other coefficients to
elasticities evaluated at the sample mean, many studies do not report the statistics
necessary for this computation. Therefore, we choose to work with partial correlation
coefficients, which can be computed easily from all the studies. Since our main
result indicates negligible partial correlation absent publication bias, it also directly
translates into a finding of a zero mean elasticity of demand for higher education to
tuition fees. Second, the results of a meta-analysis are obviously conditional on the
quality of the previous studies included in the sample. For instance, if all studies in
the literature share a common misspecification that biases their results toward zero,
we are unable to control for such a misspecification, and our results are thus also
biased. Therefore, the correct interpretation of our analysis is that, judging from
the available empirical research, our best guess concerning the effect of tuition on
enrollment is close to zero.
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Supplementary Statistics and Robustness Checks
Figure 5.5: Estimates of the tuition-enrollment nexus vary within
and across studies
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Notes: The figure shows a box plot of the partial correlation coefficients capturing the
relationship between tuition and the demand for higher education reported in individual
studies.
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Figure 5.6: Estimates of the elasticity vary across different countries
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Notes: The figure shows a box plot of the partial correlation coefficients capturing the
relationship between tuition and the demand for higher education reported for individual
countries.

Figure 5.7: Posterior coefficient distributions for the most important
characteristics
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Notes: The figure depicts the densities of the regression parameters from
Table 5.5 with the highest posterior inclusion probabilities.
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Table 5.7: Explaining heterogeneity in the estimates (robustness checks for Table 5.5)
Response variable:

A: Observations-weighted BMA

Tuition elasticity

Post. mean

Post. SD

PIP

Post. mean

Post. SD

PIP

Constant
Standard error

0.002
-0.614

NA
0.444

1.000
0.728

-0.017
-0.277

NA
3.915

1.000
0.513

Estimation characteristics
Short-run effect
OLS
Control for endogeneity

0.058
-0.096
0.054

0.054
0.067
0.073

0.617
0.742
0.417

0.023
-0.001
0.012

0.031
0.013
0.024

0.417
0.075
0.262

Design of the demand function
Linear function
Double-log function
Unemployment control
Income control

-0.001
-0.004
0.010
0.079

0.015
0.016
0.029
0.069

0.076
0.101
0.156
0.657

-0.105
-0.054
0.074
0.019

0.038
0.054
0.022
0.033

1.000
0.639
0.977
0.335

Data specifications
Cross-sectional data
Panel data
Male candidates
Female candidates
Private schools
Public schools
USA

-0.003
-0.109
-0.349
-0.010
-0.169
0.001
-0.091

0.028
0.077
0.063
0.049
0.039
0.012
0.088

0.116
0.746
1.000
0.091
0.996
0.065
0.593

0.198
0.009
-0.213
-0.030
0.173
0.167
-0.183

0.029
0.027
0.055
0.066
0.032
0.028
0.031

1.000
0.157
0.996
0.219
1.000
1.000
1.000

Publication characteristics
Publication year
Citations
Published study

-0.015
0.043
-0.015

0.018
0.010
0.038

0.472
0.999
0.190

0.019
0.029
-0.128

0.514
0.007
0.042

0.512
1.000
0.984

Studies
Observations

43
442

B: Precision-weighted BMA

43
442

Notes: SD = standard deviation. PIP = posterior inclusion probability. Panel A represents BMA applied
to data weighted by the number of observations per study using parameters and uses model priors according
to Fernandez et al. (2001) and Ley & Steel (2009). The respective visualization is represented by Figure 5.9,
and the respective diagnostics of the BMA can be found in Table 5.9. Panel B represents BMA applied to
data weighted by the inverse of the standard error and uses model priors according to Eicher et al. (2011).
The respective visualization is represented by Figure 5.10, and the respective diagnostics of the BMA can be
found in Table 5.10. Different weighting schemes for meta-analysis are discussed in greater detail by Zigraiova
& Havranek (2016, p. 28-30). All variables are described in Table 5.4.
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Diagnostics of BMA
Table 5.8: Summary of main BMA estimation

Mean no. regressors
8.7563
Modelspace
262,144
Model prior
Uniform

Draws
2 · 106
Visited
22.10%
g-prior
UIP

Burn-ins
1 · 105
Topmodels
100%
Shrinkage-stats
Av = 0.9977

Time
5.495486 mins
Corr PMP
0.9988

No. models visited
578,591
No. obs.
442

Notes: We employ the priors suggested by Eicher et al. (2011), who recommend using the
uniform model prior (each model has the same prior probability) and the unit information
prior (the prior provides the same amount of information as one observation of the data).
Results of this BMA exercise are reported in Table 5.5.

Figure 5.8: Model size and convergence of main BMA estimation
Posterior Model Size Distribution
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Notes: The figure depicts the posterior model size distribution and the posterior model probabilities of the BMA exercise reported in Table 5.5.
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Table 5.9: Summary of BMA estimation—robustness check A
Mean no. regressors
8.7698
Modelspace
262,144
Model prior
Random

Draws
2 · 106
Visited
21.80%
g-prior
BRIC

Burn-ins
1 · 105
Topmodels
100%
Shrinkage-stats
Av = 0.9977

Time
5.869949 mins
Corr PMP
0.9999

No. models visited
572,046
No. obs.
442

Notes: We employ the “random” model prior, which refers to the beta-binomial prior advocated
by Ley & Steel (2009); Zellner’s g prior is set according to Fernandez et al. (2001). The results of
this BMA exercise are reported in Table 5.7 (specification A).

Figure 5.9: Model inclusion in BMA—robustness check A
Male candidates
Citations
Private schools
Panel data
OLS
Standard error
Income control
Short-run effect
USA
Publication year
Endogeneity control
Published study
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Cross-sectional data
Doublelog function
Female candidates
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0.34 0.42 0.49 0.57 0.64 0.72 0.79 0.86 0.94

1

Notes: The figure depicts the results of the BMA related to specification A
reported in Table 5.7.
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Table 5.10: Summary of BMA estimation—robustness check B
Mean no. regressors
12.0906
Modelspace
262,144
Model prior
Uniform

Draws
2 · 106
Visited
17.70%
g-prior
UIP

Burn-ins
1 · 105
Topmodels
100%
Shrinkage-stats
Av = 0.9977

Time
6.009023 mins
Corr PMP
0.9995

No. models visited
465,235
No. obs.
442

Notes: We employ the priors suggested by Eicher et al. (2011), who recommend using the
uniform model prior (each model has the same prior probability) and the unit information
prior (the prior provides the same amount of information as one observation of the data).
The results of this BMA exercise are reported in Table 5.7 (specification B).

Figure 5.10: Model inclusion in BMA—robustness check B
Private schools
Public schools
USA
Cross-sectional data
Linear function
Citations
Male candidates
Published study
Unemployment control
Doublelog function
Standard error
Publication year
Short-run effect
Income control
Endogeneity control
Female candidates
Panel data
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0 0.05
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0.47 0.55

0.63
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Notes: The figure depicts the results of the BMA related to specification B
reported in Table 5.7.

Chapter 6

Dynamic Elasticities of Tax
Revenue: Evidence from the Czech
Republic
Abstract: Tax revenue elasticities with respect to tax bases are key parameters for the
modeling of public finances. Yet the existing studies estimating these elasticities for emerging
countries disregard the effects of tax reforms on tax revenue, which renders their estimates
inconsistent. We introduce a framework for estimating both short- and long-run tax revenue
elasticities using quarterly data adjusted for the effects of reforms. Our results suggest that
the long-run elasticities in the Czech Republic are 1.4 for wage tax, 0.9 for value added tax,
1.7 for profit tax, and 1 for social security contributions. The adjustment process for value
added tax and social security contributions is fast, but for the remaining two categories it is
important to distinguish between the short- and long-run elasticities: the initial response of
revenue to changes in the bases is weak. In the case of wage tax it takes half a year for the
elasticity to surpass unity.
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Introduction

Tax revenue elasticities are crucial parameters for both the fiscal and monetary authorities in every economy for three reasons. First, the elasticities are necessary for
forecasting government revenue based on macroeconomic predictions. Second, both
commonly used methods of cyclical adjustment of public finances, the European
Commission method and the European System of Central Banks method, employ
estimates of tax revenue elasticities in order to split the public budget balance into
its cyclical and structural part. Third, the calculation of tax multipliers depends
crucially on the values of tax elasticities (Mertens & Ravn 2014). Despite their
importance, tax revenue elasticities are often not estimated but only calibrated, especially for emerging and transition economies. Either the calibration is based on
the ratio of the marginal to the average tax rate, or, for some tax categories, the
elasticity is assumed to equal one.1
The recent literature that employs data from developed countries offers a clear
picture of the best practice approach in the estimation of tax revenue elasticities: researchers compute short- and long-run elasticities simultaneously using revenue data
adjusted for the effects of tax reforms and tax policy changes (Koester & Priesmeier
2012). The dynamic nature of the relationships in question, amplified by, among
other things, lags in tax collection or tax optimization over short periods, can render
purely short-run elasticities that are misleading for practical purposes. On the other
hand, focusing solely on long-run elasticities prohibits us from taking into account
the process of adjustment to tax base shocks (Bruce et al. 2006).
Correcting the data set for the effects of tax reforms and tax policy changes is a
necessary condition for the identification of the elasticity coefficients. An important
drawback of elasticities computed with unadjusted data is that many countries, and
emerging and transition economies in particular, face frequent tax system changes.
The inconsistency in unadjusted data introduced by tax reforms significantly reduces
1

It is important to note that sometimes calibration of elasticities can provide benefits over econometric estimation. For example, with the short time series available for many transition countries, it
might be infeasible to account for potential structural breaks in the elasticities using the econometrics
approach.
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the usability of the resulting elasticities for predictions of tax revenue and cyclical
adjustment of public balances in countries such as the Czech Republic. But, due
to the very limited availability of data on the impact of fiscal reforms in transition
economies, the existing literature covering these countries focuses solely on estimating
unadjusted elasticities.
The existing literature also reveals a strong cross-country variability of the elasticities indicating a need for a flexible estimation method. This paper contributes to
the state of research by estimating both the long-run and short-run tax revenue elasticities and examining the speed of adjustment of tax revenue towards equilibrium
using an error correction model with quarterly data. Most recent papers in the literature on tax elasticities use adjusted annual time series that are often too short
for a regression analysis in the case of transition and post-transition countries. We
introduce a framework for using quarterly data usually available to the monetary and
fiscal authorities and estimate revenue elasticities for four categories which account
for about 90% of all government tax revenue in the Czech Republic, using a unique
data set of tax revenue adjusted for the effect of tax reforms and tax policy changes
at the quarterly frequency.
Our results reveal that, with the exception of value added tax and social security
contributions, the short-run elasticities are much smaller than their long-run counterparts: in the case of wage tax, it takes about half a year for the elasticity to reach
unity, and even after a year the elasticity remains significantly below its long-run
equilibrium value. The long-run elasticity estimates are 1.4 for wage tax, 1.7 for
profit tax, 0.9 for value added tax, and 1 for social security contributions.
The remainder of the paper is structured as follows. In Section 6.2 we review
the related literature on this topic and discuss the best practice in the estimation of
tax revenue elasticities. Section 6.3 describes the data set and explains the selection
of tax categories, the definition of tax bases, and the method we use to adjust tax
revenue for the effects of tax reforms. We describe the workhorse estimation method
in Section 6.4, discuss our results in Section 6.5, and provide additional robustness
checks in Section 6.6. Section 6.7 concludes the paper.
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Related Literature

The literature on tax elasticities is broad and employs several distinct estimation
strategies. First, some elasticities may be derived directly from the tax code, typically by computing the ratio of the marginal to the average tax rate. On the one
hand, with this approach the author does not have to adjust the data for tax reform
effects and deal with technical estimation issues. On the other hand, tax evasion and
the existence of multiple tax brackets, various tax exemptions, allowances, and deductibles constitute an important drawback. Using this method, Girouard & Andre
(2005) compute the elasticity of personal income tax and social security contributions
relative to earnings for the Czech Republic to be 1.7 and 1.1, and assume both the
elasticity of corporate income tax with respect to profits and the elasticity of indirect taxes with respect to consumer expenditure to equal one. Bezdek et al. (2003)
estimate the personal income tax elasticity to be 2.2, while Valenta (2011) obtains
an elasticity of 1.2 based on the legislation after the introduction of the single rate
in 2008. Recently, Price et al. (2014) published revised elasticities for EU member
states. For the Czech Republic, they compute the elasticity of personal income tax
relative to earnings to be 2.23, where the impact of statutory rate changes vis-á-vis
the Girouard & Andre (2005) elasticity is estimated as -0.35, and almost the whole
of the rest of the difference is assigned to changes in the income-weighting system.
The revised social security contributions elasticity is 0.99.
The second stream of literature estimates tax revenue elasticities using econometric methods. Unlike calculation from the tax code, in this second approach tax
revenues have to be related to a corresponding tax base. The true tax bases, which
are defined by law, cannot be obtained without a serious time lag—if the aggregate
data on these bases are available at all. Because tax revenue elasticities are mainly
used for cyclical adjustment and tax revenue forecasts, macroeconomic aggregates
updated regularly and in a timely manner have to be used as a proxy for the true
bases. The most accessible and straightforward proxy taken from national accounts
is nominal GDP. Using this approach, Krejdl & Schneider (2000) estimate the private
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income tax elasticity at 1.08, find the corporate income tax elasticity to be insignificantly different from zero, and obtain a value added tax elasticity of 0.95. Belinga
et al. (2014) estimate total tax revenue with respect to GDP and obtain a short-run
elasticity of 1.28 and a long-run elasticity of 1.05. Nevertheless, neither of them
adjusts the data for the effects of tax reforms and tax policy changes.
The third, more rigorous approach to estimating the elasticities involves finding
more adequate and less aggregated bases for each tax category than nominal GDP.
The literature mostly follows the definitions of tax bases used by the European System of Central Banks (see Bouthevillain et al. 2001): the sum of wages and salaries
for wage tax, a measure of corporate profits for profit tax, and private consumption
statistics for indirect tax. In this framework, Bezdek et al. (2003) estimate corporate
income tax and value added tax elasticities with respect to gross operating surplus
of firms and private consumption, and obtain an insignificant estimate of 0.4 for the
former and 0.8 for the latter. Valenta (2011) obtains an estimate of 1.2–1.5 for the
corporate income tax revenue elasticity and 1.0 for the indirect tax revenue elasticity.
Neither of these studies takes into account the effects of tax reforms and tax policy
changes, nor do they try to estimate both long- and short-run elasticities, which
would allow for inference concerning the dynamics of tax collection in response to
shocks to the tax base. Price et al. (2014) control for discretionary rate changes
by including the tax rate among the explanatory variables and estimate both the
short-run and long-run elasticities: 1.29 for corporate income tax in the short term
and 1.11 in the long term, with a 3-year average of 1.23; and 0.96 for indirect tax
in the short term and 1.32 in the long term, with a 3-year average of 1.08. The
approach used tries to adjust for the effects of tax changes, but still in a very simple
way, disregarding any effects of reforms which do not translate directly into tax rate
change.
The fourth approach to estimating tax elasticities builds on the assumption of
a proportional and static relationship between tax revenue and the corresponding
tax base, and focuses on estimating how GDP, or another macroeconomic measure
of aggregate income, influences individual tax bases. The major advantage of this
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method is that no revenue adjustment for tax reforms is required. However, on the
other hand, the relationship between tax revenue and the tax base is anything but
static—especially in emerging economies and countries in transition, which experience frequent changes in tax laws. This observation explains why this approach has
not been used to estimate tax elasticities for the Czech Republic.
Over the past couple of years, estimating both long- and short-run tax revenue
elasticities in a dynamic setting has become the standard in the literature focusing
on developed countries. The reason is that the modern approach allows us to better
understand how, for instance, the business cycle influences the dynamics of tax revenue reaction to changes in tax bases. But the differences between short- and long-run
elasticities can have more sources, such as discrepancies between the true bases and
their macroeconomic proxies, lagged responses of agents to economic shocks, tax optimization over short periods (for example, from one quarter to another), or lags in
tax collection.
To name some of the recent results on tax revenue elasticities in countries other
than the Czech Republic, Wolswijk (2009) and Bettendorf & Limbergen (2013) use
dynamic OLS and revenue data adjusted for tax reforms and tax policy changes for
the Netherlands to obtain long-run elasticities of 0.9–1.0 for value added tax, 0.8–
1.6 for personal income tax, and 1 for corporate income tax. Koester & Priesmeier
(2012) with adjusted German data obtain 0.79 for value added tax, 0.77 for profit
tax, and 1.75 for wage tax. But the Netherlands and Germany belong among the
few countries with available long annual time series of impacts of tax reforms and
tax policy changes on respective tax revenue categories. Machado & Zuloeta (2012)
and Fricke & Süssmuth (2014) estimate elasticities for Latin American countries
and obtain long-run value added tax revenue elasticity estimates of between 1.4 and
2.6, personal income tax elasticity between 0.9 and 3.0, and corporate income tax
elasticity in the range 1.3–3.8. Due to the unavailability of adjustment data, both
papers only use reform dummies and control for tax rate changes. Barrios & Fargnoli
(2010) and Princen et al. (2013) analyze the topic of discretionary tax measures in
the context of EU countries, but do not focus on individual tax elasticities.
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To sum up, the estimates of tax elasticities can vary significantly, depending
on the method used, the definition of tax bases, adjustment of the data, and, of
course, on the source of the data. But the general lesson that can be taken from
the existing literature is clear: the prevailing best practice in studies employing data
from developed countries is to use close proxies for the true tax bases, allow for
adjustment between the short-run and long-run relationships, and correct the tax
revenue data for the impact of tax reforms and tax policy changes. This study is the
first to use such a methodology to estimate tax elasticities for a transition country.

6.3

Data

For the calculation of revenue elasticities with respect to their tax bases we focus on
the three most important tax categories: wage tax, profit tax, and value added tax;
additionally, we include social security contributions—these are not considered taxes
under Czech law, but constitute a large fraction of government revenue and function
like taxes de facto. Wage tax, called personal income tax in the Czech Republic,
probably changed the most over the observed period 1995–2013. Up until 2007 it
was levied with progressive tax rates, initially with six tax brackets. The number of
tax brackets gradually decreased to four by 2001. In 2008, a proportional flat tax
(including a non-taxable minimum income) was introduced, which further decreased
the progressivity of the tax system.
Profit tax, called corporate income tax, was levied at a proportional and gradually
decreasing rate over the whole observed period (from 41% in 1995 to 19% since 2010).
Value added tax had two rates over the whole observed period: the general rate went
from 22% to 19% and back to 21%, whereas the reduced rate rose gradually from 5%
to 15%. Figure 6.1 shows that the tax categories included in our analysis constitute
about 90% of all tax revenue and social security contributions in recent years. The
remaining part of tax revenue comes mostly from excise tax and a couple of other
minor categories, such as property tax.
The literature review in the previous section reveals that a large number of empiri-
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Figure 6.1: The composition of Czech tax revenue in %
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cal studies on tax elasticities do not adjust tax revenue for the effects of discretionary
tax reforms. Therefore, such estimates do not fulfill the ceteris paribus condition crucial for correct identification of the elasticity coefficients and should be called “tax
buoyancy” instead. An important drawback of buoyancy is that its usability for macroeconomic predictions of tax revenues and the cyclical adjustment of public budget
balances is significantly reduced. This observation holds especially for transition and
developing countries, where the availability of both ex ante and ex post estimates
of the impacts that tax reforms have on tax revenue is scarce compared to developed Western economies with a longer tradition of policy appraisal. In fact, we were
not able to find a single empirical study focused on Central and Eastern European
countries that estimated policy-neutral tax revenue elasticities.
Figure 6.2 shows the cumulative effects of tax reforms, which we use to adjust
the revenue data and construct policy-neutral time series.2 For example, a reform
of value added tax coming into effect in 2004 caused a permanent increase in revenue. Using a slightly modified version of the proportional adjustment method (Prest
1962) utilized by, for example, Koester & Priesmeier (2012) and Wolswijk (2009),
2

More details about tax reforms in the Czech Republic, as well as about individual revenue items,
are available in Ambrisko et al. (2012).
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we correspondingly increase all preceding periods by assuming that the permanent
effects of a tax reform change proportionally with the corresponding tax revenue. In
the case of a policy change temporarily increasing profit tax revenue in 2010, nothing
gets propagated either into the future, or into the past. Figure 6.2 reveals that if all
the tax changes up to 2013 had been introduced in 1995, the value added tax revenue
would have been almost 42% higher that year.
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Figure 6.2: The cumulative effects of tax reforms in % of adjusted
revenues
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In contrast, wage tax and profit tax revenue would have been 36% and 60% lower,
respectively. Hence we can say, given how the cumulative effects were constructed,
that tax revenue in 2013 was affected in the same proportion by the tax reforms implemented. It is therefore no surprise that estimating tax elasticities on unadjusted
data yields significantly different, and thus misleading, results. Keeping every other
aspect of our estimation strategy unchanged, the long-run tax elasticities (or rather
buoyancies) of tax revenues calculated with unadjusted time series would be 1.0 for
wage tax, 1.1 for value added tax, 1.3 for profit tax, and 0.9 for social security contributions (compared to the adjusted elasticities of 1.4, 0.9, 1.7, and 1, respectively,
which will be discussed later).
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Our inputs for the calculation of adjusted tax revenue data come from the Czech
National Bank, where they constitute a set of information used for fiscal projections in the central bank’s core prediction model. The data are mostly based on ex
ante predictions of the impacts of policy changes taken from the publicly available
explanatory memoranda of legislative measures sent to the Parliament of the Czech
Republic. Sometimes, though, the observed impacts of fiscal reforms deviate from
the projections. In such cases, the impacts are ex post adjusted by the Czech National Bank’s experts by modeling the impact of the particular reform on representative
households in different income and demographic groups. In general, the approach is
similar to those applied by other central banks and statistical offices that produce
tax revenue data corrected for the effects of tax reforms.
For example, the 2008 stabilization fiscal package increased the value added tax
reduced rate from 5% to 9%, replaced the four-bracketed personal income tax (12%,
19%, 25%, and 32%) with the flat rate of 15%, decreased the corporate income tax
rate from 24% to 21%, broadened its base and introduced a couple of other minor
changes, introduced a limit on social security contributions assessment base, and
reduced the sickness insurance rate for employers from 3.3% to 2.3%. See Ambrisko
et al. (2012, pp. 25–26) for tax revenue impacts of the individual components of
this fiscal package and for estimates of the other three large fiscal packages adopted
in 2009–2011. An exhaustive list of tax policy changes taken into account while
adjusting the tax revenue data is available in Table A1 and includes tax rate and tax
base changes, as well as other minor modifications with quantifiable impacts on the
tax revenue.
Quarterly data on tax revenue are obtained from the Ministry of Finance of
the Czech Republic. Value added tax and corporate income tax are used in the
same form as provided by the Ministry, but we exclude tax paid by self-employed
individuals on the basis of yearly tax returns from the total personal income tax.
The reasons for the exclusion are twofold: first, we are interested in wage tax, and
self-employed individuals do not earn wages. Second, the excluded subcategory of
personal income tax revenue is highly volatile and seems to be divided into quarters
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only by statistical approximation. Unfortunately, due to the unavailability of more
disaggregated data, it was impossible to exclude other income not directly connected
to wages but subject to personal income tax, such as capital income, interest income,
and other minor sources of income subject to the special-rate withholding tax—but
these do not constitute an important share of taxable income.3
Due to the unavailability of accrual data at the required level of disaggregation,
all tax revenue data are cash-based. This is especially problematic for the profit tax
category, where a tax liability may be settled with a lag of up to two years, creating
a sizable disparity between accrual and cash-based revenue accounting. Value added
tax liability in the Czech Republic is settled monthly or quarterly, and wage tax is
mostly paid by the employer on a monthly basis as a wage deduction. Therefore,
neither cash reporting nor quarterly data frequency is expected to cause any significant bias per se in the case of these tax categories. Moreover, given our goal of
providing an estimation framework for the needs of the monetary and fiscal authorities, we need the elasticities to predict in a timely manner the development of the
observable tax revenues in reaction to tax base changes. Whether the elasticity is
the theoretically true one capturing the relationship between theoretically correct tax
revenue and its corresponding base, is of lower importance. Social security contributions data are obtained from the Czech Statistical Office and are the only revenue
category calculated on an accrual basis.
The choice of appropriate bases for each tax category follows the European System of Central Banks’ best practice for estimating cyclically adjusted budget balances (Bouthevillain et al. 2001), while taking into account lags in data availability,
which could render this method problematic for cyclical adjustment and tax revenue
forecasts. As the base for wage tax and social security contributions, we choose the
sum of wages and salaries; for profit tax the base is net operating surplus; and for value added tax we choose household consumption and private investment in dwellings.
All the data are in nominal terms and have been taken from the Czech quarterly na3

This category also includes wage income below a certain threshold defined on a per-month basis.
Altogether, special-rate withholding tax constitutes 5%–10% of our wage tax revenue measure.

6. Dynamic Elasticities of Tax Revenue: Evidence from the Czech Republic

211

10

20

30

40

50

Figure 6.3: The ratio of adjusted tax revenues to their bases in %

1995

1998

2001

2004

Value added tax
Wage tax

2007

2010

2013

Profit tax
Social security

tional accounts. Figure 6.3 shows the evolution of the ratio of adjusted tax revenue
to the corresponding bases. With the exception of the profit tax base and social
security contributions time series, which only start in 1999, we have quarterly data
covering the period 1995–2013. The ratios of wage and profit tax to their bases were
increasing until 2005 and have been relatively stable since then, while the ratio of
profit tax revenue to its base has showed more volatility. The ratio of value added
tax revenue to its base, on the other hand, was slightly decreasing over the whole
period. These movements mainly capture changes in the composition of the tax bases
(for example due to tax progressivity and movement across tax brackets with income
growth), but also reflect the degree of success in tax collection, changing willingness
to pay taxes, and increasing labor productivity over time.

6.4

Estimation Methodology

Our intention in this paper is to estimate both the short-run (instantaneous) and
long-run (equilibrium) elasticity of tax revenue with respect to the corresponding
tax base and to analyze the adjustment process between the two elasticities. We
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start by testing all the time series in our data set for stationarity, employing the
Augmented Dickey-Fuller test (Dickey & Fuller 1981). The results of these tests,
available in the Appendix, do not reject the null hypothesis of nonstationarity at any
conventionally used level of statistical significance and thus corroborate our intuition
that tax revenue and the bases for all tax categories have a unit root.
In consequence, a simple OLS regression of tax revenue on tax bases in levels
may bring spurious results and biased estimates of the long-run elasticity and other
regression parameters. A simple OLS regression yields consistent estimates of the
elasticity if the corresponding time series have an underlying long-run relationship:
in other words, when the two time series are cointegrated. After correction for the
effects of tax reforms, there is little reason to expect tax revenue not to be closely
tied to the evolution of the appropriate tax base in the long term, so we expect to
find evidence of cointegration. Indeed, the Engle-Granger cointegration test rejects
the null hypothesis of no cointegration at the 1% level of significance for all pairs of
tax bases and revenue.
Because all the time series for tax revenue and tax bases in our data set are
nonstationary and the pairs of tax bases and revenue are cointegrated of order one
for each tax category, we can employ the error correction model to uncover the
elasticities and examine the speed of adjustment of tax revenue towards equilibrium.
We use the two-step procedure developed by Engle & Granger (1987) and estimate
the long-run relationship between tax revenue and tax bases in the first step. We
have noted that OLS yields consistent estimates of the regression parameters in this
case, but it can be shown that the estimates are inefficient. The long-run equation
can be estimated efficiently by dynamic OLS (Stock & Watson 1993): the method
adds to the regression the lags and leads of the change in the tax base.
Unlike most papers in the literature on tax elasticities, we make use of quarterly
data, because the annual time series available for the Czech Republic are too short
to allow for any meaningful regression analysis. The use of quarterly data brings
additional problems, because both tax revenue and tax bases display a strong seasonal
pattern. Since there is no consensus on how to treat seasonality within the ECM
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framework, we evaluate three alternative approaches. In our baseline estimation
we include quarterly dummies to capture seasonal differences, and in Appendix A
we provide robustness checks that use seasonally adjusted data and that disregard
seasonality, respectively. In general, we prefer the inclusion of quarterly dummies over
adjusting the response and explanatory variables for these seasonal effects indicated
by the dummy variables. When we adjust the variables, we obtain estimates that
have substantially smaller standard errors (because there is suddenly much less noise
in the data), but this increase in precision might be spurious due to the fact that
the uncertainty associated with the estimation of quarterly dummies is not properly
accounted when data are adjusted. Focusing on the alternative method of treating
seasonality would thus make our results stronger, but perhaps overly so.
In all estimations we also control for the effects of the substantial tax reform
of 2008, which affected all tax categories (the dummy variable may also capture
the effect of the crisis; unfortunately, it is impossible to identify these two effects
separately). The reporting of value added tax revenue changed in the Czech Republic
in 2004 following the adoption of the Act No. 235/2004 Coll. on value added tax.
The change particularly affected the seasonal pattern of the reported tax revenue
(see Figure A1), which is why for this category we also include interaction terms
of the quarterly dummies and a dummy variable that corresponds to the change in
reporting. The final long-run specification that we estimate takes the following form:

log revenueit = β0i + β1i log baseit +

j
X

γli ∆ log baseit+l + δ i reformt

l=−j

+

3
X

(6.1)

ϕik quarterk (1 + φi breakit ) + it ,

k=1

where log revenueit stands for the logarithm of tax revenue in period t for category
i (wage tax, value added tax, profit tax, or social security contributions), β0i is a
category-specific intercept, log baseit is the logarithm of the corresponding tax base
in period t for category i, β1i is the long-run elasticity of tax revenue with respect
to the corresponding tax base,

Pj

l=−j

γli ∆ log baseit+l represents leads and lags of the
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change in the logarithm of the tax base (because of data limitations, we only use one
lead and lag in our baseline specifications; we also experimented with other lag and
lead lengths, but the results did not change qualitatively), reformt denotes a dummy
variable that equals one for all time periods starting with the first quarter of 2008,
quarterk stands for quarterly dummies, and breakit represents a dummy variable that
equals one for all time periods starting with the first quarter of 2004 for value added
tax.
To estimate the short-run elasticity we move to the second stage of our errorcorrection-model approach. In the specification corresponding to the short run we
evaluate the relationship between changes in tax revenue and changes in the corresponding tax base while taking into account the adjustment towards the long-run
equilibrium estimated in equation (6.1). To be specific, we include the lagged value
of the estimated residuals from the long-run equation, which suggests whether tax
revenue is below or above its equilibrium level. The regression coefficient that we get
from the short-run equation on the lagged residual from the long-run equation gives
us information about the speed of adjustment of tax revenue towards equilibrium: it
is the percentage of the gap between the actual and equilibrium value that is closed
each quarter. We also include a lagged value of the change in tax revenue to account
for the potential persistence of shocks to tax collection. The final specification of our
short-run regression reads
∆ log revenueit = α0i + α1i ∆ log baseit + α2i ∆ log revenuet−1 + α3i ˆit−1
i

+ λ reformt +

3
X

(6.2)
ηki quarterk (1

+θ

i

breakit )

+

uit ,

k=1

where ∆ log revenueit = log revenueit − log revenueit−1 stands for the change in the
logarithm of the tax revenue between periods t − 1 and t for category i, α0i is a
category-specific intercept, ∆ log baseit is the change in the logarithm of the corresponding tax base in period t for category i, α1i is the short-run elasticity of tax
revenue with respect to the corresponding tax base, ˆit−1 represents a lagged residual from the cointegrating relationship (6.1), α3i measures the speed of adjustment,
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reformt denotes a dummy variable that equals one for all time periods starting with
the first quarter of 2008, quarterk stands for quarterly dummies, and breakit represents a dummy variable that equals one for all time periods starting with the first
quarter of 2004 for value added tax.
In all of our long-run estimations we use Newey-West standard errors (Newey
& West 1987), which are robust to autocorrelation and heteroskedasticity. In the
second stage we also test for potential remaining autocorrelation, but do not find
any in our baseline regressions. In the baseline estimation we also additionally report
standard errors clustered at the fiscal year level: We work with quarterly data, and
it is possible that observations for different quarters within a given fiscal year are
correlated, because wage and profit tax are declared on an annual basis. Both NeweyWest and clustered standard errors are substantially larger than unadjusted standard
errors, but there is no systematic difference between the two: sometimes clustered
standard errors are larger than Newey-West standard errors, sometimes it is the other
way round. While clustered standard errors also correct for heteroskedasticity and
autocorrelation, Newey-West standard errors are stricter in this respect (because in
our application they correct for autocorrelation of the moving average type with lag
length 4), which offsets the neglect of within-year correlation. The choice between
the two types of standard errors therefore does not qualitatively affect our inference
regarding the statistical significance of the results.
Finally, using our long- and short-run estimates, we construct impulse-response
functions of tax revenue to shocks to the tax base. The bounds of the 95% confidence
interval of the impulse response are bootstrapped using 10,000 iterations following
the approach of Koester & Priesmeier (2012).

6.5

Results

We present the estimated error correction models that include quarterly dummies
in Table 6.1. The two robustness checks in Appendix A address the treatment of
seasonality and yield very similar results in terms of the long-run elasticities of tax
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revenue with respect to tax bases. Differences emerge for the behavior of the model in
the short term: with seasonally adjusted data all short-run elasticities are statistically
significant at the 5% level and smaller than the long-run elasticities; in contrast, when
seasonality is ignored, we obtain a short-run elasticity larger than the long-run one
for value added tax (again, all elasticities are statistically significant). The baseline
model yields less precise estimates of the short-run elasticities, but the confidence
intervals of the estimates do not exclude the values found by the two robustness
checks, which is another reason why we prefer the model with seasonal dummies and
use it as our baseline estimation.
Table 6.1: The adjustment of tax revenue to shocks to the tax base
(baseline estimation)
Wage tax
Long run
base (LR elasticity)

2008 reform

Short run
∆base (SR elasticity)

∆revenuet−1

residual LRt−1 (adjustment)

2008 reform

Autocorrelation (χ2 )
Observations

∗∗∗

1.445
(0.0493)
[0.0566]
∗∗∗
-0.0724
(0.0240)
[0.0299]

Valued added tax
∗∗∗

Profit tax
∗∗∗

Social security
∗∗∗

0.867
(0.0472)
[0.0518]
∗∗
-0.0384
(0.0180)
[0.0140]

1.687
(0.169)
[0.141]
0.0212
(0.0680)
[0.0623]

1.016
(0.0150)
[0.00969]
-0.000671
(0.00845)
[0.00722]

0.316
(0.165)
[0.192]
∗
-0.191
(0.102)
[0.0677]
∗∗∗
-0.536
(0.110)
[0.0612]
∗∗
-0.0241
(0.00916)
[0.00720]

0.453
(0.757)
[0.729]
0.147
(0.121)
[0.105]
∗∗∗
-1.109
(0.178)
[0.186]
-0.0241
(0.0234)
[0.0234]

0.587
(0.411)
[0.316]
-0.157
(0.133)
[0.129]
∗∗∗
-0.903
(0.193)
[0.186]
-0.0511
(0.0546)
[0.0389]

1.189
(0.242)
[0.281]
-0.0804
(0.125)
[0.167]
∗∗∗
-0.960
(0.172)
[0.218]
0.00156
(0.00768)
[0.00969]

0.101
73

0.648
73

0.719
57

0.835
58

∗

∗∗∗

Notes: The response variable is tax revenue for the long-run estimation and growth of tax revenue for
the short-run estimation. The long-run specification is estimated by dynamic OLS; the additional controls
(lags and leads of the tax base) are not reported for ease of exposition. Standard errors computed using
the Newey-West correction (heteroscedasticity and autocorrelation-robust up to lag 4) are shown in round
brackets; standard errors clustered at the year level are reported in square brackets. We do not report the
constant, which is included in both the short- and long-run estimation. The regressions for value added
tax additionally include unreported interactions of quarterly dummies and a dummy variable break, which
equals one for all observations occurring after the last quarter of 2003 (a major change in reporting value
added tax revenue in the Czech Republic). The short-run specification is estimated with OLS, and we report
the χ2 statistic for Durbin’s alternative test of autocorrelation in this specification (in all cases we do not
reject the null hypothesis of no autocorrelation). Residual LR denotes residuals from the long-run equation.
Reform denotes a dummy variable that equals one for observations occurring after the last quarter of 2007
(the implementation of a major tax reform in the Czech Republic).
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Notes: The solid line shows the impulse response of wage tax revenue to a onepercentage-point increase in the corresponding tax base. The bounds of the 95%
confidence interval (denoted by dashed lines) are bootstrapped using 10,000 iterations. The dotted line represents the long-run elasticity.

Table 6.1 shows the results for all four categories: wage tax, value added tax,
profit tax, and social security contributions. The top panel of the table provides estimates corresponding to the long-run relationship between the values of tax revenue
and tax bases; the bottom panel provides the short-run results. In all estimations
we find that the error correction term (the residual from the long-run equation) is
statistically significant at the 1% level and negative, which is consistent with the case
where the assumptions of the error correction model are met: in other words, the
negative sign means that when tax revenue is above its equilibrium value, a fraction
of the gap between the current and equilibrium value is closed in the next period.
The inverse of the estimated adjustment coefficient can be interpreted as the speed
of adjustment (although this interpretation is complicated by the fact that we allow
for persistence of the changes in tax revenue, which also influences the adjustment
process). We find no evidence of any remaining autocorrelation in the short-term
segment of our baseline model.
We summarize our results graphically by using impulse-response functions of tax
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revenue to shocks to the tax base. The function is constructed by simulating the
percentage change in tax revenue in response to a one-percentage-point increase in
the corresponding tax base. Figure 6.4 shows the impulse response for wage tax: the
solid line denotes the impulse response function, the dashed lines denote bootstrapped
95% confidence intervals, and the dotted line represents the long-run elasticity. In
time period zero, the value of the impulse response function equals the short-run
elasticity. While the short-run elasticity of about 0.3 is statistically indistinguishable
from zero at the 5% level of significance (it is only significant at the 10% level), it is
significantly smaller than the long-run elasticity of 1.4. The adjustment is relatively
slow, with the error correction coefficient implying that about 50% of the gap between
the actual and equilibrium value is closed each period, but the process is slowed down
by the persistence of changes in tax revenue (we leave the corresponding variable in
the model even though it is borderline statistically insignificant at the 5% level).
It takes about half a year for the elasticity to reach unity, and even after a year
the elasticity is significantly below its equilibrium value. The tax reform of 2008
represents an important break in our data even though we correct for the effect of
all tax reforms; one potential explanation is that the timing of the reform coincides
with the onset of the late-2000s crisis, which led to a sudden drop in tax revenue.
The impulse-response function for value added tax is shown in Figure 6.5. Because of a major change in the reporting of value added tax in 2004 that affected
the reported composition of tax revenue into quarters (see Figure A1), we include
interaction terms of the break dummy with quarterly dummies. Similarly to the case
of wage tax the reform dummy is statistically significant at the 5% level, but here
only for the long-run block of the model (the result holds across the two robustness
checks). In the case of value added tax the adjustment process is fast, and the gap
between the actual and equilibrium value of tax revenue is closed the very next period with a slight overshooting, which is nevertheless statistically insignificant. The
short-run elasticity reported by our baseline estimation is statistically indistinguishable from both zero and the long-run elasticity. When we use seasonally adjusted
data, the short-run elasticity becomes statistically significant at the 5% level, but is

6. Dynamic Elasticities of Tax Revenue: Evidence from the Czech Republic

219

-1

Percentage change in tax income
0
1

2

Figure 6.5: The impulse response of value added tax revenue
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Notes: The solid line shows the impulse response of value added tax revenue to
a one-percentage-point increase in the corresponding tax base. The bounds of the
95% confidence interval (denoted by dashed lines) are bootstrapped using 10,000
iterations. The dotted line represents the long-run elasticity.

still very close to the long-run elasticity. When seasonality is ignored, we obtain a
very large estimate of the short-run elasticity. In sum, our estimates of the shortrun elasticity in this case are imprecise, and because the adjustment process is so
fast, for any practical purposes it suffices to use the long-run coefficient, which is
approximately 0.9 in all three of our estimation models.
The results concerning profit tax are reported in Figure 6.6. All three estimation
models imply that the short-run elasticity of about 0.6 is significantly smaller than
the long-run elasticity of 1.7, and even though the adjustment is faster than in the
case of wage tax, in the first two quarters after the change in the tax base it is
still important to take the adjustment lag into account and distinguish between the
short- and long-run elasticity. The estimated long-run elasticity is remarkably stable
no matter how we treat seasonality in the model, and the short-run elasticity only
changes a little. The dummy variable that controls for the substantial tax reform
of 2008 (or, potentially, the crisis of the late 2000s) is not statistically significant in
either the long or the short run, which suggests that the structural break was only
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Figure 6.6: The impulse response of profit tax revenue
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Notes: The solid line shows the impulse response of profit tax revenue to a onepercentage-point increase in the corresponding tax base. The bounds of the 95%
confidence interval (denoted by dashed lines) are bootstrapped using 10,000 iterations. The dotted line represents the long-run elasticity.

important for wage and value added taxes.
The impulse response function for social security contributions is depicted in
Figure 6.7. Unlike the previous cases, we observe a very fast adjustment process and
an almost one-to-one relationship between revenue from social security contributions
and the corresponding base. The short-run elasticity is 1.19, while the long-run
elasticity is 1.02, both statistically indistinguishable from unity. Similarly to the
case of profit tax, the dummy variable for the substantial 2008 reform is statistically
insignificant. The results hold when different approaches to seasonal adjustment,
reported in the Appendix, are considered.

6.6

Robustness Checks

In this section we present three additional robustness checks: using simple OLS
instead of dynamic OLS for the long-run equation, controlling for the interdependence
across tax bases, and accounting for inflation. Concerning the first robustness check,
in the baseline specification we employ dynamic OLS based on Stock & Watson
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Figure 6.7: The impulse response of social security contributions
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Notes: The solid line shows the impulse response of social security contributions to
a one-percentage-point increase in the corresponding tax base. The bounds of the
95% confidence interval (denoted by dashed lines) are bootstrapped using 10,000
iterations. The dotted line represents the long-run elasticity.

(1993), which is the estimation method typically used for the long-run part of error
correction models. It is worth noting that endogeneity (such as the potential reverse
causality between tax collection and tax bases) is always present by definition when
one estimates a cointegrating relationship. Nevertheless, the long-run cointegration
equation yields superconsistent estimates of regression parameters, which effectively
eliminates the first-order endogeneity bias. Researchers have been concerned about
the second-order bias (for example, Vogelsang & Wagner 2014), and dynamic OLS
was originally designed precisely for reducing this bias and improved performance in
small samples (Stock & Watson 1993; Masih & Masih 1999).
In Table 6.2 we report the results of the error correction model when the longrun equation is estimated by simple OLS, without leads and lags of changes in tax
revenues. We obtain long-run elasticities that are very similar to those shown in
the baseline specification. The profit tax elasticity is smaller by about 0.1, but
the difference is statistically insignificant at the 5% level. Concerning the shortrun specification, the estimated speed of adjustment is again very similar to the
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baseline case. Also the short-run elasticities remain qualitatively unchanged, with
the exception of profit tax—here the elasticity becomes statistically significant even
in the first period after a change in the corresponding tax base (it takes two periods
in the baseline estimation).
Table 6.2: Using simple OLS for the long-run estimation
Wage tax
Long run
base (LR elasticity)
2008 reform
Short run
∆base (SR elasticity)
∆revenuet−1
residual LRt−1 (adjustment)
2008 reform
Autocorrelation (χ2 )
Observations

∗∗∗

1.459
(0.0418)
∗∗∗
-0.0822
(0.0216)

Valued added tax
∗∗∗

Profit tax
∗∗∗

Social security
∗∗∗

0.872
(0.0299)
∗∗
-0.0405
(0.0169)

1.592
(0.130)
0.0282
(0.0591)

0.517
(0.168)
-0.168
(0.103)
∗∗∗
-0.509
(0.105)
∗∗
-0.0208
(0.00918)

0.548
(0.707)
0.144
(0.119)
∗∗∗
-1.109
(0.175)
-0.0227
(0.0230)

1.308
(0.409)
-0.186
(0.138)
∗∗∗
-0.893
(0.200)
-0.0174
(0.0570)

0.931
(0.214)
-0.0563
(0.124)
∗∗∗
-0.824
(0.161)
-0.00566
(0.00754)

0.550
73

1.346
73

1.585
57

0.093
58

∗∗∗

∗∗∗

1.038
(0.0169)
∗∗∗
-0.0501
(0.00935)
∗∗∗

Notes: The response variable is tax revenue for the long-run estimation and growth of tax revenue for the
short-run estimation. Standard errors computed using the Newey-West correction (heteroscedasticity and
autocorrelation-robust up to lag 4) are shown in parentheses. All regressions include the constant and seasonal
dummies, which are not reported for ease of exposition. The regressions for value added tax additionally
include unreported interactions of quarterly dummies and a dummy variable break, which equals one for all
observations occurring after the last quarter of 2003 (a major change in reporting value added tax revenue in
the Czech Republic). For the short-run specification we report the χ2 statistic for Durbin’s alternative test of
autocorrelation in this specification (in all cases we do not reject the null hypothesis of no autocorrelation).
Residual LR denotes residuals from the long-run equation. Reform denotes a dummy variable that equals
one for observations occurring after the last quarter of 2007 (the implementation of a major tax reform in
the Czech Republic).

In the second robustness check we address the potential interdependence of tax
bases. For example, an increase in wage tax revenue might reflect an increase in
corporate profits because individuals receive higher dividends, which would bias our
estimated long-run elasticity upwards if the base for profit tax was excluded from
our regression. Therefore, the most straightforward approach to controlling for this
issue involves including the remaining tax bases into all estimations. The problem
is that we need tax revenue and tax bases to be cointegrated; while tax revenues
are cointegrated with their corresponding bases, cointegration does not hold across
categories: for example, wage tax is not cointegrated with the base for profit tax. To
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avoid running spurious regressions, we thus include the other tax bases in differences
instead of in levels. (The base for social security contributions is identical to the base
for wage tax, so we always include only one of these two bases.) The results, reported
in Table 6.3, show that the long-run elasticities for wage tax and value added tax
decrease by about 0.1 compared to the baseline estimation, but the difference is not
statistically significant at the 1% level. The long-run elasticities for profit tax and
social security contributions remain virtually unchanged.
Table 6.3: Controlling for interdependencies among tax bases
Wage tax
base (wage tax)

Valued added tax

Profit tax

1.357
(0.0434)
∗∗∗

base (value added tax)

0.792
(0.113)

∗∗∗

base (profit tax)

1.679
(0.170)

∗∗∗

base (social security)

1.028
(0.0167)

∆base (wage tax)
∆base (value added tax)
∆base (profit tax)
2008 reform
Observations

Social security

∗∗∗

0.910
(0.946)

-0.192
(1.991)
0.727
(2.733)

∗∗

-0.750
(0.476)
-0.0628
(0.0540)
∗∗∗
-0.0634
(0.0229)

0.137
(0.129)
-0.00872
(0.0268)

0.0294
(0.0662)

0.711
(0.298)
-0.0125
(0.0318)
∗∗∗
-0.0452
(0.00859)

58

58

57

58

Notes: The response variable is tax revenue. Standard errors computed using the Newey-West correction
(heteroscedasticity and autocorrelation-robust up to lag 4) are shown in parentheses. All regressions include
the constant and seasonal dummies, which are not reported for ease of exposition. The regression for value
added tax additionally include unreported interactions of quarterly dummies and a dummy variable break,
which equals one for all observations occurring after the last quarter of 2003 (a major change in reporting
value added tax revenue in the Czech Republic). Reform denotes a dummy variable that equals one for
observations occurring after the last quarter of 2007 (the implementation of a major tax reform in the Czech
Republic).

In the third robustness check we control for inflation. Because the tax system
in the Czech Republic is laid out in nominal terms, high inflation leads to bracket
creeping: individuals with higher nominal wages fall into brackets with higher tax
rates (at least during the time period when the Czech Republic had a progressive
taxation system). In the baseline estimation we do not adjust data for bracket
creeping as we are interested in the effect of tax bases on tax revenue that can be used
for policy simulations, and both observed variables are in nominal terms—therefore
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it does not matter much for tax collection whether individuals fall into different
brackets due to economic growth or high inflation. Moreover, the Czech Republic
has experienced low inflation compared to other transition countries (on average 3%
when we exclude the first two years of the sample). We can still, however, control for
inflation similarly as we controlled for different tax bases in the second robustness
check. Again, the inflation rate is not cointegrated with tax revenue, so we include
inflation in differences. The estimated long-run elasticities reported in Table 6.4, as
well as the effect of the substantial 2008 tax reform, remain close to those shown in
the baseline specification.
Table 6.4: Controlling for inflation
Wage tax
base (LR elasticity)
∆inflation
2008 reform
Observations

∗∗∗

1.450
(0.0469)
-0.00464
(0.00505)
∗∗∗
-0.0745
(0.0236)
73

Valued added tax
∗∗∗

0.849
(0.0483)
∗∗∗
0.0110
(0.00385)
∗
-0.0332
(0.0187)
73

Profit tax
∗∗∗

1.693
(0.170)
-0.0136
(0.0235)
0.0180
(0.0700)
57

Social security
∗∗∗

1.031
(0.0157)
∗∗
0.00354
(0.00168)
∗∗∗
-0.0530
(0.00950)
59

Notes: The response variable is tax revenue. Standard errors computed using the Newey-West correction
(heteroscedasticity and autocorrelation-robust up to lag 4) are shown in parentheses. All regressions include
the constant and seasonal dummies, which are not reported for ease of exposition. The regression for value
added tax additionally include unreported interactions of quarterly dummies and a dummy variable break,
which equals one for all observations occurring after the last quarter of 2003 (a major change in reporting
value added tax revenue in the Czech Republic). Reform denotes a dummy variable that equals one for
observations occurring after the last quarter of 2007 (the implementation of a major tax reform in the Czech
Republic).

6.7

Concluding Remarks

In this paper we use an error correction model to estimate short-run and long-run
tax revenue elasticities in the Czech Republic with respect to the corresponding tax
bases. We focus on four categories of government revenue: value added tax, wage
tax, profit tax, and social security contributions; and use a unique data set of tax
revenue adjusted for the effects of tax reforms and tax policy changes covering the
period from 1995 to 2013 on a quarterly basis.
Concerning value added tax, we would intuitively expect the revenue elasticity to
equal one. Nevertheless, our estimated long-run elasticity of 0.9 is plausible as well,
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given that the share of housing-related expenditure (which has been either subject
to a reduced tax rate or exempted from value added tax altogether during the whole
observed period) in our tax base has been steadily increasing since 1995, and doubled
by 2013. Moreover, anecdotal evidence suggests that value added tax collection can
be plagued by tax evasion, which may also help explain why the elasticity lies slightly
below unity.
Our estimate of the long-run wage tax revenue elasticity, 1.4, is consistent with the
progressivity of personal income tax in the Czech Republic. Nevertheless, the shortrun elasticity only equals 0.3 and the adjustment process appears to be relatively
slow: it takes two quarters for the elasticity to reach unity, and even after a year
the elasticity still remains significantly below its equilibrium long-run value. One
potential explanation for the collection lag might be the additional tax revenue from
tax returns (submitted by April for the previous calendar year), which might be
particularly significant if the person holds two or more jobs. Especially in the case of
wage tax elasticity, therefore, the dynamics seem to be crucial and have to be taken
into account in order to model the behavior of tax revenues correctly. In general,
the estimates of revenue elasticities concerning both value added and wage tax are
broadly comparable with those found in the existing literature. An issue related to
wage tax elasticity is the elasticity of social security contributions, which we estimate
to be close to 1: in other words, revenue from social security contributions reacts
one-to-one to changes in the corresponding tax base.
More puzzling is our estimate of the profit tax revenue elasticity, which equals 1.7
in the long run. Given the proportionality of corporate income tax, we would expect
this elasticity to be close to one. But even a single-bracket tax system is prone to the
so-called “fiscal drag” due to a usually large number of various deductions, as shown
by Creedy & Gemmell (2008). Koester & Priesmeier (2012) note that many previous
studies find the elasticity to exceed unity (for example, Bouthevillain et al. 2001;
Breuer 2010; Kremer et al. 2006). Furthermore, the available tax base only includes
operating income and disregards other sources of taxable income, which may create
an upward bias compared to the theoretically true elasticity. Because, however, the
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theoretically correct tax base is unavailable for policy analysis, our results suggest
that using a unitary elasticity can lead to overly pessimistic predictions of profit
tax revenues during booms and overly optimistic predictions during recessions. The
potentially large disparity between more precise but unavailable accrual-based tax
revenue and the cash-based data used could also have contributed to the high estimate
of the profit tax revenue elasticity.
In a nutshell, our analysis provides relatively robust estimates of long-run tax
revenue elasticities for the Czech Republic, highlights the importance of estimating
both short- and long-run elasticities in a dynamic setting, and provides a framework
for using quarterly time series and adjusting tax revenue data in transition countries
for the effects of tax reforms and tax policy changes.
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Supplementary Material

Table A1: Tax policy changes used for tax revenue adjustment
Legal document
Value added tax
Act No. 17/2000 Coll.
Act No. 235/2004 Coll.
Act No. 261/2007 Coll.
Act No. 87/2009 Coll.
Act No. 362/2009 Coll.
Act No. 137/2010 Coll.
Act No. 370/2011 Coll.
Act No. 500/2012 Coll.
Wage tax
Act No. 259/1994 Coll.
Act No. 149/1995 Coll.
Act No. 316/1996 Coll.
Act No. 210/1997 Coll.
Act No. 333/1998 Coll.
Act No. 170/1999 Coll.
Act No. 492/2000 Coll.
Act No. 669/2004 Coll.
Act No. 545/2005 Coll.
Act No. 261/2007 Coll.
Act No. 326/2009 Coll.
Act No. 362/2009 Coll.
Act No. 346/2010 Coll.
Act No. 370/2011 Coll.
Act No. 500/2012 Coll.
Act No. 403/2012 Coll.
Flood-related tax relief
MF-65 647/2013/39

Years of impact
2000–2013
2004–2013
2008–2013
2009–2013
2010–2013
2011
2012–2013
2013
1995–2013
1995–2013
1997–2013
1998–2013
1999–2013
2000–2013
2001–2013
2005–2013
2005–2013
2008–2013
2009–2013
2010–2013
2011–2013
2012–2013
2013
2013
2013

Legal document

Years of impact

Profit tax
Act No. 259/1994
Act No. 132/1995
Act No. 149/1995
Act No. 210/1997
Act No. 333/1998
Act No. 170/1999
Act No. 492/2000
Act No. 438/2003
Act No. 669/2004
Act No. 261/2007
Act No. 326/2009
Act No. 500/2012

Coll.
Coll.
Coll.
Coll.
Coll.
Coll.
Coll.
Coll.
Coll.
Coll.
Coll.
Coll.

1995–2013
1995–2013
1995–2013
1998–2013
1999–2013
2000–2013
2001–2013
2004–2013
2005–2013
2008–2013
2009–2010
2013

Social security
Act No. 117/2006
Act No. 187/2006
Act No. 189/2006
Act No. 261/2007
Act No. 221/2009
Act No. 362/2009
Act No. 365/2011
Act No. 397/2012
Act No. 500/2012

Coll.
Coll.
Coll.
Coll.
Coll.
Coll.
Coll.
Coll.
Coll.

2006–2013
2009–2013
2009–2013
2008–2013
2009
2010–2013
2012–2013
2013
2013
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Figure A1: The seasonal pattern of reported value added tax revenue
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Notes: The numbers indicate quarters and depict the quarter-on-quarter percentage
change. There is a clear break visible in the seasonal pattern in 2004; the revenue
seems to be more evenly distributed across the quarters since then.

Table A2: The adjustment of tax revenue to shocks to the tax base
(seasonally adjusted)
Wage tax
Long run
base (LR elasticity)
2008 reform
Short run
∆base (SR elasticity)
∆revenuet−1
residual LRt−1 (adjustment)
2008 reform
Autocorrelation (χ2 )
Observations

∗∗∗

1.452
(0.0490)
∗∗∗
-0.0779
(0.0232)
∗∗∗

Valued added tax
∗∗∗

0.939
(0.0452)
∗∗
-0.0408
(0.0188)
∗∗

Profit tax
∗∗∗

1.683
(0.166)
0.0157
(0.0658)
∗∗

Social security
∗∗∗

1.012
(0.0155)
0.00797
(0.00799)
∗∗∗

0.801
(0.126)
-0.120
(0.0857)
∗∗∗
-0.598
(0.111)
-0.0146
(0.00961)

0.789
(0.300)
0.175
(0.115)
∗∗∗
-1.317
(0.176)
-0.00349
(0.0228)

0.790
(0.368)
-0.189
(0.125)
∗∗∗
-0.897
(0.188)
-0.0494
(0.0541)

0.805
(0.0905)
-0.0619
(0.0825)
∗∗∗
-1.006
(0.145)
-0.00466
(0.00596)

0.765
73

0.319
73

1.483
57

1.979
58

Notes: The response variable is tax revenue for the long-run estimation and growth of tax revenue for
the short-run estimation. The long-run specification is estimated by dynamic OLS with the Newey-West
correction for standard errors (heteroscedasticity and autocorrelation-robust up to lag 4); the additional
controls included in the dynamic OLS (lags and leads of the tax base) are not reported for ease of exposition.
The short-run specification is estimated with OLS, and we report the χ2 statistic for Durbin’s alternative test
of autocorrelation in this specification (in all cases we do not reject the null hypothesis of no autocorrelation).
Residual LR denotes residuals from the long-run equation. Reform denotes a dummy variable that equals
one for observations occurring after the last quarter of 2007 (the implementation of a major tax reform in
the Czech Republic).
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Table A3: The adjustment of tax revenue to shocks to the tax base
(no quarterly dummies)
Wage tax
Long run
base (LR elasticity)

Valued added tax

∗∗∗

1.460
(0.0545)
∗∗∗
-0.0730
(0.0237)

2008 reform
Short run
∆base (SR elasticity)
∆revenuet−1
residual LRt−1 (adjustment)
2008 reform
Autocorrelation (χ2 )
Observations

∗∗∗

∗∗∗

0.886
(0.0782)
∗∗
-0.0541
(0.0211)
∗∗∗

Profit tax

Social security

∗∗∗

1.736
(0.152)
-0.00805
(0.0692)
∗∗∗

∗∗∗

0.990
(0.0151)
∗∗
0.0170
(0.00716)
∗∗∗

0.371
(0.140)
-0.0218
(0.107)
∗∗∗
-0.804
(0.259)
-0.0207
(0.0258)

2.690
(0.293)
-0.0687
(0.0890)
∗∗∗
-1.028
(0.205)
0.0218
(0.0342)

0.954
(0.234)
∗∗
-0.226
(0.108)
∗∗∗
-0.942
(0.212)
-0.0433
(0.0727)

0.556
(0.0676)
∗∗∗
-0.309
(0.0743)
∗∗∗
-0.826
(0.124)
∗
-0.0118
(0.00661)

11.215∗∗∗
73

27.027∗∗∗
73

0.013
57

0.234
58

Notes: The response variable is tax revenue for the long-run estimation and growth of tax revenue for
the short-run estimation. The long-run specification is estimated by dynamic OLS with the Newey-West
correction for standard errors (heteroscedasticity and autocorrelation-robust up to lag 4); the additional
controls included in the dynamic OLS (lags and leads of the tax base) are not reported for ease of exposition.
The short-run specification is estimated with OLS, and we report the χ2 statistic for Durbin’s alternative test
of autocorrelation in this specification. Residual LR denotes residuals from the long-run equation. Reform
denotes a dummy variable that equals one for observations occurring after the last quarter of 2007 (the
implementation of a major tax reform in the Czech Republic).

Table A4: Stationarity and cointegration tests

Wage tax (revenue)
Wage tax (base)
Value added tax (revenue)
Value added tax (base)
Profit tax (revenue)
Profit tax (base)
Social security (revenue)
Social security (base)

Augm. Dickey-Fuller

5% crit. val.

Engle-Granger

5% crit. val.

-2.009
-1.548
-2.359
-1.981
-1.304
-1.762
-2.792
-1.548

-2.913
-2.913
-2.913
-2.913
-2.913
-2.926
-2.926
-2.913

-14.064
-14.064
-11.33
-11.33
-7.538
-7.538
-7.765
-7.765

-3.419
-3.419
-3.419
-3.419
-3.442
-3.442
-3.442
-3.442

Notes: The null hypothesis of the augmented Dickey-Fuller test is the existence of a unit root; the null
hypothesis of the Engle-Granger test is the absence of a cointegrating relationship.

Chapter 7

Estimating Vertical Spillovers from
FDI: Why Results Vary and What
the True Effect Is
Abstract: In the last decade more than 100 researchers have examined productivity spillovers from foreign affiliates to local firms in upstream or downstream sectors. Yet results vary
broadly across methods and countries. To examine these vertical spillovers in a systematic
way, we collected 3,626 estimates of spillovers and reviewed the literature quantitatively. Our
meta-analysis indicates that model misspecifications reduce the reported estimates and journals select relatively large estimates for publication. Taking these biases into consideration,
the average spillover to suppliers is economically significant, whereas the spillover to buyers
is statistically significant but small. Greater spillovers are received by countries that have
underdeveloped financial systems and are open to international trade. Greater spillovers are
generated by investors who come from distant countries and have only a slight technological
edge over local firms.
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Introduction

Few topics in international economics have been examined as extensively as productivity spillovers from foreign affiliates to domestic firms. The evidence for spillovers
had been mixed until Javorcik (2004a) redirected the attention of researchers from
horizontal (within-sector) to vertical (between-sector) spillovers. Since then, there
has been a virtual explosion of studies on vertical spillovers, and empirical research
in this area is still growing at an exponential rate with more than a score of studies
published in the last two years alone. A consensus has emerged that spillovers from
foreign affiliates to their suppliers in host countries are positive and significant, yet
the estimated size of these spillovers varies broadly. The point estimates of the economic effect of backward linkages reported by the two best known studies, Javorcik
(2004a) and Blalock & Gertler (2008), differ by the order of magnitude: Javorcik
(2004a) found the effect 30 times greater. Moreover, following the methodology of
Javorcik (2004a) and Blalock & Gertler (2008), many other studies conducted for
different countries have found insignificant or even negative spillover effects. But
despite the striking heterogeneity in the literature, no systematic survey has been
done.
To take a step beyond single-country case studies and establish robust evidence
for spillover effects, we employ the meta-analysis methodology (Stanley 2001). Metaanalysis, the quantitative method of research synthesis, has been commonly used in
economics for two decades (Card & Krueger 1995; Smith & Huang 1995; Card et al.
2010). Recent applications of meta-analysis in international economics include Disdier & Head (2008) on the effect of distance on trade, Cipollina & Salvatici (2010)
on reciprocal trade agreements, Campos et al. (2016) on the effect of corruption
on economic growth, Bruno et al. (2017) on economic benefits from foreign direct
investment, and Havranek (2010) on the trade effect of the euro. Meta-analysis is
more than a literature survey: it sheds light on the determinants of the examined
phenomenon that are difficult to investigate in primary studies because of data limitations. For example, within our meta-analysis framework, we show it is possible to
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examine the predictions of the theoretical model by Rodriguez-Clare (1996), which
implies that spillovers to host-country suppliers increase with larger communication
costs between the foreign affiliate and its headquarters, and decrease with greater
differences between the host and source countries in terms of the variety of intermediate goods produced. To test these hypotheses empirically we take the advantage
of 57 vertical spillover studies providing estimates for many countries and different
types of investors.
In comparison with previous meta-analyses on productivity spillovers (Görg &
Strobl 2001; Meyer & Sinani 2009), this paper concentrates on vertical instead of
horizontal spillovers. We include many more estimates to investigate the full variability in the literature: 3,626 compared with 25 (Görg & Strobl 2001) and 121 (Meyer
& Sinani 2009). To our knowledge, this makes our paper the largest meta-analysis
conducted in economics so far. Moreover, the previous meta-analyses on spillovers
used the reported t-statistics to evaluate the statistical significance of spillovers, whereas we use an economic measure of spillovers and employ new synthesis methods.
Thus, we are able to estimate the net spillover effect beyond publication bias and
misspecifications that are corrected by some studies.
The remainder of the paper is structured as follows: Section 7.2 briefly describes
how spillovers are estimated and explains how we collected the estimates. Section 7.3
examines the extent of publication selection in the literature. Section 7.4 introduces
variables assumed to explain heterogeneity in vertical spillovers. Section 7.5 examines
how spillover estimates are affected by these variables, and quantifies the underlying
effect beyond publication bias and misspecifications. Section 7.6 concludes.

7.2

The Spillover Estimates Data Set

Studies on foreign direct investment (FDI) spillovers usually examine the correlation
between the productivity of domestic firms and their linkages with foreign affiliates.1
With an allusion to the production chain, the linkages are usually classified into
1

See Smeets (2008) and Keller (2009) for recent surveys of the broader literature on international
technology diffusion.
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horizontal (within-sector: from FDI to local competitors) and vertical (betweensector); vertical linkages are further bifurcated into downstream (backward: from
FDI to local suppliers) and upstream (forward: from FDI to local buyers). Most
researchers use data from one country and estimate a variant of the following model,
the so-called FDI spillover regression:

ln Productivityijt = eh0 · Horizontaljt + eb0 · Backwardjt + ef0 · Forwardjt +
+ α · Controlsijt + uijt , (7.1)

where i, j, and t denote firm, sector, and time subscripts; and Controls denote a
vector of either sector- or firm-specific control variables. The variable Horizontal is
the ratio of foreign presence in firm i ’s own sector, Backward is the ratio of firm i’s
output sold to foreign affiliates, and Forward is the ratio of firm i’s inputs purchased
from foreign affiliates. Because firm-level data on linkages with foreign affiliates are
usually unavailable the vertical linkages are computed at the sector level: Backward
becomes the ratio of foreign presence in downstream sectors, Forward becomes the
ratio of foreign presence in upstream sectors; the weight of each upstream or downstream sector is determined by the input-output table of the country.
Since the dependent variable of equation (7.1) is in logarithm and the linkage
variables are ratios, the estimates of coefficients eh0 , eb0 , and ef0 can be interpreted
as semi-elasticities and thus constitute the natural common metric for the economic effect of spillovers. Semi-elasticities approximate the percentage increase in the
productivity of domestic firms following an increase in the foreign presence of one
percentage point:

e0 ≈ (% change in productivity)/(change in foreign presence),
foreign presence ∈ [0, 1]. (7.2)

For instance, the estimate of backward spillovers eb = 0.1 would imply that a 10percentage-point increase in foreign presence is associated with a 1% increase in
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the productivity of domestic firms in upstream sectors. The estimates are directly
comparable across studies that use the log-level specification. Within this basic
framework, however, researchers use different methodologies and data sets, which
cause substantial differences in results. We address these differences in Section 7.4
by introducing variables that capture method heterogeneity.
A vast majority of the recent studies on FDI spillovers concentrate on vertical
linkages, and vertical linkages are also the main focus of this paper. The two previous
meta-analyses on horizontal spillovers, however, could not have used the recently
developed meta-analysis methods and did not attempt to estimate the spillover effect
implied by the literature. For this reason, additionally we present a partial metaanalysis of horizontal spillovers. In the partial meta-analysis, we include only those
semi-elasticities that are estimated in the same regression with vertical spillovers.
We employed the following strategy for literature search: After reviewing the
references of literature surveys (Görg & Greenaway 2004; Smeets 2008; Meyer &
Sinani 2009) and a few recent empirical studies, we elaborated a baseline search
query that was able to capture most of the relevant studies. The baseline search in
EconLit yielded 108 hits. Next, we searched three other Internet databases (Scopus,
RePEc, and Google Scholar) and added studies that were missing from the baseline
search. Finally, we investigated the RePEc citations of the most influential study,
Javorcik (2004a). The three steps provided 183 prospective studies, which were all
examined in detail. The last study was added on 31 March 2010.
Studies that failed to satisfy one or more of the following criteria were excluded
from the meta-analysis. First, the study must report an empirical estimate of the
effect of vertical linkages on the measure of the productivity of domestic firms. Second, the study must define vertical linkages as a ratio. Third, the study must report
information on the precision of estimates (standard errors or t-statistics), or authors
must be willing to provide it. Most of the identified studies, although related to the
FDI spillover literature, did not estimate vertical spillovers. We also excluded a few
studies that estimated vertical spillovers but did not define linkages as a ratio and
thus could not be used to compute the semi-elasticity (for example, Kugler 2006;
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Bitzer et al. 2008). We often had to ask the authors for sample means of linkage
variables or for clarification of their methodology: about 20% of the studies could
only be included thanks to cooperation from the authors.2 No study was excluded
on the basis of language, form, or place of publication; we follow Stanley (2001) and
rather err on the side of inclusion in all aspects of data collection. We therefore also
use studies written in Spanish and Portuguese, Ph.D. dissertations, articles from local journals, working papers, and mimeographs; and control for study quality in the
analysis. A detailed description of the studies included in the analysis, as well as
the complete list of excluded studies (with reasons for exclusion) are available in an
online appendix at meta-analysis.cz/spillovers.
Following the recent trend in meta-analysis (Disdier & Head 2008; Doucouliagos
& Stanley 2009; Cipollina & Salvatici 2010), we use all estimates reported in the
studies. If we arbitrarily selected the “best” estimate from each study, we could
introduce an additional bias, and if we used the average reported estimate, we would
discard a lot of information. Because the coding of the literature involved the manual
collection of thousands of estimates with dozens of variables reflecting study design,
to eliminate errors both of us collected all data independently. The simultaneous
data collection took three months and the resulting disagreement rate, defined as
the ratio of data points that differed between our data sets, was 6.7% (of more than
200,000 data points). After we had compared the data sets, we reached a consensus
for each discordant data point. The retrieved data set with details on coding for each
study is available in the online appendix.
A few difficult issues of coding are worth discussing. To begin with, some studies
(3.7% of the observations; for instance, Girma & Wakelin 2007) use the so-called
regional definition of vertical spillovers. Researchers using the regional definition
approximate vertical linkages by the ratio of foreign firms in the region, without
using input-output tables. Such an approach does not distinguish between backward
and forward linkages. Because the results are interpreted as vertical productivity
2

We are grateful to Joze Damijan, Ziliang L. Deng, Adam Gersl, Galina Hale, Chidambaran Iyer,
Molly Lesher, Marcella Nicolini, Pavel Vacek, and Katja Zajc-Kejzar for sending additional data, or
explaining the details of their methodology, or both.
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spillovers from FDI, we include them in the analysis but create a dummy variable
for this aspect of methodology. Next, many researchers use more variables for the
same type of spillover in one regression. For example, Javorcik (2004a) separately
examines the effect of fully owned foreign affiliates and the effect of investments with
joint foreign and domestic ownership. Since the distinction between those coefficients
is economically important, we use both of them and create dummies for affiliates
with full foreign ownership, partial ownership, and for more estimates of the same
type of spillover taken from one regression. Finally, some studies report coefficients
that cannot be directly interpreted as semi-elasticities. This concerns, most notably,
specifications different from the log-level (1.7% of the observations); for these different
specifications we evaluated semi-elasticities at sample means. Other studies use the
interactions of linkage variables with other variables, typically absorption capacity
(7.2% of the observations). Instead of omitting those estimates, we evaluate the
marginal effects of foreign presence at sample means and control for this aspect in
the multivariate analysis.
The resulting data set includes 3,626 estimates of semi-elasticities taken from
57 studies. The median number of estimates taken from one study is 45, and for
each estimate we codified 55 variables reflecting study design. To put these numbers
into perspective, consider Nelson & Kennedy (2009), who review 140 meta-analyses
conducted in economics. They report that a median analysis includes 92 estimates
(the maximum is 1,592) taken from 33 primary studies and uses 12 explanatory
variables (the maximum is 41).
The oldest study in our sample was published in 2002 and the median study in
2008: in other words, a half of the studies was published in the last three years,
which suggests that vertical spillovers from FDI are a lively area of research. The
whole sample receives approximately 400 citations per year in Google Scholar, which
further indicates the popularity of FDI spillover regressions. The median time span of
the data used by the primary studies is 1996–2002, and all the studies combined use
almost six million observations from 47 countries. While we cannot exploit the full
variability of these primary observations, we benefit from the work of 107 researchers
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who have analyzed these data thoroughly. The richness of the data sets and methods
employed enables us to systematically examine the heterogeneity in results and to
establish robust evidence for the effect of foreign presence on domestic productivity.
Several estimates of semi-elasticities do remarkably differ from the main population and remain so even after a careful re-checking of the data; a similar observation
applies to the precision of the estimates (the inverse of standard error). Such extreme
values, most of which come from working papers and mimeographs, might lead to volatile results and degrade the graphical analysis. To account for outliers, some other
large meta-analyses use the Grubbs test (Disdier & Head 2008; Cipollina & Salvatici
2010). But because we use precision to filter out publication bias, outlying values
in precision could also invalidate the results. Thus, to detect outliers jointly in the
semi-elasticity and its precision, we use the multivariate method of Hadi (1994). By
this procedure, run separately for each type of spillover, 4.87% of the observations
are identified as outliers. It is worth noting that some researchers argue for using all
observations in meta-analysis (Doucouliagos & Stanley 2009). Nevertheless, under
the assumption that better-ranked outlets publish more reliable results, the estimates
identified here as outliers are of lower quality compared to the rest of the sample,3
and although in the remainder of the paper we report the results for the data set
without outliers, the inclusion of outliers does not affect the inference.

7.3

The Importance of Publication Bias

An arithmetic average of the results reported in the literature will be a biased estimate
of the true spillover effect if some results are more likely than others to be selected
for publication. Publication selection bias, which has long been recognized as a
serious issue in empirical economics research (DeLong & Lang 1992; Card & Krueger
1995; Ashenfelter & Greenstone 2004; Stanley 2005), arises from the preference of
3

Studies that produce outliers have a significantly lower impact factor compared with the rest
of the sample: the p-value of the t-test is 0.02 when the recursive RePEc impact factor is used.
The advantage of the RePEc ranking is that it also includes working paper series; nevertheless, the
results are similar when we use the Journal Citation Report (Thompson) impact factor, Scientific
Journal Ranking (Scopus) impact factor, or eigenfactor score (www.eigenfactor.org).
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editors, referees, or authors themselves for results that are statistically significant or
consistent with the theory.
If the spillover literature is free of publication bias, the reported estimates of semielasticities (spillover effects) will be randomly distributed around the true effect. If,
in contrast, some estimates fall into the “file drawer” (Rosenthal 1979) because they
are insignificant or have an unexpected sign, the reported estimates will be correlated
with their standard errors. For instance, if a statistically significant effect is required,
an author who has a small data set may run a specification search until the estimate
becomes large enough to offset the high standard errors. Hence, publication bias
manifests as a systematic relation between the reported effects and the corresponding
standard errors (Card & Krueger 1995; Ashenfelter et al. 1999):

ei = e0 + β0 · Se(ei ) + ui ,

(7.3)

where ei denotes the reported estimate of a semi-elasticity, e0 denotes the true spillover effect, β0 measures the strength of publication bias, Se(ei ) is the standard error
of ei , and ui is a normal disturbance term. The true spillover (e0 ) in this specification is already corrected for publication bias: the bias is “filtered out” since e0 can be
thought of as the average spillover effect conditional on the estimates’ standard errors
being close to zero. The correction for publication bias is analogical to taking the
uncorrected estimate (the arithmetic average of spillover coefficients) and subtracting
the estimated publication bias (the estimate of β0 times the average standard error
of spillover coefficients).
Because specification (7.3) is heteroscedastic by definition (the explanatory variable is a sample estimate of the standard deviation of the dependent variable), in
practice it is usually estimated by weighted least squares (Stanley 2005; 2008):

ei /Se(ei ) ≡ ti = β0 + e0 · 1/Se(ei ) + ξi .

(7.4)

Note that now the dependent variable changes to the t-statistic of the estimate of a
semi-elasticity, the constant measures publication bias, and the slope coefficient me-
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asures the true semi-elasticity. Specification (7.4), often called the “meta-regression,”
has a convenient interpretation: if the true semi-elasticity (e0 ) is zero and if only
positive and significant estimates of spillovers are reported, the estimated coefficient
for publication bias (β0 ) will approach two, the most commonly used critical value of
the t-statistic. Therefore, values of β0 close to two would signal extreme publication
bias and would be consistent with the case when all studies reported positive and
significant estimates of spillovers, but the true spillover was zero. Monte Carlo simulations and many recent meta-analyses suggest that specification (7.4) is effective in
filtering out publication bias and estimating the true effect (Stanley 2008).
Since we use more than one estimate of spillovers from each study, it is important
to take into account that estimates within one study are likely to be dependent (Disdier & Head 2008). Therefore, (7.4) is likely to be misspecified. A common remedy
is to employ the mixed-effects multilevel model, which allows for within-study dependence or, in other words, unobserved between-study heterogeneity (Doucouliagos
& Laroche 2009; Doucouliagos & Stanley 2009):

tij = β0 + e0 · 1/Se(eij ) + ζj + ij ,

(7.5)

where i and j denote estimate and study subscripts. The overall error term now
consists of study-level random effects (ζj ) and estimate-level disturbances (ij ). Regression results are reported in Table 7.1 in three panels, one panel for each type
of spillover. In Column 1 estimates collected from all studies, published and unpublished, are included in the regressions. The constants in these regressions are
insignificant, which suggests that all types of spillover are free of publication bias
if both unpublished and published studies are considered together. This is surprising because publication bias has been found in most areas of economics research
even for results collected from working papers (Doucouliagos & Stanley 2008). If
there was publication selection in journals and authors were rationally maximizing
the probability of publication, they might polish even preliminary versions of their
papers.
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Table 7.1: Test of publication bias and the corrected spillover effect
Panel A – Backward spillovers

Dependent variable: spillover t-statistic
All

Publication bias
Constant

Published

-0.0255
(0.496)

Spillover effect corrected for bias
1/(Standard error of the estimate
of spillover)
Observations
Studies
Panel B – Forward spillovers

∗∗∗

Observations
Studies
Panel C – Horizontal spillovers

0.307
(0.0380)

1311
55

370
26

568
39

Dependent variable: spillover t-statistic

∗∗∗

Spillover effect corrected for bias
1/(Standard error of the estimate
of spillover)
Observations
Studies
∗∗∗

∗∗

∗

Published

Homogeneous

-0.437
(1.033)

1.657
(1.632)

∗∗∗

∗∗

0.0872
(0.0287)

0.258
(0.0454)

0.0669
(0.0288)

1030
44

241
19

591
30

Dependent variable: spillover t-statistic
All

Publication bias
Constant

∗∗∗

0.178
(0.0295)

0.729
(0.776)

Spillover effect corrected for bias
1/(Standard error of the estimate
of spillover)

∗∗∗

-1.481
(0.942)

0.168
(0.0241)

All
Publication bias
Constant

∗

1.083
(0.656)

Homogeneous

Published

Homogeneous

0.363
(0.295)

0.512
(0.498)

0.818
(0.500)

0.00466
(0.00722)

0.0137
(0.00837)

0.000549
(0.0127)

1154
52

305
27

471
37

p < 0.01,
p < 0.05, p < 0.10. Standard errors in parentheses.
Notes: The table contains the results of regression (7.5): tij = β0 + e0 · 1/Se(eij ) + ζj + ij . Estimated
by the mixed-effects multilevel model using restricted maximum likelihood. “All” denotes all spillover estimates. “Published” denotes published estimates. “Homogeneous estimates” denote estimates taken from
specifications that use firm-level panel data, log-level regression, and the standard definition of spillover
variables.

7. Estimating Vertical Spillovers from FDI

244

When we only consider estimates from studies published in peer-reviewed journals
(Column 2 of Table 7.1), we detect publication bias for backward spillovers, but not
for forward and horizontal spillovers. Although the test for publication bias among
the estimates of backward spillovers is only significant at the 10% level (p-value =
0.055), the evidence for publication bias is solid considering that this test is known
to have low power (Egger et al. 1997; Stanley 2008); Egger et al. (1997) explicitly
recommends employing the more liberal 10% level of significance when using this
test.
The magnitude of the coefficient for publication bias in published results on backward spillovers is approximately 1.1, which signals strong selection efforts: recall
that values close to two would be associated with extreme publication bias, and the
value found here is considered “substantial” in the survey of economics meta-analyses
by Doucouliagos & Stanley (2008). An important finding is that the selection is more
prominent among the results that are deemed to be more important (backward spillovers) than among the bonus results (forward and horizontal spillovers). Indeed,
since the results concerning backward spillovers determine the main message of the
study, they are more likely to be polished.
The importance of publication bias for inference concerning the magnitude of
spillovers is best demonstrated by comparing the average uncorrected and corrected
spillover effect. The arithmetic average of all published estimates of backward spillovers is 0.88. In contrast, the corrected spillover effect based on estimates from
published studies (resulting from the meta-regression reported in Column 2 of Panel
A in Table 7.1) is only 0.178. In other words, because of publication bias the average
estimate of spillovers reported in peer-reviewed journals is exaggerated fivefold. This
simple example shows how dangerous it is to ignore publication bias; therefore, we
will correct for the bias throughout the analysis.4
The estimated effects corrected for publication bias (the slope coefficients reported in Table 7.1) are consistently positive and significant across all specifications for
4

More discussion of publication bias, including additional evidence and robustness checks, is
available in the working-paper version of this article (Havranek & Irsova 2010).
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backward and forward spillovers, but for horizontal spillovers the effect is not significantly different from zero. To get a flavor of the likely magnitude of backward
and forward spillovers before turning to more advanced analysis, we prefer to use a
more homogeneous subset of data that only consists of estimates which come from
firm-level panel-data studies, which use the standard definition of spillover variables,
and for which no additional computation was needed (Column 3 of Table 7.1). These
preliminary estimates suggest an effect of 0.307 for backward spillovers and 0.067 for
forward spillovers. In other words, a 10-percentage-point increase in foreign presence is on average associated with a 3.1% increase in the productivity of domestic
firms in upstream sectors. For domestic firms in downstream sectors the increase in
productivity is only 0.7%.
In sum, when we account for publication bias and unobserved heterogeneity,
the literature suggests that backward spillovers are economically important, forward
spillovers are statistically significant but small, and horizontal spillovers are insignificant. Nevertheless, these results are averaged across all countries and methods, and
we need multivariate analysis to explain the vast differences in the reported estimates. The estimates may depend systematically on misspecifications or other quality
aspects of primary studies. In the following sections, focusing only on backward
spillovers as the most important spillover channel, we will estimate the effect implied
by best-practice methodology and describe spillover determinants.

7.4

What Explains Differences in Spillover Estimates

To investigate whether there is a systematic pattern of heterogeneity in the spillover
literature, we augment equation (7.3) with variables that may potentially influence
the reported magnitude of spillovers. Again as in Section 7.3 we divide the resulting
equation by the standard error of the spillover estimates to correct for heteroscedasticity and add the random-effects component to account for within-study dependence.
The multivariate meta-regression then takes the following form (Doucouliagos &
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Stanley 2009; Cipollina & Salvatici 2010):
0
tij = β0 + e0 · 1/Se(eij ) + βxij
/Se(eij ) + ζj + ij ,

(7.6)

where xij = (x1ij , . . . , xpij ) is the vector of variables potentially influencing spillover
estimates, and e0 represents the true effect, corrected for publication bias, in the
reference case (xij = 0): that is, e0 is conditional on the values of variables x.
As a robustness check of the mixed-effects multilevel model used to estimate (7.6),
OLS with standard errors clustered at the study level is usually employed (Disdier
& Head 2008; Doucouliagos & Laroche 2009). The principal problem with OLS in
meta-analysis is that it gives each estimate the same weight, which causes studies
reporting lots of estimates to become overrepresented. The mixed-effects multilevel
model, in contrast, gives each study approximately the same weight if the betweenstudy heterogeneity is high (Rabe-Hesketh & Skrondal 2008, p. 75). We report both
models, although the mixed-effects model is preferred.
We explore two potential general sources of heterogeneity. First, since previous
meta-analyses on horizontal spillovers (and economics meta-analyses in general) often
find that reported results are systematically affected by study design, we explore
how the use of different methods affects spillover estimates. We label this source of
systematic differences in reported estimates method heterogeneity. Second, we test
the implications of the theoretical model by Rodriguez-Clare (1996) and investigate
other potential determinants of spillovers suggested in the recent literature (Crespo
& Fontoura 2007; Smeets 2008; Meyer & Sinani 2009), although these are often
connected to the Rogriguez-Clare mechanism as well. We label such real differences
in the underlying spillover coefficients structural heterogeneity.
Table 7.4 in the Appendix presents the descriptions and summary statistics for all
variables assumed to explain method and structural heterogeneity. Variables explaining method heterogeneity are divided into four blocks: data characteristics represent
properties of the data used, specification characteristics represent the basic design of
the tested models, estimation characteristics represent the econometric strategy, and
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publication characteristics represent the differences in quality not captured by the
data and method variables. Variables explaining structural heterogeneity are divided
into three blocks: host-country characteristics represent aspects of the country for
which the particular spillover coefficient was estimated, foreign-firm characteristics
are dummy variables representing properties of the firms used to compute linkages,
and local-firm characteristics represent the sector of local firms that were included
in the spillover regression.

7.4.1

Method Heterogeneity

Data characteristics Following Görg & Strobl (2001) we include dummy variables
for cross-sectional data and aggregation at the sector level, even though more than
90% of the estimates come from firm-level panel-data studies. Because the size of
data sets used by primary studies varies substantially, we control for the number of
years and firms to find out whether smaller studies report systematically different
outcomes. We include the average year of the data period to control for possible
structural changes in the effects of FDI. Finally, because a large part of studies
on European countries use data from the same source (the Amadeus database), we
include a corresponding dummy variable.

Specification characteristics We construct dummies for the inclusion of forward
and horizontal spillover variables in the same regression with backward spillovers,
the proxy for foreign presence (most studies use share in output, others share in employment or equity), the subset of firms used for the estimation of spillovers (whether
all firms or only domestic are included), the inclusion of important control variables
(sector competition and demand in downstream sectors), the control for absorption
capacity, and the use of a lagged, instead of a contemporaneous, linkage variable.

Estimation characteristics Although the majority of studies use total factor productivity (TFP) as the measure of productivity, some estimate spillovers in one step
using output, value added, or labor productivity as the dependent variable. When
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computing TFP, most authors take into account the endogeneity of input demand
and use the Levinsohn-Petrin or Olley-Pakes method, but 10% of all estimates are
computed using OLS. In the second step, TFP is regressed on the linkage variable,
and the estimation is usually performed using firm fixed effects. We create dummies
for random effects and pooled OLS as well as for the inclusion of year and sector
fixed effects. Approximately a half of the regressions are estimated in differences.
A general-method-of-moments (GMM) estimator is employed by 9% of the regressions, and the translog production function instead of the Cobb-Douglas function is
employed by 8% of them.

Publication characteristics To control for the different quality of studies, we include
a dummy for publication in peer-reviewed journals, the recursive RePEc impact factor
of the outlet, the number of Google Scholar citations of the study discounted by study
age, and the number of RePEc citations of the co-author who is most frequently cited.
We also include a dummy variable for studies where at least one co-author is “native”
to the examined country; we consider authors to be native if they either were born
in the examined country or obtained an academic degree there. Such researchers
are more familiar with the data used; on the other hand, they may have vested
interests in the results. To account for any systematic difference between the results
of researchers affiliated in the USA (for our sample it usually means highly ranked
institutions) and elsewhere, we add a dummy for studies where at least one co-author
is affiliated with a US-based institution. Finally, publication date (year and month)
is included to capture the publication trend: possibly the advances in methodology
that are difficult to codify in any other way.

Although we have additionally codified other variables reflecting methodology
(among others the degree of aggregation of the linkage variable and the number of
input-output tables used), the variation in these variables is too low to bring any
useful information.
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Structural Heterogeneity

Host-country characteristics The theoretical model of Rodriguez-Clare (1996) indicates that positive backward spillovers are more likely to occur when the costs of
communication between the foreign affiliate and its headquarters are high and when
the source and host country of FDI are not too different in terms of the variety of
intermediate goods produced. As suggested by Rodriguez-Clare (1996), the costs
of communication between the foreign affiliate and its headquarters can be approximated by the distance between the host and source countries of FDI, and country
similarity can be approximated by the difference in the level of development. Both
implications have an intuitive interpretation: On the one hand, investors from distant countries are likely to use more local inputs since it is expensive for them to
import inputs from home countries; on the other hand, investors from much more
developed countries are likely to use less local inputs since local firms are often unable
to produce intermediate goods that would comply with the quality standards of the
investors. A higher share of local inputs indicates more linkages with local firms and
a greater potential for knowledge transfer.
To create a variable that would reflect the distance between the host country
and its source countries of FDI, we need each country’s geographic decomposition of
inward FDI stocks—but such information is not always directly available. Therefore,
as a first step, we use decompositions of outward FDI positions of OECD countries
provided by the OECD’s International Direct Investment Statistics. (For this and
all other host-country characteristics, we select values from 1999, the median year
of the data used in primary studies.) In 1999, OECD countries accounted for more
than 85% of the world stock of outward FDI. We additionally obtain data from the
statistical offices of the next three most important source countries of FDI: Hong
Kong, Taiwan, and Singapore, which increases the total coverage to 95%. Having
information on the destination of 95% of all outward FDI stock in the world, we are
able to reconstruct the geographic decompositions of inward FDI stock with high
precision for all 47 countries that have been examined in the spillover literature.
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It is necessary to take into account that some authors already separate the linkage
effects of investors of different nationalities; for example, many studies on China separate ethnic Chinese investors (Hong Kong, Macao, Taiwan) from Western investors.
Similarly, Javorcik & Spatareanu (2011) use separate linkage variables for European,
American, and Asian investors to examine backward spillovers to Romanian firms.
The data on distances come from the CEPII database (www.cepii.org) and are
computed following the great circle formula. The distance variable is then calculated
using the decompositions of inward FDI as weights. For example, if 70% of inward
FDI stock in Mexico originated in the USA, 20% in Germany, and 10% in Korea,
the average distance of foreign affiliates in Mexico from their headquarters would
be 0.7 · 1,600 + 0.2 · 9,500 + 0.1 · 11,700 = 4,190 kilometers. We employ a similar
approach to calculate the average technology gap of host countries with respect to the
stock of inward FDI, measuring the development of the country as GDP per capita.
The source of the data, similar to all remaining host-country characteristics with the
exception of patent rights, is the World Bank’s World Development Indicators.
Another important determinant of spillovers is the international experience of
domestic firms, which we approximate by the trade openness of the country. Firms
with international experience may benefit more from backward linkages since they
are used to trading with foreign firms and, for example, have employees with the
necessary language skills. Such firms have a higher capacity to absorb spillovers.
Firms exposed to international competition are also more likely to produce intermediate goods required by foreign affiliates, and hence, in line with the Rodriguez-Clare
mechanism, benefit from greater spillovers.
As a major precondition of positive spillovers, many researchers stress the financial development of the host country (Javorcik & Spatareanu 2009; Alfaro et al.
2010): if domestic firms have difficulty obtaining credit, they react rigidly to the demand of foreign affiliates, and the sluggish response can result in fewer linkages. On
the other hand, if the inflow of FDI eases the existing credit constraints of domestic
firms by bringing in scarce capital (Harrison et al. 2004), better credit terms reflect
in higher productivity, and the benefits of FDI are more important in countries with
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tougher credit constraints. We approximate the development of the financial system
by the ratio of private debts to GDP.
Countries with weak protection of intellectual property rights are likely to attract
relatively low-technology investors (Javorcik 2004b). If a smaller technology gap
contributes to more linkages because of the Rodriguez-Clare mechanism, then the
effect of weak intellectual property protection on spillovers may be positive. To
approximate the protection of intellectual property, we choose the Ginarte-Park index
of patent rights; the source of the data is Walter G. Park’s website and Javorcik
(2004b).

Foreign-firm characteristics The next structural variables are dummies capturing
the degree of foreign ownership used to define foreign presence. Many researchers
argue that fully owned foreign affiliates create fewer spillovers compared with joint
foreign and domestic projects (Javorcik & Spatareanu 2008) since joint projects will
arguably use technology that is more accessible to domestic firms.

Local-firm characteristics Some authors estimate spillovers separately for service
sectors, which allows us to test the hypothesis that firms in services, compared with
manufacturing firms, are less likely to benefit from linkages. Firms in services may
lack international experience since they exhibit lower export propensity.

7.5

Results of the Multivariate Meta-Regression

We begin the multivariate analysis by including all explanatory variables introduced
in Section 7.4 into the regression. This general model with 36 method and 8 structural variables is not reported, but is available on request. For method variables, in
contrast to structural variables, no theory exists that would determine which of them
are important and what sign they should have. Thus, to obtain a more parsimonious
model, we employ the Wald test and exclude the method variables that are jointly
insignificant at the 10% level, but keep all structural variables. We always include
method and structural variables together in the regressions, but for ease of exposi-
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tion report the results separately: the results for method variables are reported in
Table 7.2 and the results for structural variables in Table 7.3.
In the specification reported in Column 1 of both tables all structural variables
are included. The specifications in Columns 2 and 3 omit some of them to avoid
the relatively high correlations between some host-country characteristics, but the
coefficients do not change a lot. Two structural variables are insignificant in Columns
1–3. Excluding these variables yields our preferred model reported in Column 4; that
is, the model without redundant variables. This model is then re-estimated using
OLS with standard errors clustered at the study level (Column 5). A few method
and structural variables become somehow less significant when OLS is used (their
new p-values range between 0.1 and 0.2), but many of them would become significant
at standard levels when country-level instead of study-level clustering was used for
OLS.

7.5.1

Method Heterogeneity

Table 7.2 shows that seventeen variables reflecting the characteristics of the data,
specification, estimation, and quality are significant, suggesting that results of spillover regressions depend on study design in a systematic way. The results are affected
by the level of aggregation, age, and source of the data. The omission of the standard control variables (sector competition, downstream demand), the definition of
the dependent variable, and the method of computing TFP matter. Furthermore, we
find an upward trend in the results: other things equal, the use of new data increases
the reported semi-elasticity by 0.03 each year. Concerning quality characteristics,
unpublished studies report estimates that are systematically lower by 0.28 compared
with published studies; frequently cited studies also report higher spillovers.
By the definition of FDI spillover regressions most researchers assume that the
semi-elasticity is constant across different values of foreign presence. In other words,
an increase in foreign presence from 0% to 10% is assumed to have a similar effect on
domestic producitivity as an increase from 90% to 100%; the impact of FDI is linear.
To test the soundness of this assumption we would ideally need data on mean foreign
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Table 7.2: Method heterogeneity in backward FDI spillovers
Dependent variable: t-statistic of the estimate of spillover

Constant
1/Se
Data characteristics
Aggregated data

3-ME

4-ME

5-WLS

0.397
(0.375)
∗
2.785
(1.643)

0.242
(0.396)
∗∗∗
-2.890
(0.523)

0.339
(0.378)
∗∗∗
4.250
(0.952)

0.385
(0.371)
1.293
(1.190)

0.670
(0.298)
1.554
(1.563)

∗∗∗

Amadeus database
Specification characteristics
Foreign presence
in employment
Control for sector
competition
Control for downstream
demand
Estimation characteristics
One-step estimation
Olley-Pakes
OLS
Pooled OLS
Sector fixed effects
Estimated in differences
Publication characteristics
Published
Study citations
Native co-author
Author citations
Publication date
Pseudo R2
Observations
Studies
∗∗

2-ME

1.206
(0.145)
∗∗∗
0.0349
(0.00789)
∗∗∗
-0.686
(0.0950)

Average year of data

∗∗∗

1-ME

∗

∗

-0.168
(0.0929)
∗∗∗
-0.315
(0.0673)
∗∗∗
0.567
(0.0995)
∗∗∗

-0.348
(0.0783)
∗∗∗
-0.318
(0.0824)
∗∗∗
-0.388
(0.102)
∗∗∗
0.155
(0.0430)
∗∗∗
0.119
(0.0401)
∗
0.107
(0.0578)
∗∗∗

∗∗∗

1.213
(0.140)
∗∗∗
0.0236
(0.00719)
∗∗∗
-0.489
(0.0855)
∗

-0.149
(0.0825)
∗∗∗
-0.353
(0.0664)
∗∗∗
0.487
(0.0985)
∗∗∗

-0.302
(0.0788)
∗∗∗
-0.305
(0.0827)
∗∗∗
-0.349
(0.102)
∗∗∗
0.174
(0.0430)
∗∗∗
0.140
(0.0380)
0.0415
(0.0568)
∗∗∗

∗∗∗

∗∗∗

1.224
(0.145)
∗∗∗
0.0277
(0.00754)
∗∗∗
-0.861
(0.0874)

1.193
(0.144)
∗∗∗
0.0323
(0.00763)
∗∗∗
-0.680
(0.0946)

-0.131
(0.0930)
∗∗∗
-0.368
(0.0655)
∗∗∗
0.581
(0.0944)

-0.158
(0.0921)
∗∗∗
-0.333
(0.0649)
∗∗∗
0.596
(0.0967)

∗∗∗

-0.304
(0.0779)
∗∗∗
-0.324
(0.0802)
∗∗∗
-0.354
(0.102)
∗∗∗
0.150
(0.0433)
∗∗∗
0.135
(0.0393)
0.0211
(0.0543)
∗∗∗

∗

∗∗∗

-0.353
(0.0780)
∗∗∗
-0.346
(0.0794)
∗∗∗
-0.400
(0.101)
∗∗∗
0.155
(0.0430)
∗∗∗
0.128
(0.0393)
∗
0.0989
(0.0569)
∗∗∗

∗∗

∗∗∗

1.187
(0.190)
∗∗∗
0.0301
(0.00837)
∗∗∗
-0.603
(0.127)
∗

-0.323
(0.171)
∗∗∗
-0.306
(0.106)
∗∗∗
0.615
(0.192)
∗∗∗

-0.447
(0.137)
∗∗∗
-0.464
(0.154)
∗∗∗
-0.587
(0.173)
∗∗∗
0.221
(0.0429)
∗
0.117
(0.0617)
0.0583
(0.0674)
∗∗∗

0.276
(0.0786)
∗∗
0.0799
(0.0324)
∗∗∗
0.449
(0.0626)
∗∗∗
-0.0682
(0.0190)
∗∗
0.0669
(0.0270)

0.273
(0.0798)
∗∗∗
0.0878
(0.0323)
∗∗∗
0.466
(0.0634)
∗∗∗
-0.0574
(0.0152)
∗∗
0.0476
(0.0239)

0.274
(0.0777)
∗∗∗
0.108
(0.0320)
∗∗∗
0.389
(0.0562)
∗∗∗
-0.0752
(0.0185)
∗∗∗
0.105
(0.0252)

0.283
(0.0782)
∗∗
0.0820
(0.0322)
∗∗∗
0.461
(0.0617)
∗∗∗
-0.0739
(0.0184)
∗∗∗
0.0756
(0.0261)

0.407
(0.0958)
0.0421
(0.0281)
∗∗∗
0.449
(0.0522)
-0.0266
(0.0214)
0.0503
(0.0351)

0.39
1308
55

0.36
1308
55

0.38
1311
55

0.40
1311
55

0.46
1311
55

p < 0.01,
p < 0.05, p < 0.10. Standard errors in parentheses.
Notes: The table contains the results of regression (7.6). Structural variables are included in all specifications
and reported in Table 7.3. Column 1: all structural variables are included. Column 2: Technology gap,
Financial development, and Fully owned subsidiaries are excluded. Column 3: Distance to source countries,
Trade openness, and Patent rights are excluded. Columns 4 and 5: Patent rights and Partially owned
subsidiaries are excluded. All explanatory variables are described in detail in Table 7.4. ME = mixedeffects multilevel model. WLS = weighteed least squares with standard errors clustered at the study level.
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presence for each specification, but in many studies this information is not provided.
Nevertheless, we have information on mean FDI penetration for each country in our
sample (measured by the ratio of inward FDI stock to GDP). If the estimated semielasticity was systematically affected by countries’ FDI penetration, the assumption
would likely be unrealistic. When we add FDI penetration variable to the general
model, however, the variable is insignificant individually (p-value = 0.44) and also
jointly with all other excluded variables. Therefore, we found no evidence of the
nonlinearity of spillovers.
The results of the multivariate meta-regression can be used to estimate the underlying true semi-elasticity conditional on study design. We label this approach
spillover estimation based on “best-practice” methods. Best practice, however, is
subjective as different researchers may prefer different methodologies. We define
best practice following Javorcik (2004a), the study published in the American Economic Review. There are two main reasons for such selection. First, the paper was
published in the most selective journal and has the highest number of citations, both
total and per-year, of all studies in our sample and is thus the natural benchmark for
this literature. Second, the preferred model of Javorcik (2004a) is free of all method
choices that are considered misspecifications by the majority of researchers. She uses
firm-level data (as opposed to data aggregated at the sector level), computes TFP by
a method that accounts for the endogeneity of input demand (as opposed to simple
OLS), estimates the regression in differences, and controls for sector fixed effects,
sector competition, and demand in downstream sectors.
We further extend the definition of best practice to synthesize an “ideal” study.
We prefer results from peer-reviewed studies and plug in sample maxima for study
citations, author citations, and average year of the data. Other variables, including
all structural variables, are set to their sample means. In other words the bestpractice estimate is conditional on some characteristics of methods and quality, but
it is an average over all countries and sectors—roughly speaking, as if we took all six
million observations used by the studies in our sample and employed the methods of
Javorcik (2004a) to estimate the magnitude of backward spillover. Such defined best-

7. Estimating Vertical Spillovers from FDI

255

practice estimate of the underlying semi-elasticity, e0 , reaches 0.94 and is significant
at the 1% level with the 95% confidence interval (0.66, 1.21). For comparison, this is
about three times less than the average spillover effect reported by Javorcik (2004a),
but ten times more than what was found by Blalock & Gertler (2008). The whole
procedure yields similar results when outliers are included (1.00) or when OLS is
used (0.94).5
Therefore, beyond publication bias and observable misspecifications, our preferred estimate implies that a 10-percentage-point increase in foreign presence is associated with an increase in the productivity of local suppliers of about 9%: a large,
economically important effect. The estimate further increases to 1.14 if we plug in
the sample maximum of publication date. On the other hand, the use of output
instead of TFP as the dependent variable in the FDI spillover regression (e.g., Blalock & Gertler 2008) lowers the estimate from 0.94 to a still highly significant 0.58.
When all variables reflecting quality characteristics are set to their sample means, the
best-practice estimate declines from 0.94 to 0.73. When additionally average data
characteristics are considered, the estimate further diminishes to 0.62. Finally, when
average specification and estimation characteristics are also plugged in, the estimate
shrinks to 0.02 and loses significance at conventional levels. A mirror image of the
best-practice estimation, “worst practice” (the only exception is that firm-level data
are still considered) even gives a significantly negative estimate, −0.42. Our analysis
thus suggests that negative estimates are largely due to misspecifications.
In Section 7.3 we found that estimates published in peer-reviewed journals are
exaggerated because of publication selection. Now we have found that, in general,
papers using better methods produce larger positive estimates of spillovers. The
reader might wonder how the publishing filter works—are some results more likely
to be selected for publication because they are positive and significant, or is it the
selection of better methods that indirectly pushes the average reported estimate
5
A similar multivariate analysis, available on request, shows that no country-specific variable
matters for the degree of forward spillovers, and that the best-practice estimate of forward spillovers
is insignificant. These findings corroborate the view that backward linkages are more important than
forward linkages.
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upwards? In the remainder of this subsection we will argue that the publishing filter
is dominated by selection for statistical significance and positive signs.
For the explanation of our argument it is useful to introduce a graphical tool
commonly employed to detect publication bias: a funnel plot (Egger et al. 1997;
Stanley & Doucouliagos 2010). The funnel plot depicts the size of the estimates of
spillovers on the horizontal axis against their precision (the inverse of standard error)
on the vertical axis. While the most precise estimates are close to the true effect, the
less precise ones are more dispersed; hence the cloud of estimates should resemble an
inverted funnel. In the absence of publication bias the funnel is symmetrical since all
imprecise estimates have the same chance of being reported. If the publishing filter
was characterized by the selection of better studies that yield higher results, the
funnel would move to the right for published estimates compared with the funnel for
all estimates. Nevertheless, this is no reason for the funnel to become asymmetrical.
Estimates should be still randomly distributed around the true effect, and in the
size-precision plane they should form a symmetrical inverted funnel.
The funnel plot for estimates published in peer-reviewed journals is depicted in
the top-left panel of Figure 7.1. It is clearly asymmetrical: the negative estimates of
backward spillovers are almost completely missing from journals. On the contrary,
the funnel plot for all estimates (the bottom-left panel) is symmetrical. The test of the
significance of β0 in specification (7.3), estimated earlier in Table 7.1 of Section 7.3,
can be interpreted as a test of the asymmetry of the funnel plot; it follows from
rotating the axes of the plot and inverting the values on the new horizontal axis.
Thus both formal and visual tests suggest that only published results exhibit selection
bias.
But cannot the asymmetry arise if only some journals select papers for their
better methods? Other journals (or authors submitting to that journals) might rely
on intuition and discard estimates of backward spillovers that would turn out to
be negative. Such mixed publishing filter could produce a funnel similar to the
top-left panel of Figure 7.1. To support our argument that intuition is the driving
force of publication selection, we will only depict estimates that comply with the
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Figure 7.1: Funnel plots show selection bias in published studies
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Notes: “Good practice” denotes semi-elasticities estimated using firm-level data, controlling for sector competition, using firm-level fixed effects, and taking into account the endogeneity of input demand.

most important aspects of best practice: using firm-level data, controlling for sector
competition, using firm fixed effects, and taking into account the endogeneity of
input demand (we label theses aspects of methodology “good practice”).6 If journals
select these estimates for their good practice and not for positive signs, the funnel
plot would be symmetrical. But the new funnel for published estimates (the topright panel of Figure 7.1) is no less asymmetrical than in the case when coefficients
estimated by any method were considered (the top-left panel).
Finally, Stanley et al. (2008) suggest how to test formally whether some aspects
of methodology are associated with publication selection. If the aspects of methodology that define best practice cause publication selection, their interactions with the
explanatory variable in equation (7.3), the standard error, will be significant. When
we add these interactions to our full model (7.6), at the 5% level merely one out of
6

It is not feasible to use the full definition of best practice because only a small fraction of
estimates comply with the full definition.
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nine of these interactions is significant; they are insignificant when considered jointly.
Similarly, adding the interaction of a publication dummy with a measure of publication bias to equation (7.3) shows that the upward bias among the good-practice set
of estimates is four times larger for published studies than for unpublished studies.
All in all, our results suggest that publication selection in peer-reviewed journals
is dominated by discarding the negative estimates of backward spillovers. We showed
that negative results are indeed likely to be wrong and that the net backward spillover
is positive and large; thus, somewhat paradoxically, publication selection based on
intuition is getting the average published estimate of backward spillover closer to
the true effect. Nevertheless, if authors’ (or editors’ or referees’) prior was incorrect,
publication selection would lead to an exaggeration of spillovers. This is likely to be
the case of the earlier literature on horizontal spillovers where publication bias was
found by Görg & Strobl (2001).

7.5.2

Structural Heterogeneity

The meta-regression results for structural variables are reported in Table 7.3. Our
most important finding concerns the effects of the nationality of foreign investors on
the magnitude of backward spillovers. The distance between the host and source
country of FDI has a robustly positive and significant effect, which suggests that
investors from far-off countries create ceteris paribus more beneficial linkages. We
thus corroborate the findings of Javorcik & Spatareanu (2011), who report that
American and Asian investors in Romania generate greater spillovers than European
investors. Furthermore, our results indicate that a high technology gap between
foreign affiliates and domestic firms impedes knowledge transfer. Since, however,
a very low or even negative technology gap may leave little room for knowledge
transfer, we also test for a possible quadratic relationship between spillovers and the
technology gap (the test is available on request). Contrary to the recent meta-analysis
on horizontal spillovers by Meyer & Sinani (2009), who use host-country-level data
for GDP as a proxy of the technology gap and do not account for the difference
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between the host and source country, the quadratic term is insignificant and the
linear specification fits the data better.
Table 7.3: Structural heterogeneity in backward FDI spillovers
Dependent variable: t-statistic of the estimate of spillover
1-ME
Host-country characteristics
Distance to source countries
Technology gap
Trade openness
Financial development
Patent rights
Foreign-firm characteristics
Fully owned subsidiaries
Partially owned subsidiaries
Local-firm characteristics
Service sectors
Pseudo R2
Observations
Studies
∗∗∗

∗∗

∗∗∗

0.247
(0.0538)
∗∗∗
-0.513
(0.141)
∗∗∗
0.441
(0.125)
∗∗∗
-0.344
(0.122)
-0.0673
(0.0514)

2-ME
∗∗∗

∗∗∗

4-ME
∗∗∗

0.258
(0.0520)
∗∗∗

-0.462
(0.0880)
∗∗∗

0.646
(0.0997)
∗∗∗

-0.591
(0.0956)

0.249
(0.0536)
∗∗∗
-0.386
(0.103)
∗∗∗
0.409
(0.122)
∗∗∗
-0.339
(0.121)

5-WLS
∗∗∗

0.217
(0.0671)
∗∗∗
-0.370
(0.131)
0.266
(0.192)
-0.219
(0.167)

0.0250
(0.0334)

∗∗∗

-0.203
(0.0602)
0.0203
(0.0561)

3-ME

∗∗∗

0.0804
(0.0535)
∗∗∗

-0.209
(0.0603)
0.0227
(0.0564)

∗∗∗

∗∗∗

-0.216
(0.0566)

∗∗∗

∗∗∗

-0.281
(0.0946)

-0.220
(0.0766)

-0.234
(0.0771)

-0.220
(0.0772)

-0.222
(0.0765)

-0.387
(0.350)

0.39
1308
55

0.36
1308
55

0.38
1311
55

0.40
1311
55

0.46
1311
55

∗

p < 0.01,
p < 0.05, p < 0.10. Standard errors in parentheses.
Notes: The table contains the results of regression (7.6). Method variables are included in all specifications
and reported in Table 7.2. All explanatory variables are described in detail in Table 7.4. ME = mixed-effects
multilevel model. WLS = weighted least squares with standard errors clustered at the study level.

We find that firms in countries open to international trade benefit more from
FDI, which corresponds to Meyer & Sinani (2009). Thus both horizontal and vertical
spillovers seem to be especially important for firms with international experience. On
the other hand, the financial development of the host country has a negative effect
on spillovers, which supports the view that foreign affiliates help domestic firms ease
credit constraints. Indeed, according to the survey evidence reported by Javorcik &
Spatareanu (2009) for the Czech Republic, a quarter of suppliers of foreign affiliates
claimed that the supplier status helped them to gain more financing.
The results suggest that the protection of intellectual property rights is insignificant for the magnitude of spillovers. On the other hand, the degree of foreign
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ownership of investment projects is important. The dummy variable for investments
with full foreign ownership is consistently negative and significant, suggesting that
projects with full foreign ownership generate lower spillovers than projects with partial ownership (the semi-elasticity is lower by about 0.22). The coefficient for the
variable capturing partial ownership is positive but insignificant; the insignificance
is, however, largely due to the connection with the variable capturing full foreign ownership. When we drop the variable for full ownership from the regression (Column 2
of Table 7.3) the p-value corresponding to the variable for partial ownership decreases
to 0.13. These findings are consistent with the negative effect of the technology gap
on spillovers: fully owned foreign affiliates are likely to use more advanced technology, which increases the technology gap. Likewise, the smaller effect on domestic
firms in service sectors is consistent with the importance of international experience
for the adoption of spillovers.
Our results are in line with the theoretical predictions of Rodriguez-Clare (1996).
To illustrate the economic significance of the effects of distance and the technology
gap on spillovers, we quantify the implied spillover to Mexican firms generated by
FDI from three different source countries: the United States, Germany, and South
Korea. We use the results of (7.6) reported in Table 7.2 and Table 7.3, plug in
the values of trade openness and financial development for Mexico and the bilateral
values of distance and technology gap, and set all other variables in the regression
to their sample means.
The model suggests that the greatest spillovers are generated by Korean FDI
(1.07) followed by German FDI (0.51); investments from the nearby USA generate
the least spillovers (−0.13). All these estimates are significant at the 5% level. Since
Mexico has a similar technology gap with respect to the USA and Germany, the
difference between the estimated spillover effects, 0.64, is largely due to different distances. Likewise, the distance from Mexico to Germany is similar to the distance from
Mexico to Korea, and the difference in spillovers, 0.56, is due to different technology
gaps. It follows that, under realistic conditions, the origin of FDI is economically
important for the effect on domestic firms.
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Conclusion

In a meta-analysis of data from 47 countries we find robust evidence consistent with
knowledge transfer from foreign investors to domestic firms in supplier sectors (backward spillovers), but only a small effect on firms in customer sectors (forward spillovers) and no effect on firms in the same sector (horizontal spillovers). Similar to Görg
& Strobl (2001), we detect publication bias in the literature: positive or significant
estimates are more likely to be selected for publication. This upward bias is present
only among the estimates of backward spillovers from journal articles; unpublished
studies and estimates of forward and horizontal spillovers exhibit no selection. On
the other hand, misspecifications tend to bias the estimates downwards. Our results
suggest that intuition is the driving force of publication selection: negative estimates
are less likely to be reported in journals, even if the researcher avoids all well-known
misspecifications.
Taking into consideration publication and misspecification bias, our preferred estimate suggests that a 10-percentage-point increase in foreign presence is associated
with an increase in the productivity of domestic firms in supplier sectors of about
9%. Greater spillovers seem to be generated by FDI from distant countries with
slight technological advantages over domestic firms. The results are in line with the
theoretical model of Rodriguez-Clare (1996) and, in the case of distance, corroborate
the findings of Javorcik & Spatareanu (2011) for Romania. Greater spillovers seem to
be received by countries that are open to international trade and that have underdeveloped financial systems. In addition, fewer spillovers are generated by fully owned
foreign affiliates compared with joint ventures, and fewer spillovers are received by
domestic firms in services compared with manufacturing.

References
Alfaro, L., A. Chanda, S. Kalemli-Ozcan, & S. Sayek (2010): “Does foreign
direct investment promote growth? Exploring the role of financial markets on
linkages.” Journal of Development Economics 91(2): pp. 242–256.

7. Estimating Vertical Spillovers from FDI

262

Ashenfelter, O. & M. Greenstone (2004): “Estimating the Value of a Statistical
Life: The Importance of Omitted Variables and Publication Bias.” American
Economic Review 94(2): pp. 454–460.
Ashenfelter, O., C. Harmon, & H. Oosterbeek (1999): “A review of estimates
of the schooling/earnings relationship, with tests for publication bias.” Labour
Economics 6(4): pp. 453–470.
Bitzer, J., I. Geishecker, & H. Görg (2008): “Productivity spillovers through
vertical linkages: Evidence from 17 OECD countries.” Economics Letters 99(2):
pp. 328–331.
Blalock, G. & P. J. Gertler (2008): “Welfare gains from Foreign Direct Investment through technology transfer to local suppliers.” Journal of International
Economics 74(2): pp. 402–421.
Bruno, R., N. F. Campos, & S. Estrin (2017): “The Benefits from Foreign Direct
Investment in a Cross-Country Context: A Meta-Analysis.” C.E.P.R. Discussion
Papers 11959, Centre for Economic Policy Research: London.
Campos, N. F., R. Dimova, & A. Saleh (2016): “Corruption and Economic Growth:
An Econometric Survey of the Evidence.” Journal of Institutional and Theoretical
Economics 172(3): pp. 521–543.
Card, D., J. Kluve, & A. Weber (2010): “Active labour market policy evaluations:
A meta-analysis.” Economic Journal 120(548): pp. F452–F477.
Card, D. & A. B. Krueger (1995): “Time-Series Minimum-Wage Studies: A Metaanalysis.” American Economic Review 85(2): pp. 238–43.
Cipollina, M. & L. Salvatici (2010): “Reciprocal Trade Agreements in Gravity
Models: A Meta-Analysis.” Review of International Economics 18(1): pp. 63–80.
Crespo, N. & M. P. Fontoura (2007): “Determinant Factors of FDI Spillovers—
What Do We Really Know?” World Development 35(3): pp. 410–425.
DeLong, J. B. & K. Lang (1992): “Are All Economic Hypotheses False?” Journal
of Political Economy 100(6): pp. 1257–72.

7. Estimating Vertical Spillovers from FDI

263

Disdier, A.-C. & K. Head (2008): “The Puzzling Persistence of the Distance Effect
on Bilateral Trade.” The Review of Economics and Statistics 90(1): pp. 37–48.
Doucouliagos, C. & P. Laroche (2009): “Unions and Profits: A Meta-Regression
Analysis.” Industrial Relations 48(1): pp. 146–184.
Doucouliagos, H. & T. Stanley (2008): “Theory Competition and Selectivity:
Are All Economic Facts Greatly Exaggerated?” Economics Series Working Paper 06, Deakin University.
Doucouliagos, H. & T. D. Stanley (2009): “Publication Selection Bias in
Minimum-Wage Research? A Meta-Regression Analysis.” British Journal of Industrial Relations 47(2): pp. 406–428.
Egger, M., G. D. Smith, M. Scheider, & C. Minder (1997): “Bias in metaanalysis detected by a simple, graphical test.” British Medical Journal 316: pp.
320–246.
Girma, S. & K. Wakelin (2007): “Local productivity spillovers from foreign direct investment in the U.K. electronics industry.” Regional Science and Urban
Economics 37(3): pp. 399–412.
Görg, H. & D. Greenaway (2004): “Much Ado about Nothing? Do Domestic
Firms Really Benefit from Foreign Direct Investment?”

World Bank Research

Observer 19(2): pp. 171–197.
Görg, H. & E. Strobl (2001): “Multinational Companies and Productivity Spillovers: A Meta-analysis.” The Economic Journal 111(475): pp. F723–39.
Hadi, A. S. (1994): “A Modification of a Method for the Detection of Outliers in
Multivariate Samples.” Journal of the Royal Statistical Society, Series (B) 56: pp.
393–396.
Harrison, A. E., I. Love, & M. S. McMillan (2004): “Global capital flows and
financing constraints.” Journal of Development Economics 75(1): pp. 269–301.
Havranek, T. (2010): “Rose Effect and the Euro: Is the Magic Gone?” Review of
World Economics 146(2): pp. 241–261.

7. Estimating Vertical Spillovers from FDI

264

Havranek, T. & Z. Irsova (2010): “Which Foreigners Are Worth Wooing? A
Meta-Analysis of Vertical Spillovers from FDI.” Working Papers 2010/03, Czech
National Bank, Research Department.
Javorcik, B. S. (2004a): “Does Foreign Direct Investment Increase the Productivity of Domestic Firms? In Search of Spillovers Through Backward Linkages.”
American Economic Review 94(3): pp. 605–627.
Javorcik, B. S. (2004b): “The composition of foreign direct investment and protection of intellectual property rights: Evidence from transition economies.” European Economic Review 48(1): pp. 39–62.
Javorcik, B. S. & M. Spatareanu (2008): “To share or not to share: Does local
participation matter for spillovers from foreign direct investment?” Journal of
Development Economics 85(1-2): pp. 194–217.
Javorcik, B. S. & M. Spatareanu (2009): “Liquidity Constraints and Firms’ Linkages with Multinationals.” World Bank Economic Review 23(2): pp. 323–346.
Javorcik, B. S. & M. Spatareanu (2011): “Does it matter where you come from?
Vertical spillovers from foreign direct investment and the origin of investors.” Journal of Development Economics 96(1): pp. 126–138.
Keller, W. (2009): “International Trade, Foreign Direct Investment, and Technology Spillovers.” NBER Working Papers 15442, National Bureau of Economic
Research.
Kugler, M. (2006): “Spillovers from foreign direct investment: Within or between
industries?” Journal of Development Economics 80(2): pp. 444–477.
Meyer, K. E. & E. Sinani (2009): “When and where does foreign direct investment
generate positive spillovers? A meta-analysis.” Journal of International Business
Studies 40(7): pp. 1075–1094.
Nelson, J. & P. Kennedy (2009): “The Use (and Abuse) of Meta-Analysis in
Environmental and Natural Resource Economics: An Assessment.” Environmental
& Resource Economics 42(3): pp. 345–377.

7. Estimating Vertical Spillovers from FDI

265

Rabe-Hesketh, S. & A. Skrondal (2008): Multilevel and Longitudinal Modeling
Using Stata. College Station, TX: Stata Press.
Rodriguez-Clare, A. (1996): “Multinationals, Linkages, and Economic Development.” American Economic Review 86(4): pp. 852–73.
Rosenthal, R. (1979): “The ‘file drawer problem’ and tolerance for null results.”
Psychological Bulletin 86: pp. 638–41.
Smeets, R. (2008): “Collecting the Pieces of the FDI Knowledge Spillovers Puzzle.”
World Bank Research Observer 23(2): pp. 107–138.
Smith, V. K. & J.-C. Huang (1995): “Can Markets Value Air Quality? A Metaanalysis of Hedonic Property Value Models.” Journal of Political Economy 103(1):
pp. 209–27.
Stanley, T. & H. Doucouliagos (2010): “Picture This: A Simple Graph That
Reveals Much Ado About Research.” Journal of Economic Surveys 24(1): pp.
170–191.
Stanley, T. D. (2001): “Wheat from Chaff: Meta-analysis as Quantitative Literature Review.” Journal of Economic Perspectives 15(3): pp. 131–150.
Stanley, T. D. (2005): “Beyond Publication Bias.” Journal of Economic Surveys
19(3): pp. 309–345.
Stanley, T. D. (2008): “Meta-Regression Methods for Detecting and Estimating
Empirical Effects in the Presence of Publication Selection.” Oxford Bulletin of
Economics and Statistics 70(1): pp. 103–127.
Stanley, T. D., H. Doucouliagos, & S. B. Jarrell (2008): “Meta-regression
analysis as the socio-economics of economics research.” The Journal of SocioEconomics 37(1): pp. 276–292.

7. Estimating Vertical Spillovers from FDI

7.A

266

Data Description

Table 7.4: Summary statistics of regression variables, backward spillovers
Variable
t-statistic
1/Se
Method heterogeneity
Data characteristics
Cross-sectional data
Aggregated data
Time span
No. of firms
Average year of data
Amadeus database
Specification characteristics
Forward spill. included
Horizontal spill. included
Foreign presence in employment
Foreign presence in equity
Foreign firms included
Control for absorption capacity
Control for sector competition
Control for downstream demand
Regional definition

Lagged spillover
More estimates
Combination of estimates

Estimation characteristics
One-step estimation

Description

Mean

SD

The t-statistic of the estimate of the spillover
semi-elasticity.
The precision of the estimate of the spillover
semi-elasticity.

0.803

4.997

5.465

6.640

=1 if cross-sectional data are used.
=1 if sector-level data for productivity are
used.
The number of years of the data used.
The logarithm of [(the number of observations used)/(time span)].
The average year of the data used (2000 as a
base).
=1 if the Amadeus database by Bureau van
Dijk Electronic Publishing is used.

0.079
0.033

0.269
0.178

7.090
7.598

3.788
2.040

-1.053

3.798

0.223

0.416

0.655

0.475

0.866

0.341

0.142

0.349

0.060
0.252

0.238
0.435

0.070

0.256

0.272

0.445

0.075

0.263

0.037

0.188

0.127

0.334

0.459

0.499

0.072

0.259

0.429

0.495

=1 if forward spillovers are included in the
regression.
=1 if horizontal spillovers are included in the
regression.
=1 if employment is the proxy for foreign presence.
=1 if equity is the proxy for foreign presence.
=1 if both domestic and foreign firms are included in the regression.
=1 if the specification controls for absorption
capacity using technology gap or R&D spending.
=1 if the specification controls for sector competition.
=1 if the specification controls for demand in
downstream sectors.
=1 if vertical spillovers are measured using
the ratio of foreign firms in the region as a
proxy for foreign presence.
=1 if the coefficient represents lagged foreign
presence.
=1 if the coefficient is not the only estimate
of backward spillovers in the regression.
=1 if the coefficient is a marginal effect computed using a combination of reported estimates.
=1 if spillovers are estimated in one step
using output, value added, or labor productivity as the dependent variable.

Continued on next page
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Summary statistics of regression variables, backward spillovers (continued)
Variable
Olley-Pakes
OLS
GMM
Random effects
Pooled OLS
Year fixed effects
Sector fixed effects
Estimated in differences
Translog
Log-log
Publication characteristics
Published
Impact factor
Study citations

Native co-author
Author citations

US-based co-author
Publication date
Structural heterogeneity
Host-country characteristics
Distance to source countries

Technology gap

Trade openness
Financial development

Patent rights

Description

Mean

SD

=1 if the Olley-Pakes method is used for the
estimation of TFP.
=1 if OLS is used for the estimation of TFP.
=1 if the system GMM estimator is used for
the estimation of spillovers.
=1 if the random-effects estimator is used for
the estimation of spillovers.
=1 if pooled OLS is used for the estimation
of spillovers.
=1 if year fixed effects are included.
=1 if sector fixed effects are included.
=1 if the regression is estimated in differences.
=1 if the translog production function is
used.
=1 if the coefficient is taken from a specification different from log-level.

0.187

0.390

0.107
0.089

0.309
0.285

0.031

0.174

0.157

0.364

0.854
0.494
0.456

0.353
0.500
0.498

0.076

0.266

0.017

0.128

=1 if the study was published in a peerreviewed journal.
The recursive RePEc impact factor of the
outlet. Collected in April 2010.
The logarithm of [(Google Scholar citations of
the study)/(age of the study) + 1]. Collected
in April 2010.
=1 if at least one co-author is native to the
investigated country.
The logarithm of (the number of RePEc citations of the most-cited co-author + 1). Collected in April 2010.
=1 if at least one co-author is affiliated with
a US-based institution.
The year and month of publication (January
2000 as a base).

0.288

0.453

0.238

0.453

1.160

1.110

0.712

0.453

3.114

2.480

0.397

0.489

7.865

1.637

The logarithm of the country’s FDI-stockweighted distance from its source countries
of FDI (kilometers).
The logarithm of the country’s FDI-stockweighted gap in GDP per capita with respect
to its source countries of FDI (USD, constant
prices of 2000).
The trade openness of the country: (exports
+ imports)/GDP.
The development of the financial system of
the country: (domestic credit to private sector)/GDP.
The Ginarte-Park index of patent rights of
the country.

7.769

0.621

9.816

0.419

0.704

0.330

0.614

0.428

2.993

0.800

Foreign-firm characteristics
Continued on next page
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Summary statistics of regression variables, backward spillovers (continued)
Variable
Fully owned subsidiaries
Partially owned subsidiaries

Local-firm characteristics
Service sectors

Description

Mean

SD

=1 if only fully owned foreign investments are
considered for linkages.
=1 if only investments with joint domestic and foreign ownership are considered for
linkages.

0.069

0.253

0.070

0.256

=1 if only firms from service sectors are included in the regression.

0.046

0.209

Notes: SD = standard deviation. For host-country characteristics we select values from 1999, the
median year of the data used in primary studies. The data for host-country characteristics are
taken from World Development Indicators, Javorcik (2004b), and Walter G. Park’s website.

Chapter 8

Measuring the Income Elasticity of
Water Demand: The Importance
of Publication and Endogeneity
Biases
Abstract: We present the first study that examines the effects of publication selection in
the literature estimating the income elasticity of water demand. Paradoxically, more affected
by publication selection are the otherwise preferable estimates that control for endogeneity.
Because such estimates tend to be smaller and less precise, they are often statistically insignificant, which leads to more intense specification searching and bias. Correcting simultaneously for publication and endogeneity biases, we find that the mean underlying elasticity
is approximately 0.15 or less. The result is robust to controlling for 30 other characteristics
of the estimates and using Bayesian model averaging to account for model uncertainty. The
differences in the reported estimates are systematically driven by differences in the tariff
structure, regional coverage, data granularity, and control for temperature in the demand
equation.
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Introduction

The growing scarcity of drinking water represents a major global risk (WEF 2015).
To understand how the consumption of water will evolve when developing countries
get richer, we need reliable estimates of the income elasticity of water demand. The
parameter is also used by policy makers to design efficient and equitable environmental water policies. Researchers have long sought to pin down this crucial parameter
but have yet to reach consensus. The two previous quantitative surveys conducted on
this topic, Dalhuisen et al. (2003) and Sebri (2014), put the representative estimate
in the literature between 0.2 and 0.4 and focus on the drivers of heterogeneity in the
reported income elasticities. Neither of these studies, however, corrects the literature
for publication bias, and neither accounts for model uncertainty when explaining the
heterogeneity behind the estimates. In this paper we collect 307 estimates of the
income elasticity of water demand and analyze the variation behind these estimates,
paying special attention to publication bias, endogeneity bias, and model uncertainty.
Publication bias arises from the tendency of researchers, editors, and referees to
publish results that are either significant or have the desired sign. In theory, water
is a necessity with no obvious substitutes; therefore, common sense dictates that the
income elasticity of water should be positive and statistically significant. But if the
underlying elasticity that we try to estimate is sufficiently small and our data and
methods sufficiently imprecise, we should get negative or statistically insignificant
estimates from time to time. If such estimates are underreported, publication bias
arises. In a related study on the price elasticity of water demand, Stanley (2005) finds
that publication bias exaggerates the estimates fourfold. The studies estimating the
price elasticity of water demand typically also estimate the income elasticity, often in
the same equation. This demonstrates the importance of accounting for publication
selection.
The endogeneity problem in water demand equations is well documented and has
been explored by previous meta-analyses. Here we offer a twist to the typical story
that estimates accounting for endogeneity are always preferable. This statement
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holds when no publication selection exists. But if publication selection constitutes
a problem, as we show is the case, estimates based on instrumental variables give
rise to more publication selection because they are typically less precise than OLS
estimates and, in this particular case, also smaller. Researchers seeking to control for
endogeneity while simultaneously providing estimates that are publishable (intuitive
and statistically significant) are sometimes forced to pursue a lengthy search for the
desired specification with a point estimate that is large enough to offset the standard
error. It follows that OLS estimates are exaggerated by endogeneity bias, while
IV estimates are exaggerated by publication bias, and the simple mean reported
elasticities might not vary substantially between these two approaches.
Indeed, our results suggest that the income elasticity of water demand is, on
average, biased upwards due to publication bias and that the extent of bias is linked
to the treatment of endogeneity. Publication bias is absent from estimates produced
by methods ignoring endogeneity (such as OLS). By contrast, while methods controlling for endogeneity (such as IV) report estimates corrected for endogeneity bias,
these estimates are correlated with their standard errors and collectively suffer from
publication bias. As a result, although researchers address endogeneity bias at the level of individual studies, the resulting publication bias means that the mean reported
estimate is not closer to the underlying value of the income elasticity. This interplay
between the two biases is too complex for any narrative survey to decipher, and the
use of meta-analysis is therefore crucial. The two biases cause the reported estimates
to be similar for IV and OLS methods, which has led previous meta-analyses to conclude that correcting for endogeneity, while theoretically laudable, has little practical
benefit. We argue otherwise.
Furthermore, we collect 32 method and data characteristics that should help us
explain the differences among the estimated elasticities. The large number of characteristics, however, means that we face model uncertainty, so we depart from the
frequentist methods of the previous meta-analyses and instead apply Bayesian model
averaging (model averaging techniques are also available in frequentist econometrics,
but they are less flexible, and their application with so many variables is nearly
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infeasible). Bayesian model averaging runs millions of regressions that include the
possible subsets of all of the explanatory variables. Consequently, it constructs a
weighted average over these regressions, where each weight is approximately proportional to the goodness of fit of the respective regression. The results of Bayesian
model averaging enable us to construct a “best-practice” estimate in the literature
conditional on numerous data and method choices, which is another value added of
meta-analysis. It follows that the income elasticity of water demand is likely 0.15 or
even less, smaller than usually perceived, and in any case the literature is inconsistent
with values of the elasticity over 0.5.
The remainder of the paper is organized as follows. Section 8.2 describes the data
collection approach and the basic properties of the data set. Section 8.3 tests for the
presence of publication selection bias and explores its relationship with endogeneity
bias. Section 8.4 investigates the data, method, and publication heterogeneity in
the estimated income elasticities and constructs best-practice estimates for different
pricing schemes. Section 8.5 concludes the paper. An online appendix, available
at meta-analysis.cz/water, provides the data and code to allow other researchers to
replicate our results.

8.2

The Data Set

To estimate the income elasticity of water demand, researchers usually employ a
variant of the following model:
ln Consumptionit = α + P ED · ln P riceit + Y ED · ln Incomeit + Controlsijt + it ,

where Consumption it

(8.1)
denotes the water consumption of household i in period t,

Price denotes the price of water, and Income denotes household income. The vector
Controlsijt represents a set of explanatory variables j, such as household characteristics (the number of household members, distinction between primary and secondary
residences, garden size, and the number of bathrooms) or climate variables (temperature, rainfall, and evaporation). The coefficient PED is the price elasticity of water
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demand;  is the error term. The coefficient YED denotes the income elasticity,
the effect in question of this meta-analysis, and captures by how many percent the
demand for water changes if the household’s income increases by one percent. As
in any other meta-analysis, we begin by collecting the reported estimates from the
empirical literature. We exploit previously published meta-analyses by Dalhuisen
et al. (2003) and Sebri (2014) and extend the data sample by searching the Google
Scholar database; the search query is available online at meta-analysis.cz/water. We
add the last study on March 6, 2016.
To be included in the meta-analysis, the studies must conform to three criteria: 1)
the study must estimate a water demand equation and report an empirical estimate
of YED; 2) the study must estimate the log-log functional form of a demand equation,
as in (8.1), to display a constant YED; and 3) the study must report a measure of
uncertainty around the estimate, typically the standard error. Several studies do
not conform to these criteria. For example, Saleth & Dinar (1997) do not use the
straightforward income variable in the demand function but instead proxy for income
using housing categories. Schefter & David (1985) estimate the level-level linear
functional form of (8.1), while Gibbs (1978) and Jones & Morris (1984) estimate the
semi-log functional form of (8.1). Gaudin et al. (2001) and Nieswiadomy (1992) do
Table 8.1: Studies used in the meta-analysis
Agthe & Billings (1980)
Al-Najjar et al. (2011)
Al-Qunaibet & Johnston (1985)
Asci & Borisova (2014)
Ayadi et al. (2002)
Bartczak et al. (2009)
Basani et al. (2008)
Billings (1982)
Billings & Agthe (1980)
Binet et al. (2012)
Binet et al. (2014)
Carter & Milon (2005)
Cheesman et al. (2008)
Dalmas & Reynaud (2004)
Darr et al. (1975)
Dharmaratna & Parasnis (2011)
Fenrick & Getachew (2012)
Foster & Beattie (1979)
Foster & Beattie (1981)
Frondel & Messner (2008)
Garcia & Reynaud (2004)

Gaudin (2005)
Gaudin (2006)
Hanemann & Nauges (2005)
Hewitt (1993)
Hewitt & Hanemann (1995)
Hoffmann et al. (2006)
Hoglund (1999)
Horn (2011)
Hussain et al. (2002)
Jia & Bao (2014)
Lyman (1992)
Mansur & Olmstead (2012)
Miyawaki et al. (2011)
Monteiro & Roseta-Palma (2011)
Musolesi & Nosvelli (2007)
Mylopoulos et al. (2004)
Nauges & Strand (2007)
Nauges & Thomas (2003)
Nauges & Van Den Berg (2009)
Nieswiadomy (1992)
Nieswiadomy & Cobb (1993)

Nieswiadomy & Molina (1991)
Olmstead (2009)
Olmstead et al. (2007)
Piper (2003)
Polycarpou & Zachariadis (2013)
Reynaud et al. (2005)
Rietveld et al. (1997)
Schleich & Hillenbrand (2009)
Sebri (2013)
Statzu & Strazzera (2009)
Strand & Walker (2005)
Strong & Smith (2010)
Tabieh et al. (2012)
Taylor et al. (2004)
Williams (1985)
Williams & Suh (1986)
Wong (1972)
Yoo (2007)
Younes & Matoussi (2011)
Zapata (2015)
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Figure 8.1: The histogram suggests substantial heterogeneity and under-reporting of negative estimates
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Estimate of the income elasticity of water demand

Notes: The figure depicts a histogram of the estimates of the income
elasticities of water demand reported by individual studies. The dashed vertical line denotes the sample median; the solid vertical line
denotes the sample mean.

not report standard errors for their estimates.
Our final data sample comprises 307 income elasticity estimates taken from 62
studies listed in Table 8.1. The oldest study was published in 1972 and the most
recent one in 2015, which means that this meta-analysis covers as long a period
of time as the two previous meta-analyses combined. The apparently right-skewed
distribution of estimates is shown in Figure 8.1. The reported elasticities range from
−0.45 to 2.8 and are characterized by a mean of 0.26 and a median of 0.16. Less
than 3% of the estimates are larger than 1, which suggests that the demand for
water is inelastic with respect to income. More than 94% of the estimates are higher
than 0, which supports the intuition that water is not an inferior good. The doublepeakedness of the histogram indicates the presence of systematic heterogeneity in
the estimates; moreover, Figure 8.5 reveals the presence of substantial within- and
between-study variation. Consequently, for each estimate we collect 30 explanatory
variables describing the characteristics of the estimation models and investigate the
possible reasons for heterogeneity in Section 8.4.
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Table 8.2: Income elasticity estimates for different subsets of data
Unweighted

Weighted

No. of obs.

Mean

95% conf. int.

Mean

95% conf. int.

Temporal dynamics
Short-run elasticity
Long-run elasticity

216
91

0.291
0.189

-0.025
0.022

0.783
0.684

0.275
0.256

0.003
-0.004

0.760
0.753

Aggregation level
Household data
Aggregate data

194
113

0.254
0.273

0.004
-0.060

0.779
0.760

0.289
0.243

0.020
-0.012

0.753
0.640

Publication status
Unpublished studies
Published studies

66
241

0.347
0.237

0.020
-0.12

1.450
0.683

0.366
0.254

.040
-0.006

1.450
0.683

Spatial variation
US
Europe
Other than US or Europe
Developed countries
Developing countries

136
51
120
201
106

0.324
0.261
0.188
0.295
0.195

-0.028
0.053
0.002
-0.009
0.004

1.450
0.753
0.675
0.781
0.700

0.323
0.252
0.220
0.290
0.227

-0.012
0.027
0.003
-0.004
0.003

1.450
0.753
0.650
0.753
0.650

Estimation technique
No endogeneity control
Endogeneity control

142
165

0.268
0.255

-0.012
-0.004

0.685
0.781

0.285
0.260

0.010
-0.004

0.685
0.753

All estimates

307

0.261

-0.008

0.760

0.270

-0.004

0.753

Notes: The table reports mean values of the income elasticity estimates for different subsets of data. The
exact variable definitions are available in Table 8.4. Weighted = estimates are weighted by the inverse of the
number of estimates per study.

To gain a first insight into the potential causes of heterogeneity we compute
mean values of the income elasticity estimates for different groups of data, methods,
and publication characteristics. Table 8.2 reports the results for both unweighted
estimates and estimates weighted by the inverse of the number of estimates per study,
such that studies with many estimates do not drive the mean. We show that shortrun elasticities are, on average, 0.1 larger than long-run elasticities. The difference,
however, disappears when we give each study the same weight; hence, we do not
further divide our sample between short- and the long-run elasticities but analyze
the pooled data set while controlling for this difference (which is in accordance with
the approach of the previous meta-analyses Dalhuisen et al. 2003; Sebri 2014). On the
one hand, studies using data aggregated at the municipal level yield nearly identical
estimates to studies that employ individual household data. On the other hand,
the difference between the published and unpublished studies is robust to weighting
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and fluctuates around 0.1. Differences in results based on publication outlet often,
although not necessarily, indicate the presence of publication bias in the literature,
as we will discuss below.
Table 8.2 further suggests that the reported elasticities vary across countries
(Johnston & Thomassin 2010, discuss the potential analytical challenges of multinational meta-analysis applied to benefit transfers). First, the mean elasticities are
consistently higher for the United States, lower for Europe, and even lower for the
rest of the countries in our sample. Second, the mean elasticities show that the level
of development matters: studies of developed countries report estimates that are
0.1 higher than studies of developing countries, on average. This result is, however,
counter-intuitive: one would expect that households from developing countries would
more vigorously use the opportunity to consume more water when they are able to
afford to do so compared to households from developed countries. This result might
be explained by different expenditure structures. The income elasticity in developed
countries may be higher since water in some cases becomes a luxury good (used for
filling up swimming pools, washing cars, and watering lawns). Similarly, the income
elasticity in developing countries may be lower since a significantly higher proportion
of income goes to other necessities, such as food or clothing.
A common problem associated with demand equations with block rates is that
prices are endogenously determined by the quantity demanded. Therefore, researchers using estimation techniques that do not account for endogeneity violate the
assumption of no correlation between the explanatory variables and the error term.
Some authors acknowledge the problem and attempt to justify their ‘inappropriate’
method choice (for example Foster & Beattie 1979, disregard endogeneity due to
nature of their data set), but few test for simultaneity, as in Nieswiadomy & Molina
(1989) using the Hausman (1978) test or Williams (1985) using a Ramsey-type test.
Some researchers even argue that given the similarity of estimates produced by OLS
(not accounting for endogeneity) and the use of instruments (IV-based techniques
accounting for endogeneity), simple OLS might suffice for demand analyses under
block-rate pricing (see the detailed methodological survey of Arbues et al. 2003, who
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follow the arguments originally advanced by Saleth & Dinar, 1997).
Our comparison of the reported income elasticities between the estimation techniques accounting for endogeneity (such as the IV method or the generalized method
of moments) and estimation techniques disregarding endogeneity (generally OLS and
random effects) appears to be consistent with that of Arbues et al. (2003): based
on the simple and weighted means from Table 8.2 we do not observe any large differences between the estimation techniques. Although Arbues et al. (2003) mentions
that OLS under different block tariffs may underestimate or overestimate demand
elasticity depending on whether the supply schedule is steeper than the demand schedule, based on our simple analysis one would argue that estimated elasticities do not
depend on whether a researcher addresses the problem of endogeneity. This conclusion would be in line with previous meta-analyses on elasticities of water demand
(Espey et al. 1997; Dalhuisen et al. 2003; Sebri 2014), which do not find significant
dependencies between the different estimation techniques and the estimated water
demand elasticities.
None of the previous meta-analyses, however, has tested for publication selection.
Publication bias, if present, can seriously distort the picture offered by the literature
(Doucouliagos & Stanley 2013). For example, Stanley (2005), correcting the results of
Dalhuisen et al. (2003) for publication bias, finds the estimates of the price elasticity
of water demand to be exaggerated fourfold. Ashenfelter et al. (1999), who test
for publication bias in estimates of the schooling-earnings relationship, report that
publication bias plagues the IV estimates, which typically yield higher standard errors
(and thus researchers search for systematically higher estimates to achieve the desired
level of statistical significance). It follows that the comparison of sample averages
sheds some light on the sources of the heterogeneity of the estimates, but it does
not reflect the differences in the underlying elasticity if the estimates are subject to
publication bias.
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Detecting Publication Bias

Publication bias arises when some estimates have a higher probability of being reported than other estimates. Researchers may prefer to report strong (i.e., statistically
significant) and useful findings that tell a good story; editors and referees may prefer
significant findings that are in line with theory. Theoretically, since water does not
have any close substitute, once the household’s income increases, the demand for
water should also increase. Therefore, water cannot be considered an inferior good,
and its income elasticity of demand should be positive. Given the strong case for
positive estimates, it is not surprising that researchers treat negative estimates with
suspicion. Hence Rietveld et al. (1997, p. 30) comment on their estimated income
elasticities as follows: “The results are terrible. . . parameters are having the ‘wrong’
[negative] sign. . . ” The previous meta-analyses on elasticities of water demand (Espey et al. 1997; Dalhuisen et al. 2003; Sebri 2014) call the price elasticities with the
unintuitive sign ‘perverse’ and eliminate them from their samples.
But even by the law of chance, negative estimates of income elasticity should
occasionally appear in the literature. The probability of negative estimates increases
with small samples, noisy data, or misspecification of the demand function (more in
Stanley 2005). Consequently, researchers tend to suppress their negative estimates;
such a practice would, even if beneficial at the level of individual studies, drive the
global mean of the reported elasticities upwards. Doucouliagos & Stanley (2013)
find that most fields of economic research are affected by publication selection bias.
The field of energy and resource economics research is no exception: Havranek et al.
(2012) and Havranek & Kokes (2015) find publication bias in the literature estimating
the price and income elasticities of gasoline demand, while Havranek et al. (2015)
report the same problem in the literature on the social cost of carbon.
The most common visual tool used for the investigation of the presence of publication bias is the funnel plot (Egger et al. 1997). Figure 8.2 depicts the plot for all
307 estimates of the income elasticity of water demand on the horizontal axis and
the inverse of the standard error of an estimate used as a measure of precision on
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the vertical axis. Ideally, the plot should resemble an inverted funnel: the estimates
with the highest precision should be close to the true effect, while the estimates with
decreasing precision are more dispersed from the mean (Havranek & Irsova 2017). If
publication bias is present, the funnel is asymmetrical (when the bias is related to
the sign of the effect) and hollow and wide (when the bias is related to the significance of the effect). In Figure 8.2 we observe that the left-hand part of the funnel is
essentially absent. Researchers indeed omit negative values of the elasticity, which
biases the mean reported estimate upwards.
We support our conclusions from the funnel plot using a more formal analysis
following Stanley (2005), who examines the correlation between the estimates and
their standard errors:
Y EDij = Y ED0 + β · SE(Y EDij ) + µij ,

(8.2)

where YED ij denotes i-th effect and its standard error SE(YED ij ) estimated in the
j-th study, and µij is the error term. The intercept of the equation, YED 0 , is the
true effect beyond publication bias, represented by the coefficient on the standard
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Figure 8.2: The funnel plot suggests publication bias
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3

Notes: The dashed vertical line indicates the median estimate of the income elasticity of water demand; the solid vertical line indicates the mean estimate of the income
elasticity of water demand. When there is no publication
selection bias, the estimates should be symmetrically distributed around the mean effect.
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error, β. If no publication bias is present in the literature, the coefficient β should be
zero (the methods used by researchers imply that the ratio of the point estimate to
the standard error has a t-distribution, which means that the two variables should
form statistically independent quantities). Otherwise, we should observe that the
estimated effects are correlated with their standard error, for example because researchers with large standard errors need large point estimates to produce statistical
significance, or because they discard negative estimates, which yields a positive β
due to the heteroskedasticity of (8.2).
Equation (8.2) can be presented as a funnel asymmetry test, as it follows from
rotating the axes of the funnel plot and inverting the value of precision to display
the standard error. To account for heteroskedasticity and within-study dependence
in (8.2), we report robust standard errors clustered at the study level. Further, we
estimate different specifications: 1) the original unweighted data sample, 2) weighting
by the inverse of the number of estimates per study (small and large studies are
thus given the same importance), and 3) weighting by the inverse of the standard
error (precise estimates are given greater weight). We estimate each specification
using simple OLS with study-level fixed effects to account for unobserved study-level
characteristics.
Table 8.3 presents the results of the funnel asymmetry tests. In Panel A of Table 8.3 we show the different specifications of (8.2) applied to the full sample of 307
elasticity estimates. The results corroborate the findings from the funnel plot that
publication selection bias is present in the literature on the income elasticity of water
demand. The results from Panel A also place the true effect in the literature at
approximately 0.178, which means that increasing a household’s income by one percent increases water demand by 0.18 percent. This value is fairly robust throughout
different estimations in Panel A (with one exception in the last column; nevertheless,
the combination of precision weighing and study fixed effects often produces unstable
results). The coefficient corresponding to publication bias has a positive sign, which
means that the true effect is probably smaller than what researchers tend to report
on average. Our estimate of the effect is relatively close to the mean estimate from
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Table 8.3: Tests show publication bias in estimates that control for
endogeneity
Panel A: Whole Sample

Unweighted
OLS

SE (publication bias)

∗∗

0.676
(0.305)

Constant (effect beyond bias)
Observations
Panel B: No Endogeneity Control

Study

FE

OLS
∗

Precision
FE

OLS

FE

0.551
(0.301)

∗∗∗

0.884
(0.132)

∗∗∗

0.644
(0.161)

∗∗∗

1.280
(0.369)

1.514
(1.176)

0.178∗∗∗
(0.029)

0.193∗∗∗
(0.037)

0.155∗∗∗
(0.022)

0.187∗∗∗
(0.021)

0.103∗∗∗
(0.012)

0.121∗∗∗
(0.045)

307

307

307

307

307

307

Unweighted

Study

Precision

OLS

FE

OLS

FE

OLS

FE

SE (publication bias)

0.290
(0.307)

0.286
(0.288)

0.753
(0.576)

0.523
(0.450)

1.010∗∗
(0.405)

0.326
(0.340)

Constant (effect beyond bias)

0.223∗∗∗
(0.0347)

0.224∗∗∗
(0.0445)

0.188∗∗∗
(0.0569)

0.218∗∗∗
(0.0581)

0.112∗∗∗
(0.0121)

0.148∗∗∗
(0.0153)

142

142

142

142

142

142

Observations
Panel C: Endogeneity Control

Unweighted
OLS

FE

OLS
∗∗

∗∗∗

Precision
FE
∗∗∗

OLS
∗∗∗

FE

SE (publication bias)

1.053
(0.252)

1.054
(0.437)

0.919
(0.0942)

0.834
(0.166)

1.650
(0.490)

3.689∗∗∗
(1.159)

Constant (effect beyond bias)

0.153∗∗∗
(0.0327)

0.153∗∗∗
(0.0421)

0.140∗∗∗
(0.0246)

0.151∗∗∗
(0.0217)

0.0959∗∗∗
(0.0153)

0.0631
(0.0396)

165

165

165

165

165

165

Observations

∗∗∗

Study

Notes: The table reports the results of the regression Y EDij = Y ED0 + β · SE(Y EDij ) + µij , where Y EDij
denotes i-th effect estimated in j-th study, and SE(Y EDij ) denotes its standard error, estimated either by
ordinary least squares (OLS) or study-level fixed effects (FE). Panel A reports results for the full sample
of estimates, Panel B reports the results for the subset of elasticities computed by estimation methods not
accounting for endogeneity in the demand function, and Panel C reports the results for the sample where
the estimation methods do account for endogeneity in the demand function. Unweighted = model is not
weighted; Study = model is weighted by the inverse of the number of estimates per study; Precision = model
is weighted by the inverse of the standard error of an estimate. ∗ p < 0.10, ∗∗ p < 0.05, ∗∗∗ p < 0.01.
Standard errors, in parentheses, are clustered at the study level.

Sebri (2014), who argue the number to be half the mean reported by Dalhuisen et al.
(2003).
As a complementary analysis, we show another visual test, the Galbraith plot,
which focuses on the bias caused by the preference for significant results. Authors
who prefer significant results and disregard insignificant estimates will over-report
high t-values (in absolute terms). We follow Stanley (2005) and Irsova et al. (2016)
and define the standardized t-statistics T(YED ij ) adjusted for the true effect from
Table 8.3:

8. Measuring the Income Elasticity of Water Demand

T (Y EDij ) =

282

Y EDij − Y ED0
,
SE(Y EDij )

(8.3)

where YED 0 represents the true effect estimated by the funnel asymmetry test, and
YED ij represents the i-th estimate of the income elasticity with SE(YED ij ) as the
corresponding standard error reported in the j-th study. For YED 0 , we employ the
baseline true effect from the first column of Panel A in Table 8.3, 0.178, and plot the
final statistics in Figure 8.3.
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Figure 8.3: Galbraith plot suggests publication bias
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Notes: The horizontal dashed lines form the boundary of
the (−1.96, 1.96) interval, which should not be surpassed in
more that 95% of cases if there is no publication bias related
to statistical significance and no heterogeneity.

Figure 8.3 represents a Galbraith plot, a scatter plot with the precision of an
estimate 1/SE(Y EDij ) on the horizontal axis against the standardized size of the tstatistics T (Y EDij ) on the vertical axis (Galbraith 1990). Although a large number
of estimates are situated between the two lines denoting the critical values of the
t-statistic for the 5% significance level, the plot indicates some publication bias since
the number of the estimates outside the area defined by the two dashed lines increases
with precision. Figure 8.3 also indicates excess variation in the standardized t-values
since only 43% of the estimates fall into the area where they should be given the
properties of the t-statistic and the correctness of our estimate of the underlying
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elasticity. It follows that researchers are more likely to prefer significant results over
insignificant results and possibly conduct a specification search to produce the desired
outcomes.
We have established thus far that, overall, the literature on the income elasticity
of water demand suffers from publication bias related to the sign and significance
of the estimates. The contamination of the literature by publication bias compels
us to reassess the conclusions drawn from comparing the average reported estimates
for different subsamples with respect to data and method choices. Especially, as
Ashenfelter et al. (1999) note, researchers are often more likely to report larger
estimates to compensate for the large standard errors when instrumental variables
are employed. We show in Table 8.2 that, on average, the methods controlling for
endogeneity and not controlling for endogeneity do not yield any notable differences
in elasticities. Following Ashenfelter et al. (1999), we investigate whether there is
selective reporting related to the method choice that might drive the publication bias
in the literature.
For the analysis, let us return to Table 8.3. Panels B and C of the table show the
funnel asymmetry tests applied to two groups of estimates: those that do not control for endogeneity (Panel B) and those that do control for endogeneity (Panel C).
We demonstrated in the previous section that the mean reported estimates are very
similar for both groups. The similarity disappears, however, when we account for
publication bias. We find no bias for estimates that do not control for endogeneity,
and the underlying elasticity for these estimates is approximately 0.22. Regarding
the endogeneity-consistent estimates, however, we find evidence of substantial publication bias in the terminology of Doucouliagos & Stanley (2013). Here, the mean
estimate is therefore biased upwards, and the underlying elasticity is only 0.15 or less.
Thus, both endogeneity and publication biases matter. The studies that control for
endogeneity bias would tend to report estimates that are substantially smaller than
OLS studies if they were not more susceptible to publication selection. Publication
bias in the better-specified studies arises because researchers need larger estimates
to offset large standard errors. There might exist, however, other data and method
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choices that are also correlated with publication bias or the underlying effect. We
address these issues in the next section.

8.4
8.4.1

Why Do the Estimates Vary?
Variables and Estimation

Table 8.2 in Section 8.2 and Figure 8.5 in Section 8.A present a first tentative examination of the potential sources of heterogeneity behind the estimates of the income
elasticity of water demand. To more systematically investigate this heterogeneity, we
augment regression (8.2) by including a plethora of explanatory variables: 30 study
design characteristics and the interaction term between the standard error and a
dummy variable that equals one if the study in question does not control for endogeneity. The explanatory variables capturing the variation in data and methodology
are listed in Table 8.4; the table provides the definitions of the variables and their
summary statistics, including the simple mean, standard deviation, and the mean
weighted by the inverse of the number of observations extracted from a study.
For ease of exposition we divide the estimate and study characteristics into variables reflecting the specification of the demand function (8 aspects), price specification
(2 aspects), data characteristics (7 aspects), estimation technique (3 aspects), tariff
structure (3 aspects), countries examined (3 countries), and publication characteristics (4 aspects). We note that this section merely serves as a means of discussing the
main sources of heterogeneity and not as an exhaustive survey of the methods used
in the literature estimating water demand elasticities. For a more detailed discussion we refer the reader to the previous and competently executed meta-analyses of
Dalhuisen et al. (2003) and Sebri (2014).
Table 8.4: Description and summary statistics of regression variables
Variable

Description

Mean

SD

WM

Income elasticity

The estimate of the income elasticity of 0.261 0.377 0.270
water demand.
Continued on next page
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Table 8.4: Description and summary statistics of regression variables
(continued)
Variable

Description

Mean

SD

WM

Standard error

The standard error of the estimate of
the income elasticity of water demand.
Interaction term between the standard
error and the estimation methods not
addressing endogeneity.

0.123

0.232

0.130

0.071

0.178

0.053

0.518

0.500

0.533

0.107

0.310

0.099

0.489

0.501

0.427

0.632

0.483

0.535

0.130

0.337

0.161

0.156

0.364

0.218

0.085

0.279

0.124

0.107

0.310

0.125

0.401

0.491

0.462

0.130

0.337

0.198

SE · No endog. control

Water demand specification
Household size
= 1 if the demand equation controls
for household size (usually defined as
a number of persons living in a household).
Population density
= 1 if the demand equation controls for
population density (which often serves
as a proxy for lawn size).
Temperature
= 1 if the demand equation controls for
temperature.
Rainfall
= 1 if the demand equation controls for
rainfall.
Evaporation
= 1 if the demand equation controls for
evaporation.
Difference variable
= 1 if the demand equation contains the
variable accounting for the difference
between the water bill priced at actual
rates and the water bill priced at marginal prices (Dalhuisen et al. 2003).
Lagged dep. variable
= 1 if the demand equation contains the
lagged dependent variable.
Discrete-continuous
= 1 if the demand equation is based on
the discrete-continuous model.
Price specification
Marginal price

Other price

Data characteristics
Long-run elasticity

Household data

= 1 if marginal price computed as the
price of the last cubic meter of water
is used for estimation (reference category for this group of dummy variables:
average price computed as the total bill
divided by total consumption).
= 1 if a price other than marginal or
average is used for estimation (such as
the Shin price deployed by Shin 1985).

= 1 if the estimated elasticity is the 0.296 0.457 0.237
long-term instead of short-term elasticity.
= 1 if residential data are used for the 0.632 0.483 0.597
estimation instead of data aggregated
at the municipal level (including residential, industrial, and commercial water demand).
Continued on next page
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Table 8.4: Description and summary statistics of regression variables
(continued)
Variable

Description

Mean

SD

WM

Daily data

= 1 if the frequency of data used for
estimation is daily instead of quarterly,
monthly, or annual.
= 1 if the frequency of data used for
estimation is monthly instead of daily,
monthly, or annual.
= 1 if the frequency of data used for
estimation is annual instead of daily,
monthly, or quarterly.
= 1 if cross-sectional data are used for
estimation instead of time-series or panel data.
= 1 if time series data are used for estimation instead of cross-section or panel
data.

0.189

0.392

0.161

0.394

0.489

0.483

0.235

0.424

0.242

0.293

0.456

0.334

0.029

0.029

0.086

= 1 if the estimation method does not
account for endogeneity; typically ordinary least squares (reference category
for this group of dummy variables is the
use of instrumental variables).
= 1 if a fixed effects panel technique is
employed for estimation.
= 1 if an estimation method accounting
for endogeneity other than instrumental variables and panel fixed effects is
employed for estimation.

0.463

0.499

0.411

0.244

0.430

0.212

0.111

0.314

0.208

= 1 if a flat tariff structure is used for
estimation (reference category for this
group of dummy variables is the situation in which the tariff structure employed is not available).
= 1 if an increasing tariff structure is
used for estimation.
= 1 if a decreasing tariff structure is
used for estimation.

0.078

0.269

0.121

0.485

0.501

0.526

0.023

0.150

0.031

Monthly data

Annual data

Cross-section

Time-series

Estimation technique
No endogeneity control

Panel technique
Other estimator

Tariff structure
Flat tariff

Increasing tariff
Decreasing tariff
Countries examined
Europe

Other location

= 1 if the income elasticity of water de- 0.166 0.373 0.226
mand is estimated for a location in Europe, instead of the US or other countries.
= 1 if the income elasticity of water 0.391 0.489 0.355
demand is estimated for other location
than Europe or the US.
Continued on next page
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Table 8.4: Description and summary statistics of regression variables
(continued)
Variable

Description

Mean

SD

WM

Developed countries

= 1 if the income elasticity of water demand is estimated for a developed country instead of developing country.

0.655

0.476

0.693

30.29

11.36

30.02

4.494

6.724

4.385

0.106

0.199

0.088

0.799

0.416

0.839

Publication characteristics
Publication year
The publication year of the study (the
base year is the sample minimum:
1972).
Citations
The average yearly number of citations
the study received in Google Scholar
since its appearance there.
Impact factor
RePEc recursive discounted impact factor for journals.
Published
= 1 if the study is published in a peerreviewed journal.

Notes: SD = standard deviation, SE = standard error, WM = mean weighted by the
inverse of the number of estimates reported per study.

Water demand specification. Researchers specify the water demand equation to
reflect the behavioral patterns of consumers under certain living conditions. We
codify several of these patterns and conditions as the possible sources of heterogeneity.
For example, we include a dummy for including a control for household size (the
number of people living in a household) since, due to economies of scale, individual
consumption should decrease with an increase in household size (Arbues et al. 2010).
We also take into account whether the authors include population density in their
demand equation, which is often used as a proxy for the housing stock and size of
yards (Gaudin 2005). Some authors include the difference variable, which reflects the
difference in the actual water bill and the water bill priced at marginal prices (Espey
et al. 1997), or as Dalhuisen et al. (2003) call it, a lump-sum transfer imposed by the
tariff structure. Moreover, Hewitt & Hanemann (1995) suggest using the discretecontinuous model to account for the discrete price structure of water tariffs and the
continuous consumption of water.
Dalhuisen et al. (2003) show that water demand is sensitive to weather factors.
Some authors (like Miaou 1990) criticize the assumption of a linear relationship be-
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tween water demand and weather variables, suggesting that rainfall might have a
dynamic effect on water consumption, and investigate the possibility of a threshold
beyond which precipitation or temperature does not affect water use. We use dummy
variables for studies that include information on temperature, rainfall, and evaporation. We also code for whether the study makes a dynamic adjustment of the demand
model with a lagged dependent variable, which mostly reflects the fact that water use
is a habit and that time is required to change this habit in response to other, usually
price or weather, changes (Asci & Borisova 2014). It is worth noting, however, that
the inclusion of the lagged dependent variable in the demand model can violate the
assumptions of some simple estimation techniques.

Price specification. Water is also considered to be inelastic in price because consumers typically exhibit limited awareness of the pricing structure. The suitability
of using the average, the marginal, or other pricing schemes in the water demand
function remains a matter of heated discussion. On the one hand, Nauges & Van
Den Berg (2009), among others, argue that since consumers are rarely aware of their
rate structure, they react to their average bill rather than to their marginal bill.
On the other hand, Saleth & Dinar (1997) argue that the use of marginal pricing
including the difference variable instead presupposes average price behavior and has
many methodological advantages. Shin (1985) introduces a price-perception concept
that identifies which of the two prices (the marginal or the average price) is better
understood by consumers. Few researchers have followed in his footsteps; the recent
work by (Binet et al. 2014) proposes significant modifications to the functional form
of Shin’s perceived price. The reference category for this group of dummy variables
is the average pricing scheme.

Data characteristics. Given the small differences between the averages of the shortrun and long-run elasticities found in Table 8.2, we do not divide the sample accordingly, but we still control for this form of temporal dynamics in our model (which
conforms to the practice employed by the previous meta-analyses). Moreover, we
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take into account whether the study uses household data only or aggregates the data
at the municipal level, taking into account household, industrial, and commercial
water consumption. Although the residential elasticity is considerable more important to us, given the relatively small number of observations in this study, we also
account for the aggregated estimates and err on the side of inclusion.
Another characteristic we focus on is the frequency of the data: higher frequencies
provide less-detailed information on immediate behavioral patterns, and although
water is inelastic in income, the granularity (in our case yearly, quarterly, monthly,
and daily) also matters in the previous meta-analyses. The reference category for the
data frequency is the use of quarterly data for estimation. We also distinguish among
time series, cross-sectional data, and panel data, using panel data as the reference
category.

Estimation technique. The most commonly used estimation techniques are ordinary least squares (Nieswiadomy & Molina 1991), two-stage least squares (Nieswiadomy & Molina 1991), three-stage least squares (Al-Najjar et al. 2011), generalized
method of moments (Musolesi & Nosvelli 2007), and panel techniques with random or
fixed effects (Cheesman et al. 2008; Sebri 2013). We mark all techniques that do not
account for the endogeneity present in the demand equation as No endogeneity control.1 Given that we find no publication bias in the estimates produced by methods
that ignore endogeneity, we hypothesize the endogeneity variable and the interaction
term between the standard error and the endogeneity variable to be significant. The
reference category for this group of dummy variables is the instrumental variables
estimation method and its derivatives.

Tariff structure. Tariff structures help policy makers to control the demand for
water. An increasing structure, for example, means that the price is constant within
1

Note that if a flat tariff rate is imposed, the (constant) price of water is exogenous to water
demand, and thus, the endogeneity problem does not need to be addressed. As there are only
11 such observations of the elasticity for a flat tariff structure estimated by OLS, we treat them
as any other observation of the elasticity estimated by techniques not accounting for endogeneity.
Robustness checks, in which these estimates are eliminated, yield very similar conclusions to those
in Table 8.3 and Table 8.5.
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discrete intervals of use but increasing between the different intervals of use. The
outcomes of such water policies are, however, not always clear-cut. In the case of
the increasing tariff structure, the policy is expected to limit excessive consumption
of water. This leads to higher real income, and if the income elasticity of water
demand is positive, higher real income results in higher demand for water. It is
unclear, however, which of these two effects prevails. To address such problems, we
include information on the use of flat, increasing, and decreasing tariff structures.
The reference category for this group of dummy variables is the situation in which
the tariff structure employed is not available.

Countries examined. The main reasons for cross-country heterogeneity are potential differences in consumption habits, culture, climate, and path-dependency in policy. The previous meta-analyses are rather inconclusive with respect to spatial
variation: while Dalhuisen et al. (2003) find a significant difference between income
elasticity estimates for the US and Europe, Sebri (2014) argues that this difference
is insignificant. Hence, we distinguish among different locations in the US, Europe
(including Cyprus, France, Germany, Greece, Italy, Poland, Portugal, Slovakia, and
Sweden), and any location outside the US and Europe (such as Australia, Cambodia, Canada, China, Ecuador, Indonesia, Israel, Japan, Jordan, Korea, Kuwait, Sri
Lanka, Tunisia, and Vietnam). The reference category for this group of dummy variables is the estimation of the income elasticity of water demand for a location in
the US.
Furthermore, we distinguish between whether the study estimates the elasticity
for a developed country or a developing country. The inhabitants of developing countries are forced to consume a lower amount of water since they typically not have
sufficient income to be able to afford more; changes in income may thus have different effects in these countries compared to developed countries. Similarly, we assume
the water consumption of individuals living in developed countries to be sufficient;
hence, a change in income should not trigger a significant change in water consumption. Altogether, individuals from developed countries are expected to dedicate a
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relatively lower proportion of their additional income to expenditures on water than
individuals from developing countries.

Publication characteristics. We employ several publication characteristics as proxies for methodological advances that might not be directly captured by our methodological variables. For example, the variable publication year could tell us whether
newer studies tend to report systematically different elasticities. To address the
quality of a study, we use the average yearly number of citations and the RePEc
recursive discounted impact factor for journal publications. We also distinguish between published (journal publications) and unpublished studies (working papers and
other unrefereed materials) since the previous meta-analyses also lack consensus on
this matter: while Dalhuisen et al. (2003) find that published estimates of elasticities
are smaller than the unpublished ones, Sebri (2014) finds the opposite.
Our intention is to examine whether the evidence for publication bias remains
strong if we control for the possible causes of heterogeneity. Ideally, we would like
to regress the collected income elasticities of water demand on all of the explanatory
variables at hand (like Dalhuisen et al. 2003; Sebri 2014, do). Given that we have
so many variables, however, some of them will likely be insignificant, which would
inflate the variation of other estimated parameters in the regression and introduce
inefficiency. Alternatively, sequential t-tests can be employed, but eliminating insignificant variables one by one might lead to a loss of important variables during the
process. Following Havranek & Irsova (2017) we instead employ Bayesian model averaging (BMA), which formally addresses such model uncertainty. BMA goes through
millions of different models created from the subsamples of the potential explanatory variables and searches for those models with the highest explanatory power. In
a Bayesian setting, the model’s explanatory power is represented by the posterior
model probability, which is analogous to the adjusted coefficient of determination in
frequentist econometrics.
Since we use the bma package in R (Feldkircher & Zeugner 2012), our BMA does
not estimate all of the 232 possible combinations of models but uses Markov Chain
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Monte Carlo samplers that propose the candidate models to be estimated (estimating
all of the models would take several months). The estimated BMA coefficients,
posterior means, are averages of the coefficients across all of the models, weighted
by the posterior model probability. Thus, each coefficient has an approximately
symmetrical distribution with a posterior standard deviation, which is analogous
to the standard error in frequentist econometrics. Each coefficient is assigned a
posterior inclusion probability, the sum of posterior model probabilities from all of
the models in which the variable is found, which is analogous to statistical significance
in frequentist econometrics. Further details on BMA can be found, for example, in
Eicher et al. (2011).

8.4.2

Results

Figure 8.4 presents the results of the BMA exercise. The columns represent different
models and are sorted by posterior model probability in descending order from left
to right. The rows represent different variables and are sorted by posterior inclusion
probability in descending order from top to bottom. Each cell thus belongs to a
particular variable in a particular model: if the cell is blue (darker in grayscale),
the coefficient of a variable is positive; if the cell is red (lighter in grayscale), the
coefficient is negative; if there is no color, the variable is excluded from the model.
We observe that almost half of the variables are included in the best model, and the
sign of these variables is robust across different models.
The numerical results of the BMA exercise are reported in Table 8.5 (we follow
Eicher et al. 2011, definitions of parameter and model priors). In addition, we report
an OLS regression, which includes 14 explanatory variables recognized by the bma
package in R to form the top model. The OLS results are consistent with BMA:
the estimated coefficients have the same sign and are similar in magnitude; the
significance of the estimated parameters mostly corresponds to the values of the
posterior inclusion probability. When interpreting the posterior inclusion probability,
we follow Jeffreys (1961), who find evidence of an effect that is weak for a value
between 0.5 and 0.75, positive for a value between 0.75 and 0.95, strong for a value

Standard error

0 0.02

0.05 0.07 0.1 0.12 0.15 0.18 0.2 0.22 0.25 0.27 0.3 0.32 0.35 0.37 0.4 0.42 0.45 0.47 0.5 0.52 0.54 0.57

0.6 0.62 0.64 0.67

0.7 0.72 0.74 0.77

0.8 0.82 0.84 0.87

0.9 0.92 0.94

Notes: The figure depicts the results of BMA. On the vertical axis, the explanatory variables are ranked according to their posterior inclusion probabilities
from the highest at the top to the lowest at the bottom. The horizontal axis shows the values of cumulative posterior model probability. Blue color (darker
in greyscale) = the estimated parameter of a corresponding explanatory variable is positive. Red color (lighter in greyscale) = the estimated parameter of a
corresponding explanatory variable is negative. No color = the corresponding explanatory variable is not included in the model. Numerical results are reported
in Table 8.5. All variables are described in Table 8.4. The results are based on the unweighted specification. The robustness check in which the specification
is weighted by the number of estimates per study is consistent with the results of the unweighted specification provided in Table 8.5. Following the detailed
reasoning of Zigraiova & Havranek (2016, p. 28-30), we prefer not to weight our model by the inverse of the standard error because of the many problems with
this approach when study-invariant variables are included.

Panel technique

Discrete-continuous

Population density

Household size

Cross-section

Publication year

Flat tariff

Time-series

Other estimator

Marginal price

Europe

Rainfall

Annual data

Long-run elasticity

Developed countries

Monthly data

Evaporation

No endog. control

Household data

Lagged variable

Decreasing tariff

Increasing tariff

Difference variable

Daily data

Other location

Citations

Published

Impact factor

Temperature

Other price

SE × No endog. control

Figure 8.4: Model inclusion in Bayesian model averaging
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between 0.95 and 0.99, and decisive for a value higher than 0.99. Therefore, we
find weak evidence for the presence of an effect of the variables Difference variable,
Daily data, Other location, Citations, Impact factor, and Published ; we find positive
evidence for the variables Temperature and Other price; and we find decisive evidence
for the Standard error and the interaction term SE · No endog. control.

Publication bias and endogeneity. For only two variables is there decisive evidence
that they influence the estimated elasticities: Standard error and its interaction with
techniques not controlling for endogeneity SE · No endog. control. The significance
of standard error corresponds to the conclusion that publication bias is present in
the literature and the estimated coefficient for publication bias survives the inclusion
of data and method heterogeneity. We also confirm that the estimates produced by
techniques not accounting for endogeneity suffer less from publication bias. Due to
the low posterior inclusion probability, BMA did not recognize the variable No endog.
control as relevant; however, BMA includes the variable No endog. control in the top
model, which we use for our frequentist check, where the parameter corresponding
to that variable is found to be significant and positive (and is thus in line with the
intuition and our analysis from the previous section). When endogeneity is accounted
for (variable No endog. control = 0), the effect of publication bias corrected for various
sources of heterogeneity is 0.956, only marginally smaller than what is presented in
Panel C of Table 8.3. We conclude that the two variables reflecting publication bias
are crucial for explaining the differences between the reported estimates of the income
elasticity.

Water demand specification. According to our results, the inclusion of one weather variable can particularly drive the estimated elasticities: authors taking into
account the outside Temperature find the demand for water to be more income elastic
(contrary to those not including the variable, who find the income elasticity to be
0.12 smaller if other factors are held constant). This conclusion contradicts the main
results of Dalhuisen et al. (2003), who instead find the inclusion of the evaporation

8. Measuring the Income Elasticity of Water Demand

295

variable to be important, or Sebri (2014), who find that controlling for rainfall drives
the results (although the robustness check of Sebri 2014, is in accordance with Table 8.5). Higher temperature triggers an increase in the demand for water, which can
be addressed by spending a higher proportion of income on water; thus, it is sensible
to include the temperature in a demand function.
BMA acknowledges only weak evidence for the importance of the Difference variable: the inclusion of this variable increases the differences between the marginal
price specification and the average price specification (the frequentist check confirms
the significance of its impact). The evidence for the importance of the dynamic model (the inclusion of the Lagged dependent variable) is even weaker, and given the
results of the robustness check we are inclined to disregard it as a driver of the income
elasticity. We do not confirm the previous findings of Sebri (2014), who supports the
results of Dalhuisen et al. (2003) showing that that the use of the discrete-continuous
model has a negative effect on the income elasticity.

Price specification and tariff structure. If a price specification other than average
or marginal approach is used in the water demand equation, the income elasticity estimates are on average 0.16 higher, ceteris paribus. This result contradicts Dalhuisen
et al. (2003) and Sebri (2014), who find the differences among the price specifications
to be statistically indistinguishable. While BMA determined a very weak impact of
different tariff structures on the estimated income elasticity, the frequentist check
indicates some systematic dependencies: non-flat tariffs make the demand for water
more inelastic and indeed seem to be significantly different from flat and other tariff
structures, which is in accordance with theory (a more detailed discussion of the
theoretical relationship between tariff structures and income elasticity can be found
in Dalhuisen et al. 2001). The choice of a certain tariff structure would then be a
suitable policy tool for affecting the elasticity of consumers.

Countries examined. The income elasticity of water demand estimated for a location other than Europe and the US tends to be approximately 0.1 lower when
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Table 8.5: Explaining heterogeneity in the estimates of the income elasticity of water
demand
Response variable:
Income elasticity

Bayesian model averaging

Frequentist check (OLS)

Post. mean

Post. SD

PIP

Coef.

Std. error

p-value

Constant
Standard error
SE · No endog. control

0.206
0.956
-0.572

NA
0.130
0.175

1.000
1.000
0.992

0.245
1.039
-0.714

0.049
0.259
0.431

0.000
0.000
0.097

Water demand specification
Household size
Population density
Temperature
Rainfall
Evaporation
Difference variable
Lagged dependent variable
Discrete-continuous

-0.001
-0.001
0.118
0.006
0.018
0.083
0.077
0.001

0.008
0.013
0.074
0.027
0.062
0.088
0.108
0.014

0.027
0.027
0.807
0.082
0.116
0.543
0.396
0.026

0.151

0.055

0.006

0.144
0.122

0.057
0.101

0.011
0.228

Price specification
Marginal price
Other price

0.004
0.154

0.021
0.092

0.062
0.818

0.159

0.074

0.032

Data characteristics
Long-run elasticity
Household data
Daily data
Monthly data
Annual data
Cross-section
Time-series

-0.007
0.035
-0.126
0.009
0.008
-0.001
-0.007

0.028
0.066
0.130
0.032
0.036
0.009
0.043

0.091
0.271
0.573
0.108
0.089
0.027
0.054

-0.167

0.061

0.007

Estimation technique
No endog. control
Panel technique
Other estimator

0.021
0.000
-0.005

0.044
0.010
0.025

0.223
0.025
0.055

0.084

0.039

0.033

Tariff structure
Flat tariff
Increasing tariff
Decreasing tariff

-0.004
-0.059
-0.141

0.027
0.072
0.182

0.048
0.467
0.445

-0.099
-0.279

0.051
0.127

0.053
0.028

Countries examined
Europe
Other location
Developed countries

-0.006
-0.090
0.006

0.027
0.090
0.042

0.066
0.586
0.101

-0.084

0.046

0.069

Publication characteristics
Publication year
Citations
Impact factor
Published

0.000
0.007
-0.232
-0.102

0.001
0.007
0.181
0.089

0.037
0.615
0.707
0.650

0.012
-0.274
-0.172

0.004
0.148
0.054

0.001
0.065
0.001

Studies
Observations

62
307

62
307

Notes: SD = Standard deviation. PIP = posterior inclusion probability. The frequentist check includes
the variables recognized by BMA as comprising the best model. Standard errors are clustered at the
study level. All variables are described in Table 8.4. Additional details on the BMA exercise can be
found in the Section 8.B.
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compared to the elasticity estimated for the US. Given that this is the only spatial
variation detected in our model, we challenge not only Dalhuisen et al. (2003), who
find differences between income elasticity estimates for Europe and the US, bus also
Sebri (2014), who observes no spatial variation at all. One outcome for spatial variation that would be consistent with the previous meta-analyses would be evidence of
no difference between the income elasticities for developed and developing countries.
It follows that a developing country with similar structural parameters to those of a
developed country can conduct similar water demand policy. This finding is close to
the concept of technology adoption and supports the theory of conditional convergence. It should not, however, be applied unconditionally, as there is evidence for
spatial variation across continents.

Data and publication characteristics. In accordance with Dalhuisen et al. (2003)
and Sebri (2014), we argue that the estimates of the income elasticity of water demand
are insensitive to the use of household or aggregate data. Nevertheless, the usage of
daily data seems to produce systematically smaller elasticities, although BMA only
suggests weak evidence for this effect. The income elasticities reported in Published
studies are arguably smaller than those in studies coming from unrefereed sources;
this effect becomes stronger with an increasing Impact factor of the publication
outlet. It is also important to note, however, that studies reporting higher estimates
attract greater attention from readers (since these papers acquire a higher number
of Citations), but this effect is not economically significant. Thus, we identify the
presence of effects unobserved by the methodological variables hidden in publication
status and that the direction of their estimates is in line with the conclusions of
Dalhuisen et al. (2003): published studies tend to report smaller elasticities than do
unpublished studies.
We have established thus far that the mean estimated income elasticity of water
demand, 0.27 (reported in Table 8.2), is influenced to a large extent by publication
bias, methodology, and data heterogeneity. By accounting for publication bias in
the literature we reduce the mean estimate to 0.15—when preference is also given to
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studies that correct for the endogeneity bias (Table 8.3). The estimate is, however,
still not free from other potential biases resulting from data, method, and publication
heterogeneity. To estimate the underlying elasticity beyond all of these effects, we
construct a synthetic study that employs the preferred method, data, and publication
choices and uses all of the information in the literature. Such a “best-practice”
estimate is inevitably subject to the subjective decision of what the most appropriate
methods, data, and publication choices are. Therefore, we execute several robustness
checks to check the sensitivity of our conclusions.
The best-practice estimate is a result of a linear combination of the BMA coefficients from Table 8.5 and our chosen values for the respective variables. We prefer
newer studies published in outlets with a large impact factor and those receiving a
high number of citations; we also prefer the use of broader data sets and methodologies that correct for endogeneity bias. Therefore, we set the values of the control
variables of the demand equation, data with daily granularity, methods controlling
for endogeneity, and publication characteristics at their sample maxima. Further,
we set the values of the variables indicating the presence of publication bias, higher
than daily granularity data, cross-sectional and time series data, and the estimation
techniques not controlling for endogeneity at their sample minima. We leave the rest
of the variables at their sample means but distinguish between the average pricing
scheme and the marginal pricing scheme, as there is no clear preference for either of
these schemes in the literature.
The best-practice estimation yields an elasticity of 0.082 with a 95% confidence
interval of (−0.242, 0.407) for the average pricing scheme and an elasticity of 0.169
with a 95% confidence interval of (−0.155, 0.493) for the marginal pricing scheme.
The confidence intervals are approximate and constructed using the standard errors
estimated by OLS. Although the confidence intervals are wide, the plausible changes
in the definition of the best practice (such as setting Lagged variable at the sample
minimum or Discrete-continuous model choice at the sample maximum) changes the
best-practice estimates at the third decimal place only. We conclude that the income
elasticity of water demand is on average 0.15 or less and does not exceed the value of
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0.5 with 95% probability, meaning that it is highly unlikely that a one-percentagepoint increase in income would lead to more than a 0.5% increase in the demand for
water.

8.5

Concluding Remarks

This paper quantitatively surveys 307 estimates of the income elasticity of water
demand while concentrating on three main issues not addressed by the previous
meta-analyses on the topic. First, we take a closer look at publication selection bias
stemming from the expected and theory-supported preferences of researchers, referees, and editors for positive and statistically significant results. Second, we focus on
the problem of endogeneity bias and investigate the differences in estimates produced by different estimation techniques, still accounting for the potential influences of
publication bias. Third, we investigate other sources of heterogeneity behind the estimates proposed by the previous meta-analyses of Dalhuisen et al. (2003) and Sebri
(2014); extending their analysis, in this paper we account for the model uncertainty
inherent in meta-analysis, which is due to the large number of explanatory variables,
using Bayesian model averaging. We produce a best-practice estimate which suggests
that the income elasticity is on average much smaller than commonly thought. This
can be perceived as good news for the future availability of drinking water.
The literature on the income elasticity of water demand suffers from two major problems: endogeneity bias and publication bias. Our results suggest that the
estimation methods ignoring endogeneity typically exaggerate the mean elasticity,
despite that they do not suffer from publication bias. By contrast, the estimation
methods controlling for endogeneity do not suffer from endogeneity bias, but since
they typically report large standard errors, publication bias causes the reported estimates computed using these methods to also exaggerate the underlying elasticity
(the simple average of estimates is 0.26, while the underlying effect corrected for
publication bias is 0.15). Therefore, although more consistent estimation techniques
eliminate endogeneity bias at the micro level, they lead to the publication selection
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problem that affects the entire literature by pushing the average reported income
elasticity upwards. It is difficult to disentangle these two biases without deploying
the statistical tools of meta-analysis.
Our results concerning publication bias are robust to controlling for various other
sources of heterogeneity at the level of estimates or studies. Apart from the aspects
related to publication and endogeneity bias, several method and data characteristics
wield a systematic influence on the size of the reported elasticities. Including a
control for temperature in demand equations has a particularly strong impact on
the estimated elasticities, as does the usage of other than marginal or average price,
both factors that increase the reported elasticities. Lower data granularity and nonflat tariff systems are associated with smaller elasticities. Nevertheless, although we
collect 32 aspects of study design and control for publication bias, we are still unable
to explain almost 50% of the variation in the reported elasticities, which leaves ample
scope for further research on this important topic.
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Study Heterogeneity
Figure 8.5: Estimates of the elasticity vary within and
across studies
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Notes: The figure shows a box plot of the estimates of the income elasticity of water
demand reported in individual studies. Outliers are excluded from the figure but included
in all statistical tests.
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Diagnostics of BMA
Table 8.6: Summary of BMA estimation: UIP

Mean no. regressors
12.801
Modelspace
4.30E+09
Model prior
Uniform/16

Draws
3 · 105
Visited
21%
g-prior
UIP

Burn-ins
1 · 105
Topmodels
93%
Shrinkage-stats
Av = 0.9968

Time
2.887989 mins
Corr PMP
0.9714

No. models visited
89,381
No. obs.
307

Notes: We employ the priors suggested by Eicher et al. (2011), who recommend using the
uniform model prior (each model has the same prior probability) and the unit information
prior (the prior provides the same amount of information as one observation from the
data).

Figure 8.6: Model size and convergence, BMA with priors according
to Eicher et al. (2011)
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